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Introduction

KSCO is an international working group exploring research in Knowledge Sys-
tems for Coalition Operations. KSCO organizes technical meeting and electronic
exchanges where practitioners and key decision makers in coalition operations
management hold discussions with researchers from areas of knowledge-based
systems, planning and multi-agent systems, exchange experience and ideas,
share inspiration and suggest novel concepts. It can also lead to joint project
proposals.

KSCO Topics include:

– Innovative theory and techniques for coalition formation and support to
similar ”virtual organisations”

– Applications and requirements for knowledge-based coalition planning and
operations management

– Knowledge-based approaches to command and control

– Knowledge-based approaches to coalition logistics

– Knowledge-based approaches to Operations-Other-Than-War - such as
peace keeping missions and other humanitarian operations

– Multi-agent systems and the concept of agency in coalitions

– Tools and techniques for knowledge-based simulation and modelling of
coalition operations

– Security and maintenance of private information or knowledge in coalition
operations

– Autonomous vs. centrally managed coalition operations

The first Knowledge Systems for Coalition Operations (KSCO) meeting was
held in Edinburgh in May 1999 and focused on Knowledge-Based Planning for
Coalition Operations [1]. An international working group of interested indi-
viduals was formed at that meeting to encourage international collaboration
on KSCO. The KSCO-2002 conference held in Toulouse, France in April 2002
[2] was the second in a series of international meetings which aim to bring to-
gether practitioners and key decision makers in coalition operation management
with researchers from areas of knowledge representation and reasoning, plan-
ning, multi-agent systems and related areas in order to exchange experience
and ideas, share inspiration and suggest novel concepts. Practitioners benefit
from meeting each other and from learning the possibilities of recent research
achievements while researchers will get inspiration from each other and links to
potential end users of their ideas.

A third conference was proposed to be held at IHMC, Pensacola, Florida,
USA in October 2004. Although it was decided not to go ahead with this
meeting, the papers which were to form the core plenary sessions were felt to
be of value to the KSCO community and are drawn together in this volume.
They represent a snapshot of current work in the area of Knowledge Systems for



Coalition Operations. This volume also serves to maintain continuity of interest
within the KSCO community.
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Paul Losiewicz (EOARD/London, US)
James Lawton (AFRL, US)
Michael Luck (University of Southampton, UK)
Vlad Mař́ık (Czech Technical University, Czech Republic)
Richard Metzger (AFRL, US)
Michal Pěchouček (Czech Technical University, Czech Republic)
Paolo Petta (OEFAI, Austria)
Nigel Shadbolt (Southampton University, UK)
Onn Shehory (IBM, Israel)
Niranjan Suri (IHMC, US)
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Activity-oriented Instant Messaging 
for Coalition Operations 

Austin Tate, Jeff Dalton and Stephen Potter 
Artificial Intelligence Applications Institute (AIAI), University of Edinburgh 

{a.tate,j.dalton,s.potter}@ed.ac.uk 

Abstract. I-X Process Panels are used to support users who are 
carrying out processes and responding to events in a cooperative 
working environment. The panels support the tracking of personal or 
group issues, the planning and execution of activities and the checking 
of constraints. Panels can be connected to other panels, and also to a 
range of services, agents and other cooperative working support tools to 
form part of a framework for activity and process support in an 
organization. The dynamically changing context in which a user 
operates is reflected in the options presented. Actual usage in a multi-
national coalition operations setting indicated the value of adopting an 
“instant messaging” style of use.  An augmented activity-orientated 
“intelligent messaging” approach is taken in which artificial 
intelligence planning technology can be deployed in a natural way. 

1 Introduction  

I-X is a research programme with a number of different aspects intended to allow 
humans and computer systems to cooperate in the creation or modification of some 
product or products such as documents, plans, designs or physical entities - i.e., it 
supports mixed-initiative synthesis tasks (Tate, 2003). 

The I-X research draws on earlier work on Nonlin (Tate, 1977), O-Plan (Currie and 
Tate, 1991; Tate, 1995; Tate et al., 1998; Tate et al., 2000b, Levine et al. 2000), 
Optimum-AIV (Aarup, 1994, Tate, 1996b), <I-N-OVA> (Tate, 1996; 2000a) and the 
Enterprise Project (Fraser and Tate, 1995; Stader, 1996) but seeks to make the 
framework generic and to clarify terminology, simplify the approach taken, and 
increase re-usability and applicability of the core ideas. 

I-X Process Panels (I-P2) are used to support individual users who are carrying out 
processes and responding to events in a cooperative working environment. The panels 
support the tracking of personal or group issues, the planning and execution of 
activities and the checking of constraints. Panels can be connected both to other 
panels, and also to a range of services, agents and other co-operative working support 
tools to form part of a framework for activity and process support in an organization. 

I-X Process Panels can communicate between themselves and the other services or 
agents they know about via any of a range of communications strategies which vary 
from simple direct internet ports, custom name server and brokering systems through 
to comprehensive, secure, agent communications routes such as the CoABS Grid 
(Kahn and Della Torre Cicalese, 2001) and KAoS (Bradshaw et al., 2003). 
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I-X Process Panels and their predecessors, the Open Planning Process Panels (O-P3) 
(Levine et al., 2000), have been used in a number of prototype and deployed 
applications: 

• Air Campaign Planning (Tate et al., 1998) 
• Noncombatant Evacuation Operations (Tate, et al., 2000b) 
• US Army Small Unit Operations (Tate et al., 2000a) 
• Coalition and Multi-national Forces Command and Control (Allsopp et al., 

2002; Wark et al. 2003) 
• Search & Rescue Coordination (CoSAR-TS, 2003; Tate et al., 2004; Siebra 

and Tate, 2003) 
• Help Desks 
• Unmanned Autonomous Vehicle Command and Control 
• Cooperative working between e-Scientists (Buckingham Shum et al., 2002) 

2 I-X Approach 

The I-X approach involves the use of shared models for task-directed collaboration 
between human and computer agents who are jointly exploring (via some, perhaps 
dynamically determined, process) a range of alternative options for the synthesis of an 
artifact such as a design or a plan (termed a product). The <I-N-C-A> (Issues - Nodes 
- Constraints - Annotations) ontology (Tate, 2003) is used to represent a specific 
artifact as a set of constraints on the space of all possible artifacts in an application 
domain. It can be used to describe the requirements or specification to be achieved 
and the emerging description of the artifact itself.  It can also describe the (perhaps 
dynamically generated) processes involved.   

I-X also involves a modular systems integration architecture that strongly parallels the 
underlying <I-N-C-A> ontology. It provides a “Model – Viewer – Controller” style of 
architecture.  Plug-in components for Issue Handlers, Activity Performers, Constraint 
Managers, Process or Product Viewers, and Input/Output allow for specific I-X 
systems to be created. 

3 I-X Process Panels 

We “deliver” useful functionality based on the I-X and <I-N-C-A> ontology via I-X 
Process Panels (I-P2) and associated Tools as shown in figures 1 and 2. These support 
a user or collaborative users in selecting and carrying out “processes” and creating or 
modifying “process products”. An I-X Process Panel can be seen, at its simplest, as an 
intelligent ‘to-do’ list for its user. However, and especially when used in conjunction 
with other users’ panels, it can become a workflow, reporting and messaging ‘catch 
all’, allowing the coordination of activity, and hence facilitating more successful and 
efficient collaborations. I-X Process Panels thus provide a user interface to support 
user tasks and cooperation. 

A panel corresponds to its user’s ‘view’ onto the current activity, through the 
presentation of the current items (from the user’s perspective) of each of the four sets 
of entities comprising the <I-N-C-A> model. The contents of these sets, along with 
the current context and state of the collaboration, are used to generate dynamically the 
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support options the tool provides. For example, associated with a particular activity 
node might be suggestions for performing it using known procedural expansions, for 
invoking an agent offering a corresponding capability, or for delegating the activity to 
some other agent in the environment. 

 

 

 

 

 

 

 

 

Fig. 1. Anatomy of an I-X Process Panel 

An I-X Process Panel: 

o Takes requests to: 
o Handle an issue 
o Perform an activity 
o Add a constraint 
o Note an annotation 

o Deals with these via: 
o Manual (user) activity 
o Internal capabilities (perform) 
o External capabilities (invoke or query/answer) 
o Reroute or delegate to other panels or agents (pass) 
o Plan and execute a composite of these capabilities (plan or expand) 

o Receives “progress” or “completion” reports and other event-related 
messages and, where possible, interprets them to: 

o Understand current status of issues, activities and constraints 
o Understand current world state, especially status of various 

attributes of process products 
o Help control the situation 
o Improve annotations 

An I-X Process Panel can cope with partial knowledge and can operate even where 
little or no pre-built knowledge of the domain or knowledge of relationships to other 
panels or services is available – effectively becoming a simple “to-do” list aid in that 
case. 
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Fig. 2. I-X Process Panel and Tools 

Trial use of I-X/I-P2 in 2001 by users at the Navy Warfare Development Command 
(NWDC) at Newport, Rhode Island during the testing of advanced technologies 
appropriate for deployment in a large-scale training exercise called “Millennium 
Challenge” led to a major change in the direction for our systems development.  Prior 
to that we had provided a test interface panel, which allowed us to send testing 
messages both to a local panel (the user’s own panel – labeled as “me”) and to any 
other named panel accessible via the communications method that was in use.  
NWDC was using I-P2 alongside an Instant Messaging tool to log communications 
between countries and commands in a coalition.  Both the simple Instant Messenger 
and I-P2 were running over the CoABS Grid and KAoS to show how useful agent 
technology could be employed over secure channels.  It quickly became clear that the 
messages being passed back and forth often related to entities that the process panels 
could handle – such as issues, activities and various types of preferences and 
constraints related to these.  The test panel was quickly turned into an Instant 
Messaging style of interface, as shown in figure 3, in which simple text format “chat” 
was still possible, but the interface encouraged the use of more structured forms of 
messaging when this was natural.  So it became easy to express and transmit the 
structured items related to task support. It then became easier to explain what the I-X 
Process Panels offered by referring to them as providing “augmented” instant 
messaging where process, activity and task support along with accompanying 
progress and completion reporting was desirable. 
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Fig. 3. Instant Messaging style interface for message creation 

Since that time, this has been the preferred interface for I-X Process Panels and we 
have adopted this “intelligible messaging” style of interface.  As I-X Process Panels 
have further developed and been used in more cooperative and human-centric 
applications (such as in support of scientific meeting and group work – Buckingham 
Shum et al., 2002), this style of interface has been further refined and made more 
central to our approach.  We have also incorporated the use of a Jabber (Jabber, 2003) 
communications strategy, which provides for Instant Messaging using XML content.  
This has allowed for simpler and larger scale “out of the box” deployments of the I-X 
Process Panels. 

4 I-Plan 

The facilities available in the I-X Process Panels) provide context sensitive options 
for the handing of issues (such as the achievements of stated objectives), the 
performance of activities, and the satisfaction of constraints.  A simple AI Planner   
(I-Plan, shown in figure 4) is available as a tool to propose alternative ways in which 
activities on the panel can be expanded. 

 

 

 

 

 

 

 

 

Fig. 4. Context-sensitive “Action” menu and I-Plan Tool 
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For any activity on the panel, an “Action” column shows its current status and the 
available options to perform the activity.  Colours (which may not be discernable in 
figure 4) indicate the readiness of the item for current execution: 

• White indicates that the item is not currently ready for execution (i.e., some 
temporal ordering, preconditions or other constraints might not be met). 

• Orange indicates that the action is ready to perform and that all preconditions 
and constraints are met. 

• Green indicates that the item is currently being performed. 
• Blue indicates successful completion. 
• Red indicates a failure for which failure recovery planning steps might be 

initiated. 

The set of “Actions” available to perform any item on the panel is available through a 
menu.  This is dynamically generated and context-sensitive – reflecting the 
knowledge of the capabilities of other panels and services available.  It also draws on 
the inbuilt planner – I-Plan – to select from any known plans or “Standard Operating 
Procedures (“plan schemas”) that match the item. 

I-Plan can perform hierarchical partial-order composition of plans from a library of 
plan schemas or Standard Operating Procedures.  This library can be augmented 
during planning either with a simple “activity details” interface to add in specific 
ways to expand a given activity (intended for use by users familiar with the 
application domain but not AI planning techniques) or with a more comprehensive 
graphical domain editor (see section on I-DE).  Grammars and lexicons for the 
activities in the domain and the objects manipulated by them are built automatically 
during domain editing to assist the user. 

Future developments of I-Plan will provide more assistance with a “How do I do 
this?” option under the Action menu which will be able to account for other 
concurrent items on the panel, and account for mutual satisfaction of open variables, 
unsatisfied world state conditions and other constraints. I-Plan will also be extended 
to provide a plan repair capability should activities fail during execution, or the 
environment dynamically change in unforeseen ways. 

5 Other I-X Tools 

There are other tools in the I-X suite include messaging tools and various information 
viewers (e.g. map, 3D VRML and PDA interfaces) and editors, along with three 
specific tools: I-DE, I-Q and I-Space:  

• I-DE (I-X Domain Editor) allows the creation, maintenance and, ultimately, 
the publication of Standard Operating Procedures (SOPs), generic 
approaches to archetypal activities. 

• I-Q (I-Query) is a generic I-X agent shell which, when embodied with the 
appropriate mechanisms, provides an agent with the capability of interacting 
with a query service of some kind.  It usually responds by adding facts or 
constraints into the current state of the panel. A typical application, for 
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instance, is for the retrieval of information from some external source such 
as the semantic web - e.g. to retrieve hospital medical capabilities. 

• I-Space is used to maintain organizational relationships with other agents in 
the environment. The nature of the relationship (for instance, supervisor-
supervisee) will influence the nature of the activity-based interactions 
between these agents; the choices available to an agent will depend (amongst 
other things) both on its position in the organizational scheme of things and 
on its awareness of the capabilities and dynamic status (e.g. the current 
‘presence’) of other agents.  Exchange of agent and organization 
relationships with tools such as the KAoS Policy Administration Tool 
(KPAT) is possible. 

 

 

 

 

 

 

 

Fig. 5. I-Space Organizational Relationships Tool 

6 I-X Message Formats, Reports and Current State 

There are a number of messages that are used within the I-X Process Panels and that 
can be passed between panels and other services and agents. 

a) Issues, Activities, Constraints and Annotations 
b) Current state information (world state constraints) 
c) Plans (composites of Issues, Activities, Constraints and Annotations) 
d) Reports on progress or completion of nominated activities 
e) Text-orientated “chat” messages. 

The first 3 relate to the core underlying ontology on which I-X is based.  The other 
two message types provide status and other contextual information. 

Activities (and other panel items) can be passed from one panel to another (or to 
capable services or other agents). These can pass back “progress” and “completion” 
(success/fail) reports to the original sender of the item.  This provides a way to 
monitor activity progress, receive back milestone reports, and check off the 
completion of activities. 
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Information on the current state of the environment can be passed to panels via 
“world state” constraints.  These might come from sensors directly, or from some 
analysis or reporting system.   

A specific type of current state we have found useful is the presence or status 
information maintained by instant messaging systems, so one can tell if another agent, 
panel or person is active and available for communications. Jabber (Jabber, 2003) for 
example maintains such information and makes it available for registered 
users/addresses of interest (kept in “buddy lists”) to any client.  This information 
comes in as current state/constraint information to a process panel. 

Incoming completion reports and information about the current state sent as 
constraints can trigger later activities to be executable as temporal or other constraints 
are satisfied. As an example, incoming presence or location information about a 
person might be sent between users.  This would appear on the state panel for the 
receiver, and could trigger activities awaiting specific status or presence (e.g. waiting 
for a user to come on-line). 

 I-X also allows custom state viewers to be added to augment or replace the simple 
tabular current state view in a normal I-P2 panel.  An example of a viewer for such 
state information could be the BBN OpenMap™ tool (BBN, 2003).  Changes to 
information in any viewer, or coming in via messages from outside of panels, are 
synchronized. 

Fig. 6. Custom State Viewer – Map View 
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7 <I-N-C-A> Ontology 

<I-N-C-A> (Issues - Nodes - Constraints - Annotations) is the basis of the ontology 
that underpins the I-X approach. It provides the framework for the representation used 
to describe processes and process products within I-X Process Panels and the 
structure for the main types of activity-orientated I-X Messages. <I-N-C-A> is a 
conceptual model that can be shared between human users and system components 
cooperating to carry out shared tasks. 

In <I-N-C-A>, both processes and process products are abstractly considered to be 
made up of a set of "Issues" which are associated with the processes or process 
products to represent potential requirements, questions raised as a result of analysis or 
critiquing, etc.  They also contain "Nodes" (activities in a process, or parts of a 
physical product) which may have parts called sub-nodes making up a hierarchical 
description of the process or product. The nodes are related by a set of detailed 
"Constraints" of various kinds.  Finally there can be "Annotations" related to the 
processes or products, which provide rationale, information and other useful 
descriptions. The I-X systems integration approach is based on the <I-N-C-A> Model 
of Synthesized Artifacts that provides it with a simple abstraction that provides an 
extremely flexible, extendable and intelligible representation of the processes and 
process products in I-X. It is well suited to communication between human and 
system agents engaged in some common task, each possibly taking the initiative over 
which parts they can handle at various stages. 

The forerunner of <I-N-C-A> was <I-N-OVA> (Tate, 1996).  <I-N-C-A> generalizes 
the activity/plan orientated <I-N-OVA> ontology. When first designed, <I-N-OVA> 
was intended to act as a bridge to improve dialogue between a number of 
communities working on formal planning theories, practical planning systems and 
systems engineering process management methodologies.  It was intended to support 
new work then emerging on automatic manipulation of plans, human communication 
about plans, principled and reliable acquisition of plan information, and formal 
reasoning about plans.  It has since been utilized as the basis for a number of research 
efforts, practical applications and emerging international standards for plan and 
process representations.  For some of the history and relationships between earlier 
work in AI on plan representations, work from the process and design communities 
and the standards bodies, and the part that <I-N-OVA> played in this see Tate (1998). 

At various stages of the development of the I-X research the typography for rendering 
<I-N-C-A> has varied as the components have received clarification and as we have 
striven for greater generality.  <I-N-CA> originally stood for Issues, Nodes, Critical 
and Auxiliary Constraints.  The aspect of separating critical (shared communications) 
constraints from auxiliary (separately managed) constraints is still important within 
the I-X architecture, but is now considered a part of managing the "C" (constraints) 
component.  The annotations were always present in the ontology and can be attached 
to all components, but the top level annotations that capture the rationale behind the 
synthesized product or the process/plan being described have required more 
prominence as the work has continued and as mixed-initiative and human 
communications aspects have become more important.  Hence, the rendering <I-N-C-
A> with the extra hyphen now stands for Issues, Nodes, Constraints and Annotations. 

Knowledge Systems for Coalition Operation KSCO 2004

11



Issues 

The issues in the representation may state the outstanding questions to be handled and 
can represent unsatisfied objectives, questions raised as a result of analysis, etc. The I 
constraints can be thought of as implying potential further constraints which may 
have to be added into the design in future in order to address the outstanding issues.  
In work on I-X until recently, the issues had a task or activity orientation to them, 
being mostly concerned with actionable items referring to the process underway - i.e., 
actions in the process space.  This is now not felt to be appropriate, and we are 
adopting the gIBIS (Conklin and Begeman, 1988) orientation of expressing these 
issues as any of a number of specific types of question to be considered (Selvin, 1999; 
Conklin, 2003).  The types of questions advocated are: 

1. Deontic questions - What should we do? 
2. Instrumental questions - How should we do it? 
3. Criterial questions - What are the criteria? 
4. Meaning or conceptual questions - What does X mean? 
5. Factual questions - What is X? or Is X true? 
6. Background questions - What is the background to this project? 
7. Stakeholder questions - Who are the stakeholders of this project? 
8. Miscellaneous questions - To act as a catch all. 

The first 5 of these are likely to be the most common in our task support environment. 
This is similar to the Questions - Options- Criteria approach (MacLean et al., 1991) - 
itself used for rationale capture for plans and plan schema libraries in our earlier work 
(Polyak and Tate, 1998; 1999) and similar to the mapping approaches used in 
Compendium (Selvin et al. 2001).  Compendium can in fact exchange its set of issues, 
activities and some types of constraints and annotations with I-P2 (Buckingham Shum 
et al., 2002; Chen-Burger and Tate, 2003). 

Nodes 

The nodes in the specifications describe components that are to be included in the 
design. Nodes can themselves be artifacts that can have their own structure with sub-
nodes and other <I-N-C-A> described refinements associated with them. 

The node constraints (these are of the form “include node”) in the <I-N-C-A> model 
set the space within which an artifact may be further constrained.  The “I” (issues) 
and “C” constraints restrict the artifacts within that space which are of interest. 

When <I-N-C-A> is being used to describe processes, the nodes are usually the 
individual activities or their sub-activities.  They are usually characterized by a 
“pattern” composed of an initial verb followed by any number of parameter objects, 
noun phrases, and qualifiers or filler words describing the activity.  E.g., 

     (transport package-1 from location-a to location-b) 

Others have recognized the special nature of the inclusion of nodes (or activities) into 
a synthesized artifact (or plan) compared to all the other constraints that may be 
described. In the planning domain, Khambhampati and Srivastava (1996) differentiate 
Plan Modification Operators into “progressive refinements” which can introduce new 
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actions into the plan, and “non-progressive refinements” which just partition the 
search space with existing sets of actions in the plan.  They call the former genuine 
planning refinement operators, and think of the latter as providing the scheduling 
component. 

Constraints 

The constraints restrict the relationships between the nodes to describe only those 
artifacts within the design space that meet the requirements. The constraints may be 
split into “critical constraints” and “auxiliary constraints” depending on whether some 
constraint managers (solvers) can return them as “maybe” answers to indicate that the 
constraint being added to the model is okay so long as other critical constraints are 
imposed by other constraint managers. The maybe answer is expressed as a 
disjunction of conjunctions of such critical or shared constraints. More details on the 
“yes/no/maybe” constraint management approach used in I-X and the earlier O-Plan 
systems are available in Tate (1995). 

The choices of which constraints are considered critical and which are considered 
auxiliary is itself a decision for an application of I-X and specific decisions on how to 
split the management of constraints within such an application (not a complete 
sentence?). It is not pre-determined for all applications. A temporal activity-based 
planner would normally have object/variable constraints (equality and inequality of 
objects) and some temporal constraints (maybe just the simple “before” constraint: 
{before time-point1 time-point-2}) as the critical constraints. But, in a 3D design or a 
configuration application object/variable and some other critical constraints (possibly 
spatial constraints) might be chosen. It depends on the nature of what is 
communicated between constraint managers in the application of the I-X architecture. 

Annotations 

The annotations add additional human-centric information or design and decision 
rationale to the information describing the artifact. 

8 Future Directions 

Work to date on I-X and its applications in coalition command and control, search and 
rescue, help desks, etc. have indicated the value of adopting an “augmented” style of 
instant messaging paradigm which we call activity-orientated “intelligible 
messaging”.  This provides a platform for making AI planning technology available in 
an immediately usable form.  

There are many opportunities for extending the initial approach and technology 
included.  A more comprehensive I-Plan planner is to be incorporated as project work 
allows, and this will use the O-Plan “repairing plans on-the-fly” repair technology 
(Drabble et al., 1997) to recover from failures.  The incorporation of more capable 
constraint managers and optimization algorithms to propose options is possible within 
the design. 

More sophisticated and robust communications strategies are being experimented 
with, including secure communications routes (e.g. in tunneled versions of the 
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CoABS Grid), and logging of message traffic for quality control and audit purposes.  
We are particularly interested in the changes of process that might be triggered when 
the status of agents and panels alter (say moving from a synchronous on-line instant 
messaging mode of communication to an off-line store and forward messaging mode). 

Ways to describe panels and user/service capabilities in an organization, the roles they 
play and the authorities they have to act for one another are being experimented with. 

The current I-P2 software is available for demonstrations and more technical details 
on I-X are available via http://www.aiai.ed.ac.uk/project/ix/  or  http://i-x.info 
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Abstract. Inability to communicate the exact information in the right
time has become one of the key bottlenecks in real-time control of mili-
tary operations as well as in planning large scale coalition operations. In
this paper we study situations in which communication and coordination
inaccessibility can occur and discuss three different solutions of various
level of sophistication – relay agents, acquaintance models and stand-
in agents. These methods were deployed in the A-globe multi-agent
system. Deployment in two different scenarios is discussed here.

1 Introduction

In recent classical military operations, as well in operations other than war
(OOTW), decentralized collaboration among various decision making actors is
becoming crucial, as we push planning and control of operations closer to the
execution. This was made possible by the adoption of modern communica-
tion technologies by military and other organizations and introduction of the
Network Centric Warfare concept [3]. Distributed planning and control of the
military and humanitarian operations makes the missions more flexible, recon-
figurable in run-time and makes it resistant to a single point of failure in the
operating teams and coalitions. Besides, integration and collaboration between
semi-trusted parties is possible in decentralized environment. This is an im-
portant fact in the international coalition operations especially. On the other
hand, decentralization brings additional requirements on exact, fast and reliable
communication mechanisms among the collaborating actors.

One of the main issues agents face in hostile or underdeveloped areas is
the problem of communication inaccessibility. Different actors may become
temporarily or longer term inaccessible due to unreliable communication infras-
tructure (causing communication lags and drop-outs), missing communication
infrastructure ( replaced by dynamic ad-hoc networks), or due to the hostility
of the environment that may request various actor to keep their location undis-
closed and therefore communicate (send signals) as little as possible. Various
causes of inaccessibility are presented in section 2.1.

In our interpretation, an agent represents a complex, organized entity (such
as a NGO, humanitarian organization, army troop, etc.) playing an active role
in the operation planning and execution. A multi-agent system consists of a
number of agents that group themselves in various, temporary coalitions (each
solving a specific mission/part of the mission).

In this contribution we discuss three solutions to communication inaccessi-
bility in complex interaction environments:
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– agent’s social knowledge,

– concept of the stand-in agents and

– concept of the relay agents.

Stand-ins and relaying are used in two scenarios described in the dedicated
section 6, together with experiment results and future work directions (see 7).

2 Agent’s Inaccessibility

Agents’ inaccessibility [19] in a multi-agent community is an uneasy problem
of a high practical importance. Agents become inaccessible when they want to
communicate but it is not possible. There are several different reasons why an
agent may become inaccessible from the other members of the multi-agent com-
munity - such as malfunction of the communication links, communication traffic
overload, agent leaving the communication infrastructure for accomplishing a
specific mission, agent failing to operate, etc.

Agents do act autonomously, therefore we cannot speculate and predict their
actions as we can hardly prove agents future behavioral patterns (which is
given by their autonomy). Similarly we cannot guarantee complete reliabil-
ity of the communication links and the communication infrastructure in highly
distributed systems. There are also agents who work ’off-line’ and still wish
to be acknowledged as fully fledged community members. Consequently, there
is a need for an unified and general technologies for maintaining community
stability/sustainability in multi-agent system with inaccessible agents.

2.1 Classification of Inaccessibility

Systematically we distinguish between several classes of inaccessibility. Inacces-
sibility can be caused by:

1. unreliability of the communication infrastructure: periodical, singular or
permanent communication lags and drop-outs,

2. balancing the cost of the communication with the need to communicate:
when an objective function is associated with sending messages (e.g. cost,
time, energy resources, etc.),

3. dynamic changes of the communication infrastructure topology: when plat-
forms or agents physically change their location and thus availability with
respect to different communication means,

4. partial communication infrastructure: when all nodes are not fully inter-
connected,

5. semi-collaborative or adversarial environment: when agents agreed to com-
municate only a certain type of information, while other being kept private
(here we talk about inaccessibility of information rather than agent), or
when agents simply do not want to communicate

These types of agents’ inaccessibility can occur in different possible situa-
tions:
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– agent physical mobility: Agents may physically leave the community.
This can happen in the situations where intelligent agents reside on mobile
platforms such as cell phones, PDAs or any other IP-addressable devices
carried e.g. by a person or mobile vehicle. For inaccessibility to happen,
the communication infrastructure needs to be incomplete due to hilly area,
large distances, etc. This situation falls into classes 3 and 4.

– ad-hoc networks: Specific situations may happen when intelligent agents
residing on either mobile vehicle or soldiers’ equipment need to communi-
cate but they have only short-range broadcasting equipment. The move-
ment of agent carriers may be dependent or completely independent from
the agents communication requirements. It may also happen that the
agents’ carriers need to physically arrange their location so that an infor-
mation ’pontoon bridge’ for a communication relay can be facilitated.

– unreliable communication networks: Often there are requirements
for communication in the networks where communication is imperfect.
This is the case of complex utility networks (administered by different
owners), supply chains or information infrastructures in the underdevel-
oped regions. Inaccessibility is here of a types 1 and 2.

– agent code migration: Strong and weak migration of the software code
(as defined in [19])can cause inaccessibility only within communication in-
frastructures that are not completely reliable. Software agents may need
to migrate to another physical location, for example to cooperate reliably
with agents located there. Such migration may lengthen existing commu-
nication links with other agents, increasing their potential to fail in the
future.

– adversarial environment: In a hostile environment the situations may
occur when the agents refuse to communicate in order to keep their exis-
tence undisclosed. Such an agent is then regarded as inaccessible. There is
a variation of this scenario, when agent can receive the information while
cannot send any information, e.g. when broadcasting a signal may disclose
agents physical location, while receiving is a passive activity that does not
reveal agent’s position.

– information inaccessibility: A specific situation is when agents agree to
communicate only specific type of information (semi-private see [22]) and
keep the private information confidential. Private information is regarded
as inaccessibility. This scenario is typical for the information fusion and
intention modelling problems.

3 Related Work in Inaccessibility

Very little general work on inaccessibility in MAS has been carried out until
now. The research areas that overlap with inaccessibility often use such terms as
fault-tolerance or robustness to describe the ability of the system to handle some
erroneous situations, with inaccessibility being an instance of such situations.

Typical methods for dealing with inaccessibility in distributed database and
business systems are transactions checkpoints with commitments and roll-backs.
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Principle of transactions is treating a set of commands as an atomic command.
The whole transaction either succeeds or fails. Successful transaction ends with
commitment (the commands are finalized), unsuccessful transaction is termi-
nated by rollback (all commands are undone). Usage of transactions for MAS
is described by Silva and Popescu-Zeletin in [25]. The checkpoints are based on
storing of system state after each successfully completed important command.
When a failure occurs, the system returns to the last stored state. Osman
and Wagealla [18] suggest framework for achieving fault-tolerance in MAS by
checkpointing.

Kumar, Cohen and Levesque [16] are fighting inaccessibility in brokered
systems by replacing a single broker by a team of brokers. A multi-agent system
remains fully functional as long as there is at least one functional broker in the
system.

The brokers create new brokers to maintain their number in the system
on a specified level despite their failures, thus effectively making the system
self-healing. Their approach is similar to our doubler agent concept[19]. The
doubler agents role is to mimic the original agent so that other agents get an
impression of accessing the original one. There are two main differences. Firstly
Kumar et. al. use multiple brokers, while the doubler agent is only one. The
second difference is that doubler agent operates only in case when the object
agent is inaccessible, while the multiple brokers operate at the same time. The
synchronous operation of multiple agents is requires relatively complex synchro-
nization, without providing any particular advantage. While using empowered
stand-ins (section 4.3), we encounter similar synchronization problems as with
distributed broker teams, but due to the fact that stand-ins are authorized to
act only to certain extent, synchronization is easier to manage.

Klein et. al. [15] propose a concept of exception handling for solving failures
in multi-agent systems. They describe a methodology for system design, which
allows identification of potential failures and helps to find appropriate treatment.
Klein et. al. deal with failures in the context of design methodology, which we
believe is an important, but unfortunately very rare approach.

Kaminka and Bowling [14] describe an algorithm for detection of disagree-
ments among team members and illustrate its use on a team of players in the
RoboCup Football competition. Disagreement detection is particularly impor-
tant when two - so far mutually inaccessible - system parts reconnect and need
to synchronize.

Social models are covered by several authors. Cao, Bian and Hartvigsen
explain twin-based model in [6], Mař́ık, Pěchouček and Štěpánková describe
tri-base model in [21] but little attention is paid to inaccessibility.

The software mobility area is covered be many publications. The state of
the art overview of mobility give G. Cybenko et. al. in [7]. They analyze in
detail the strengths of mobile agents and describe the architectures of current
mobile-agent systems. Cybenko et. al. stress that there are no applications that
require mobile agents, but the mobile agents provide a single general framework
in which a wide range of distributed applications can be implemented easily.

Currently, the security and reliability issues are the main limiting factor for
commercial applications of mobile agents. Security of mobile agents is discussed
for instance in [10] and [4].

At present time, there are many implementation of mobile agents infrastruc-
ture. They vary in many aspect, such as: design goals, supported programming
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languages (usually Java), type of mobility provided, support, licence policy. In
our view among the most noticeable stand JADE [13], NOMADS [17], ADK [1],
Aglets [2] and GrassHopper [9].

4 Maintaining Communication Accessibility

The techniques for maintaining accessibility can be seen from many different
perspectives. Probably the best way to keep an agent accessible is to preserve
its connectivity by technical (hardware) means. Especially in the mobile and/or
wireless world one can ruminate about (perhaps mobile and temporary) signal
repeaters and boosters that retain access when the target agent is likely to
lose network connectivity. However, such equipment can be difficult to place
properly and the equipment reserve is always limited. As agents are mostly
considered as software units, we will not consider this ”hardware” approach
and concentrate on a more or less logical solution.

When thinking about accessibility conservation on the logical level, the most
natural way is to distinguish between the transport-level and symbolic-level
means.

– Transport-level Accessibility Support – preserving accessibility at the trans-
port level is based on methods of implementing alternative routes of com-
munication that makes interaction possible. The transport-level accessi-
bility may resemble the hardware approach using software-related tricks.
Examples of transport-level accessibility methods include improvement of
link protocols, use of sophisticated routing techniques, duplication of phys-
ical links and other lower level improvements. At the higher level – the
agent level – more sophisticated methods of agent backup and duplication
can improve the accessibility. The stand-in agent described below is an
example of transport-level accessibility improvement.

– Symbolic-Level Accessibility Emulation – maintaining accessibility at the
symbolic level is incorporated in the agents’ acquaintance models – the
models of agents’ social awareness. On both sides of the broken commu-
nication channel the accessibility is modelled by an acquaintance model.

Another possible classification of technologies improving accessibility is to
internal and external ones. We speak about internal methods, when the agent
initiating a communication solves its problem with inaccessibility internally (I
have to rely on myself when my mate is unreachable.). On the other hand, we
speak about external methods, when an agent tries to ensure, that others can
reach it. The internal methods are suitable for situations when many agents on
the same level are communicating with each other – each agent has to take care
about inaccessibility. But the external methods more fit asymmetric relation
one-many, where only the one agent has to employ precautions.

When dealing with inaccessibility in complex multi-agent systems, we have
to be aware of complicated scenarios. Usually we do not face only a simple
situation of one agent getting disconnected from the others, but the system
consists of several mutually inaccessible components, which are dynamically
splitting and joining. Currently it seems unrealistic to create a system which
will be resistant to every possible inaccessibility case. Fortunately the systems
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tend to be particulary sensitive only to a relatively small subset of inaccessibility
cases, while the others are either very unlikely to occur or do not have an impact
on the system operation. It is a task of system design phase to analyze the
likelihoods and impacts of different inaccessibility scenarios. Based on desired
system reliability and the inaccessibility analysis, the designers should choose
which scenarios have to be explicitly coped with in the system architecture.

4.1 Relay Agents and Adaptive Networks

First, and perhaps the most classical solution to the inaccessibility problem are
relay agents or low-level entities, responsible for setting up a transmission path
through other elements when the direct contact between parties is impossible.
Such protocols are currently widely implemented for routing in various types
of networks, like TCP/IP [27] or on lower levels [29]. However, this solution is
efficient only if the network is in a ”reasonably connected” state. Besides this
limitation, that can be clearly distinguished in the results of our experiments,
there are several other factors limiting the use of relayed connection. These
factors are for example reduced battery life due to the fact that all the messages
must be transmitted several times, or network maintenance overhead, especially
in case of mobile networks. Another factor limiting the use of relaying in agent
systems is the dynamic nature of their topology if the agent platforms are based
on moving entities. In this case, relaying cost increases as the link maintenance
and path-finding in dynamic environment is a non-trivial process.

4.2 Social Knowledge

Social knowledge represents necessary and optional information which an agent
needs for its efficient operation in the multi-agent community. The social knowl-
edge is mainly used for reduction of communication, acceleration of agents’ in-
ternal reasoning processes but also for providing self-interested agents with a
competitive advantage and allowing agents to reason one about the other in
environments with partial accessibility. Processing social knowledge replaces
voluminous communication between many agents.

The acquaintance model is a very specific knowledge structure containing
agent’s social knowledge. This knowledge structure is in a fact a computational
model of agents’ mutual awareness. It does not need to be precise and up-to-
date. Agents may use different methods and techniques for maintenance and
exploitation of the acquaintance model. There have been various acquaintance
models studied and developed in the multi-agent community, eg. tri-base ac-
quaintance model [21] and twin-base acquaintance model [6]. The role of agents’
social knowledge and acquaintance models in making agents’ communication ef-
ficient has been studied in the research project ”Multi-Agent Systems in Com-
munication” supported by AFRL research contract F61775-99-WE099. The
concept of agents private, semi-private and public knowledge, that are shared
and mutually maintained in agents’ acquaintance models has been studied and
potentials applications in the field of OOTW coalition planning have been inves-
tigated in the research project ”Multi-Agent System for Planning Humanitarian
Relief Operations” supported by AFRL research contract F61775-00-WE043.

In principle, each acquaintance model is split into two parts:
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– self-knowledge – contains information about an agent itself which shall
be shared with others agents

– social-knowledge – contains knowledge about other members of the
multi-agent system or theirs self-knowledge

While the former part of the model is maintained by the social knowledge
provider, the latter is maintained by the social knowledge requestor. The knowl-
edge that the agents are wiling to share with some of the agents is denoted
as semi-private knowledge[22]. Unlike public knowledge, that is shared
by default by all the members of the multi-agent community, the semi-private
knowledge is shared by a specific agreement between the agents. There is also
a vital part of agent knowledge equipment – agents private knowledge, that
is not shared with any other agent. Again, there are two possible ways how the
acquaintance model may be kept up-to-date.

– a pull model of the knowledge maintenance is often implemented by peri-
odical revisions when the social knowledge requestor periodically queries
the social knowledge provider for the updates of the relevant information.

– a push model of the knowledge maintenance can be implemented by e.g.
subscribe-advertise protocol. The social knowledge requestor subscribes
the social knowledge provider for specific information and the social knowl-
edge provider reports on updates of the relevant information upon changes.

Social knowledge can be used for making operation of the multi-agent sys-
tems more efficient. The acquaintance model is an important source of infor-
mation that would have to be communicated otherwise. Social knowledge and
acquaintance models can be also used in the situations of agents’ short term in-
accessibility. However, the acquaintance models provide rather ’shallow ’ knowl-
edge, that does not represent a complicated dynamics of agent’s decision mak-
ing, future course of intentions, resource allocation or negotiation preferences.
This type of information is needed for inter-agent coordination in situation with
longer-term inaccessibility. We suggest introduction of the mobile acquain-
tance model concept integrated in the stand-in agent that is presented in the
following.

4.3 Stand-In Agent

An alternative option is to integrate the agent’s self-knowledge into a mobile
computational entity that is constructed and maintained by the social knowledge
provider. We will refer to this computational entity as a stand-in agent.
The stand-in agent shall physically reside either on the host machine where
the social knowledge requestor operates or in the safe segment of the network
with guaranteed (or at least better) communication accessibility. The social
knowledge requestor does not create an acquaintance model of the provider.
Instead of communicating with the provider, it interacts with the stand-in agent.

While usage of the classical acquaintance model is advantageous in situa-
tions where communication traffic needs to be optimized, the stand-in agents are
used primarily in the cases with partial communication accessibility. It relieves
the client agent from the relatively complex task of building and keeping up-to-
date very detailed acquaintance model and allows more sophisticated operations
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and negotiations between agents, because stand-in can contain algorithms and
private data that are almost impossible to integrate to acquaintance model.
Therefore, the stand-in agent can act on behalf of it’s owner, negotiate resource
utilization, participate in planning of client agent in case of longer term inac-
cessibility. Factoring the acquaintance model out of the agent internal memory
allows it to be shared between all locally accessible agents, further minimizing
the traffic and computational resources necessary for model maintenance.

In general, stand-ins are created by social knowledge provider with inten-
tion to propagate through the system to locations where they are necessary,
i.e. places with low accessibility hosting agents in need of communication with
social knowledge provider. In our current approach, the entity that wants to be
represented in different locations creates the first stand-in locally. This stand-in
has obviously no real stand-in function; entities, to which it is accessible may
communicate directly with the social knowledge provider. On the other hand,
this stand-in serves as an interface between the knowledge provider and the
stand-in community representing this provider.

The stand-in operates in two phases:

– stand-in swarming,

– information propagation and social knowledge synchronization.

At any time of its life-cycle, primarily upon creation, each agent (provider
and/or stand-in) can identify its host, location in the environment and available
hosts in its physical neighborhood where it can migrate. Then, based on this
information, it may decide to create and deploy its clones (other stand-ins)
on these accessible locations. After that it chooses the type of functionality
it is providing in the particular environment or even terminates its execution.
The swarming propagation strategy is a crucial element of agent system tuning.
Agents that readily propagate and keep living on all hosts may be very resource
consuming for some applications, especially with a high number of knowledge
providers represented by stand-ins. On the other hand, having stand-ins of
particular knowledge provider residing on all locations of the system ensures
efficient propagation of information updates to the stand-ins that are interacting
with client agents.

Information propagation between the members of the stand-in community
is a relatively simple process to implement, but a challenging one to tune. It is
because the information flows not only from the knowledge provider towards the
stand-in community, but also from the stand-in community towards knowledge
provider, or even within the stand-in community.

When a member of the stand-in community receives an update of the shared
knowledge, or updates this knowledge after having acted on behalf of knowledge
provider, it must determine whether the information is valuable enough to be
propagated to other members of the community and to the knowledge provider
itself. It measures a context-dependent distance (difference) between the two
versions of the knowledge and determines the stand-ins in the community to
which it will send the updated knowledge set or relevant subset.

In our current implementation, we suppose that the price of stand-in exis-
tence and coordination between the members of the community is small com-
pared to the effects of the decisions taken by system. Therefore, in our default
setup, we have adopted a policy that the stand-ins are created on any platform
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Figure 1: The concept of the stand-in agent

within the reach of any existing stand-in and that any non-obsolete information
update received or generated by stand-in is forwarded to any directly accessi-
ble stand-in. This policy ensures an optimum information quality on domain
elements, but must be optimized for domains with big number of locations and
represented agents, as the cost of the communication would be prohibitive with
increasing number of forwarded synchronization messages[23].

The added value of stand-in agent is not only in the knowledge maintenance,
but in the fact that it may act on behalf of knowledge provider. However, as in
any system working on the shared data, synchronization problems arise in the
agent community when the stand-ins accept commitments in place of knowledge
provider. Situation is further complicated by the fact that no reasonable locking
protocol may be implemented between the components that are inaccessible in a
given moment. We have not addressed the synchronization problem until know.
Its solution may use e.g. sophisticated multi-level negotiation protocols, the
concept of structured (rich) commitments or synchronization between locally
accessible agents.

The suggested inaccessibility techniques were tested in multi-agent testbed
environment – A-globe.

5 Implementation

At present several Java-based multi-agent platforms from different developers
are available, but none of them fully supports agent mobility and communication
inaccessibility. They are thus unsuitable for experiments with real-world simu-
lation. The recently developed agent platform A-globe is fast and lightweight
platform with agent mobility support [26, 20]. Beside the functions common
to most of agent platforms it provides Geographical Information System-like
service to user. Therefore, platform is ideally suited for testing experimental
scenarios featuring agents’ position, position dependent environment simula-
tion and communication inaccessibility. The platform provides functions for
the permanent and mobile agents, such as communication infrastructure, store,
directory services, agent migration function, service deployment, etc.

Comparing to the classical agent platforms and development environment,
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A-globe is lightweight and is optimized in order to consume just a limited
amount of resources. Communication in A-globe is very fast compared to other
platforms, as shown in [26, 20]. The price we have to pay for this is the fact that
A-globe platform is not fully compliant with the FIPA [8] specifications, even
if it implements most protocols and respects the spirit of the specification. This
is why it does not support communication between different agent platforms
(e.g. with JADE, JACK, FIPA-OS, etc). Technically, it is not a very difficult
problem and custom tailored interoperability can be implemented if such a need
arises in the future.

We have decided to sacrifice interoperability so that we can significantly im-
prove ease of communication, stability of the system and overall performance.
For large scale scenarios the problems with system performance (memory re-
quirements, communication speed) that interoperability brings outweigh any
advantages, as heterogenous environment is of limited interest for simulations.

A-globe is suitable for real-world simulations including both static (e.g.
towns, ports, etc.) and mobile units (e.g. vehicles). In such case the plat-
form can be started in extended version with Geographical Information System
(GIS) services and Environment Simulator (ES) agent. The ES agent simu-
lates dynamics (physical location, movement in time and others parameters) of
each unit. In Section 6 we present two different simulation scenarios where the
A-globe system has been deployed.

The system integrates one or more agent platforms. The A-globe design is
shown in Figure 2. Its operation is based on several components:

– agent platform1 – provides basic components for running one or more
agent containers, i.e. container manager and library manager;

– agent container – skeleton entity of A-globe, ensures basic functions,
communication infrastructure and storage for agents;

– services – provide some common functions for all agents in one container;

– environment simulator (ES) agent – simulates real-world environment
and controls visibility among other agent containers;

– agents – represent basic functional entities in specific simulation scenario.

Simulation scenario is defined by a set of actors represented by agents re-
siding in the agent containers. Environment simulation (location dependent
information, accessibility) is provided by specialized agents residing in GIS mas-
ter container. Other agents communicate with environment simulation through
GIS service - dedicated pipeline with server. This architecture clearly separates
environment from agents and enhances the reuse of components between various
scenarios. The GIS service also applies accessibility restrictions in the message
transport layer of the agent container.

1We shall distinguish between the agent development (or integration) platform such as
JADE and the agent platform used in this context. The agent platform here is a highest level
component of the system architecture and resides within one Java Virtual Machine (JVM).
Communication between these platform is obviously possible.
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6 Scenarios and Experiments

The presented approach has been tested on two scenarios described in this
section. In the first scenario, we have concentrated on identification of different
accessibility states in the community and on benchmarking of inaccessibility
solutions presented above [24]. In the second scenario, we apply the concepts
in order to solve the transmission and coordination problems in underwater
environment.

6.1 Ad-hoc Networks – Distribution of Humanitarian Aid

This scenario has been motivated by real-life situations and was developed
within InX (Inaccessibility in Multi-Agent System ) project supported by Euro-
pean Office for Airspace Research and Development – EOARD. Let us assume
that several delivery vehicles are operating in an area without available commu-
nication infrastructure (e.g. land lines, cellular phone infrastructure, etc.). In
the scenario we have three kinds of actors:

– ports – areas where the humanitarian aid is located and distributed from

– villages – locations in where the humanitarian aid is required

– trucks – autonomous vehicles that dispatch the humanitarian aid upon
request from the ports to the villages

These are represented in the A-globe system by containers that include
simulation agents. Each container’s position is simulated by GIS server. Com-
munication is reliable (with no lags or dropouts) among the agents residing on
one agent container, while communication across the agent containers simulates
the use of the short range radio links (for example IEEE802.11x). Therefore
each agent container can communicate only with containers located within its
radio range.
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Specific experiment scenario is shown on figure 3. There are five villages, six
ports and six trucks.

Each truck (transport) has its predefined route that does not change during
the simulation. Aid requests in the villages are generated by predefined script
to ensure uniformity between simulation runs. They must be transmitted to the
ports to ensure that the proper material is loaded on the transport going to the
village. The way these requests are transmitted depends on the inaccessibility
solution that is currently applied. We suppose that the physical communication
links between the entities are limited-range radios, therefore the link exists if
the distance is smaller then parameter ρ. This parameter varies between differ-
ent scenario runs to model different possible configurations, from complete link
accessibility to only local (same position) accessibility.

Figure 3: Humanitarian Relief Scenario

Three specific sets of experiments have been carried out, each with different
inaccessibility solution:

– relaying transmissions by relay agents (4.1) – loading of the goods on
a transport is possible only if a communication path exists between the
destination village and the port in the moment when port-based entities
negotiate the cargo to load,

– stand-in agents that only carry the information with no sharing in the
stand-in community (see section 4.3),

– community stand-in agents, sharing the information updates with other
members of the stand-in agent community (see also section 4.3).

6.2 Aid Distribution Experiments

Behavior of the stand-in agents in the A-globe environment has been measured
and will be discussed here. The system performance is evaluated using a ratio
of goods successfully delivered to villages. Zero value means complete failure,
when no goods were transported, while 1 implies that all orders were completed.
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Figure 4: The average requests coverage of three presented inaccessibility solu-
tions and different accessibility settings.

On the graph 4, we can study the performance of the three methods in the
communities with different overall accessibility (represented by path accessibil-
ity) [24]. The average requests coverage for different solutions of inaccessibility
is presented here.

Results depends on the accessibility state partitioning. We can see that
relay agents start to be reasonably useful when the link accessibility reaches
0.2 and subgraphs of temporarily connected containers start to appear in the
system. This corresponds to the notion of percolation threshold [28, 11]. Per-
formance of isolated, non communicating stand-in remains constant. This is
easy to understand, as these agents communicate only locally. They present an
optimal solution for disconnected networks, as they require only a small number
of messages to function.

On the other hand, performance of interacting community of stand-ins is
superior to the mere supremum of both pervious methods. This is caused by
the dynamic nature of the system, where the stand-ins on mobile entities carry
the up-to-date information through the system and spread it in small local com-
munities, but relatively often. Thanks to this approach, the efficiency of system
with these stand-ins approaches the optimum level with path accessibility of
0.4, instead of 0.9 for relay agents.

6.3 NAIMT – Underwater Mines Detection

This second simulation was developed within the Naval Automation and Infor-
mation Management Technology (NAIMT) project. This software simulation
of real-life hardware robots was required to enable scalability experiments and
efficient development and verification of embedded decision making algorithms.

The goal of the group of robots is to search the predefined underwater area,
detect and remove all mines located there. To allow mine removal a real-time
video transmission path must be established between the base (operated by
human crew that gives the robot a permission to remove the mine) and the robot
who has found the mine. Typically, relying via the other robots is necessary,
because the video transmission range is limited (acoustic modems in underwater
environment). Figure 5 shows an example of robots transmitting a video to base.
In this scenario two types of communication accessibility are included:

– High bandwidth accessibility, necessary for video transmissions, is lim-
ited.
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– Signaling accessibility, used for coordination messages and position in-
formation, is currently assumed to be perfect.

Figure 5: Relayed communication (link between the robot and base through 3
relays)

All robots in the simulation are autonomous and cooperative. Their dedi-
cated components (coordinators) negotiate in peer-to-peer manner when prepar-
ing the transmission path. A-globe ES agent and GIS services are utilized dur-
ing this phase to inform the robot about others within its video transmission
range.

Each robot consists of several components, implemented as A-globe agents
running within one agent container:

– Robot Pod simulator, computing robot moves and updating its position
with GIS server via GIS service.

– Mine Detector simulator, providing the decision making components
with information about found mines.

– Video data acquisition and transmission element. This subsystem cre-
ates the data feed form the source provided by the simulation and pre-
pares transmission path by remotely spawning one-use transmission agents
along the path. Video is then transmitted as a stream of binary encoded
messages.

– Robot Coordinator implementing search algorithm, transmission coali-
tion establishment and negotiation.

Next step within the NAIMT project would be integration of this A-globe
simulator with the KAoS policy and domain services [5]. This system (developed
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at Institute for Human and Machine Cognition [12]) provides an organizational
structure to an agent community which facilitates policy management of agent
actions. It structures the groups of agents into domains (e.g. dynamic task-
oriented teams like in this case). KAoS policy services than allow specification,
management, conflict resolution and disclosure of policies within these domains.

The goal is especially the automatic conflict resolution (e.g. the potential
deadlock problem solving when several robots find mine simultaneously). In
current version the human crew in base station decides about resolution of all
conflict situations, which could be heavily time consuming in complex scenarios.

7 Conclusion

In the two scenarios presented above, different experiments were carried out. In
the first experiment, humanitarian aid distribution scenario, we have compared
two solutions for inaccessibility and found the domains of applicability for each
solution. We may conclude that stand-in approach is efficient in all types of
communities, while the relaying can be used only in systems with sufficient
average link accessibility.

But the robustness of stand-in agent solution comes with a cost - existence
of the communication link available for immediate response to remote input is
not guaranteed, because the data may have been carried by stand-in during
the part of their route to target. For example, in the mine detection scenario,
we may receive an image of the robot approaching the mine. While using relay
agents, we have still have a chance to stop the robot. While using stand-ins, this
possibility is not guaranteed as the time necessary for information transmission
to the robot may not be sufficiently small. Stand-ins are also difficult to use with
real-time rich content, like video or audio streams, due to the timing problems.

These conclusions will be applied in future evolutions of the second experi-
ment, transmission coordination for NAIMT project. The simulation developed
by our laboratory will be used to achieve following goals (besides integration
already described above):

– Current algorithms used for robot community organization and coordi-
nation may be easily tested on bigger number of robots and in multiple
scenarios.

– In the current implementation, we assume that the signalling accessibility
is perfect - we suppose that any robot in the community may communicate
with all other robots in any given moment. This assumption is somewhat
justified by used communication technology (underwater low-bandwidth
modems), but will not obviously hold in operational conditions. There-
fore, we shall develop more efficient coordination agents (with appropriate
algorithms) to maintain the operational status of robot community even in
situations with relatively high inaccessibility - for example while the robots
are spread over a big area. In humanitarian aid distribution simulations,
we have shown that using stand-in agents, we may keep community oper-
ational with accessibility at about 40%, instead of nearly 100% necessary
now.

Designing agents and distributed systems that operate with bounded re-
sources is an ever lasting issue in modern artificial intelligence. Besides bound-
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ing the reasoning capacities of agents (mainly given by higher complexity of
the problems to be solved and restricted hardware e.g. in embedded devices),
agents’ collective intelligence is also restricted by imprecise and unreliable com-
munication mechanisms. The closer we get to running the real-time operation
the more important is getting the issue of communication inaccessibility. While
in this article we have suggested several ways how to cope with this problem
(e.g. relaying, stand-in agents, acquaintance models) in the future we want
to investigate the concept of agents’ reflection, higher forms of cognition and
meta-reasoning in order to allow operation in the situations with longer term
communication inaccessibility.
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Abstract. This paper describes a new technique for interactive planning for
coalition operations under conditions of uncertainty. Our approach is based on
the use of the Air Force Research Laboratory’s Causal Analysis Tool(CAT), a
system for creating and analyzing causal models similar to Bayesian networks.

In order to use CAT as a tool for planning for coalition operations, usersgo
through an iterative process in which they use CAT to create and analyze alter-
native plans. One of the biggest difficulties is that the number of possible plans
that must be analyzed is exponential in the number of possible actions thatmay
or may not appear in those plans. In any planning problem of significantsize, it
is impossible for the user to create and analyze every possible plan; thus users
can spend days arguing about which actions to include in their plans.

To solve this problem, we have developed an approach to quickly computeup-
per and lower bounds on the probabilities of success associated with a partial
plan, and use these probabilities to recommend which actions the user should
include in the plan in order to get a complete plan. This provides an exponential
reduction in the amount of time needed to find a complete plan. In our experi-
ments, our approach generated recommendations that resulted in plansthat have
the highest probability of success in just a few minutes.

1 Problem and Significance

In planning a coalition’s course of action (i.e., a plan for the coalition to execute to
achieve a desired objective or objectives), quick and accurate decision making is a very
important task and it is very hard. A major source of difficulty is how to deal with
uncertainty. This uncertainty has many sources, but perhaps the biggest one is the
uncertain relationship between causes and effects. For example:

– At a tactical level, sorties are flown against a series of bridges to prevent the
enemy ground forces from crossing the river. The sorties areintended to prevent
the crossing. What is the probability that they will?

– At a strategic level, the international coalition’s destruction of the Taliban Army
was intended ultimately to reduce world-wide terrorism. Did it?
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Such uncertainties are compounded by the size and complexity of most coalition plans—
for example, a causal model of Operation Deny Freedom, builtby the actual planners,
contains over 300 uncertain events interrelated by cause and effect. Moreover, there
are often significant delays between cause and effect, and effects may persist for only
limited amounts of time: a destroyed bridge can be rebuilt orbypassed. This makes it
exceedingly difficult to forecast the possible effects of a coalition operation.

This paper describes the approach we have developed to help analyze this uncer-
tainty in order to generate effective plans. The basis for our approach is the Air Force
Research Laboratory’s (AFRL’s) Causal Analysis Tool (CAT), which is a tool for rep-
resenting and analyzing causal networks similar to Bayesian networks. From this rep-
resentation, CAT can compute the probability that any givenplan (i.e., any chosen
combination of actionable items) will achieve the desired objectives of that coalition.

A major technical difficulty is how to overcome combinatorial blowup during the
planning process. If there aren different actionable items, then there are potentially2n

different plans, making it infeasible for the user to ask CATto analyze each one. Our
approach exploits the conditional-independence relationships within a causal network
in order to overcome this combinatorial blowup. In doing so,it quickly computes upper
and lower bounds on the probabilities of success associatedwith a partial plan, and uses
these bounds to recommend which actions the user should include in the plan in order
to get a complete course of action. This provides an exponential reduction in amount
of time needed to find a complete plan. In our experimental evaluation, our approach
generated recommendations that resulted in plans that havethe highest probability of
success in just a few minutes, demonstrating its effectiveness.

2 Background: Causal Analysis Tool (CAT)

Causal Analysis Tool (CAT) is a system developed by the Air Force Research Labora-
tory (AFRL) for being use in creating, modifying and analyzing causal models. CAT is
a development tool that is currently in prototype stage and it has not been deployed in
any sort of active use yet. However, to the best of our knowledge, several strategic-level
organizations within the US Air Force are testing CAT and giving positive feedback
about it.

2.1 Probability Analysis in CAT

The basic function of CAT is to propagate local estimates of uncertainty throughout
large models. Its most basic output is the probability, as a function of time, that partic-
ular events will be true. Below, we give a brief summary of CAT; for detailed informa-
tion on the technology that CAT uses, see [9, 10, 8].

Probability analysis in CAT is based on the use of causal models; CAT provides
tools to either construct a causal model or load a previouslyconstructed causal model
from a file. CAT’s causal models are similar to Bayesian Networks (and CAT compiles
them into Bayesian Networks in order to do its analysis). However, CAT’s causal mod-
els incorporate several extensions in order to make Bayesian causal modeling available
to users who do not have specialized probability training, and allow sophisticated in-
cremental improvement of these models when more time is available.

In CAT, acausal modelis a directed graph (e.g., see Figure 1 on the next page) in
which each node represents an event that may or may not occur.There are three differ-
ent kinds of events:actionable items, which are actions that the coalition may choose
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whether or not to perform,goalsthat the coalition may wish to achieve, and other inter-
mediate events that are neither actionable items nor goals.The edges (which are called
mechanisms) represent causal and inhibitory relationships between events. A mecha-
nism e1 7→ e2 between eventse1 ande2 is causalif the occurrence ofe1 increases
e2’s probability of occurrence, and it isinhibitory if the occurrence ofe1 reducese2’s
probability of occurrence. Associated with each mechanismis a number between 0 and
1 to indicate the probability with whiche1 causes or inhibitse2. These numbers are
probabilities of causation or inhibition rather than the conditional probabilities used in
Bayesian networks—but they can be translated into the latter, and CAT does such a
translation in order to perform its calculations.

In a causal model, the user can specify a number of probabilities by filling in the
probability tables for each event in the causal model. For example, Figure 1 shows a
set of user-specifed causal probabilities for the event ”Destroy IADS” in that model.
These probabilities tell us that each of the mechanisms ”No Communications”, ”No
Sensors”, ”No Weapons”, and ”No C2” will cause this event alone with probability
0.76. The user can also specify causal probabilities for theevent ”Destroy IADS”
given various groups of its causes by using the ”group” check-boxes.

Furthermore, each event in a causal model is associated witha special type of prob-
ability, called theleak probabilityfor that event. Intuitively, an event’s leak probability
specifies the probability that the event will occur even whennone of its causes occurs
in the world. In other words, a leak probability specifies thecauses of an event that are
not specified explicitly in the given causal model. Leak probabilities allow CAT users
to work with incomplete causal models with unknown events and still be able to reason
and compute the probabilities of the events already in the causal model.

To calculate the probabilities of occurrence for the eventsand mechanisms of a
causal modelM , CAT first compilesM into a Bayesian Network, sayB(M), such
that the event and mechanisms inM correspond to the nodes ofB(M). CAT com-
putes two different conditional probability tables (CPTs)for each noden in B(M);
namely, aCausal CPTand a Inhibitory CPT. These conditional probability tables
model the causal and inhibitory relationships among the events and mechanisms of a
causal model, as described above. They are both computed using theRecursive Noisy-
OR (RNOR) rulereported in [8]. The RNOR rule is a generalization of the traditional
Noisy-ORrule [12], which is widely used for computing the probability of an event,
given the conditional probabilities that describe the dependencies between that event
and each of its predecessors. The RNOR rule allows for modeling and reasoning about
complex dependencies between events of a given causal model, which cannot be cap-
tured by the Noisy-OR rule. For details on the RNOR rule, see [8].

Having computed the special conditional probability tables described above, CAT
performs a variant ofprobabilistic logic sampling[5] over the compiled Bayesian Net-
work B(M), in which it repeatedly simulates the occurrence (or nonoccurrence) of the
nodes inB(M).1 In each simulation run, CAT decides whether an event (i.e., anode
in B(M)) n occurs with the probability computed by the following formula

(1.0 − InhibitoryCPT (n, inhibitors(n)))×

[1.0 − (1.0 − CausalCPT (n, causes(n))) × (1.0 − Leak(n))],

whereLeak(n) is the leak probability associated with the noden, andCausalCPT

andInhibitoryCPT denote the causal and inhibitory conditional probability tables

1The reason why CAT uses probabilistic logic sampling is because of the way in which CAT reasons
about time and scheduling; the details are beyond the scope ofthis paper.
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computed by CAT for the noden during the compilation phase.causes(n) and
inhibitors(n) are the sets of predecessors ofn in B(M) such thatcauses(n) denotes
the set of nodes inB(M) whose occurrence increases the probability of occurrence for
n, andinhibitors(n) denote the set of nodes whose occurrence decreases the proba-
bility of occurrence forn.

The formula given above specifies the following probabilistic-reasoning behav-
ior: if a node n had no predecessors inB(M) that inhibit the occurrence ofn,
then we would wantn to occur as a result of its causal dependencies specified in
CausalCPT (n, causes(n)), and/or as a result of unmodeled external factors with
probabilityLeak(n). However, ifn has inhibiting predecessors, then the probability
of the occurrence ofn due to its causes and its leak probability value may be reduced
with the probability specified inInhibitoryCPT (n, inhibitors(n)). Thus, in each
simulation,n will occur with the probability computed with the formula above, given
the occurrences and non-occurrences of each of its predecessors in that simulation run.

In each simulation run, CAT starts with the nodes inB(M) that has no predeces-
sors. For such nodes, the above formula specifies the “a priori” probabilities given
as input by the user. The simulation progresses by iteratively considering each node
n in B(M) such that the occurrence or non-occurrence of all of the predecessors of
n is already probabilistically simulated in this particularrun. This way, when CAT
considers to simulate the occurrence or nonoccurrence of a noden in a run, it always
knows whether the predecessors ofn occurred or not in that particular simulation run.
In other words, CAT always knows whether the nodes incauses(n) andinhibitors(n)
are occured or not in that particular simulation run, when itconsiders the noden.

CAT runs its simulation repeatedly, for as long as the user wants. As it does so, it
keeps statistics on how frequently each node occurs. It usesthese statistics to compute
an estimate of the probability of occurrence for every eventin the original causal net-
work M . CAT displays these estimates to the user as shown in the left-hand pane of
Fig. 1. As CAT runs more and more simulations, the estimates of each such probability
get progressively more accurate, and CAT updates its display accordingly. The user
may stop running simulations whenever he/she feels that theestimates have become
sufficiently accurate.

2.2 Planning using CAT

In CAT, planning takes place as an iterative and interactiveprocess in which users
repeatedly do the following: (1) they make decisions about some actionable items to
include and/or exclude, (2) they use CAT to obtain an estimate of the probability of
achieving the goal,2 and (3) they revise these decisions based on their experience and
intuition.

Users may need to try many combinations of actionable items in order to gener-
ate the plan that has the highest probability of achieving the goal. This plan is not
necessarily the one that includes all possible actionable items: if the causal model con-
tains inhibitory mechanisms, then some actionable items may reduce the probability of
achieving the goal. In order to find the plan that maximizes the probability of achiev-
ing the goal, in the worst case a user may need to create and analyze exponentially
many alternative plans. For example, if there aren actionable items, then there are2n

different possible combinations of the actionable items, i.e.,2n different plans. Since

2For simplicity, in this paper we assume that there is just one goal g. Situations in which there are several
goalsg1, . . . , gk can sometimes be modeled by adding a new nodeg whose causes areg1, . . . , gk.
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the causal models for coalition operations can be quite large and complex, and since
the planning often needs to be done in a very limited amount oftime under stressful
conditions, it clearly is not feasible for the user to generate and examine all of these
plans.

As an example, ifn = 22 then there are222 different possible plans. Suppose
CAT takes 10 seconds to analyze each plan (this assumption israther optimistic: if the
network is sufficiently large, CAT might take minutes or evenhours). Then the total
time needed to analyze all of the plans is approximately 11,651 hours, or more than
485 days. Clearly, this is not acceptable.

3 Our Approach

We have developed a way to overcome the exponential blowup described above. Our
approach involves modifying CAT so that it can represent andreason aboutpartial
plansin which the user has made yes-or-no decisions for some of theactionable items
and the others remainundecided. This enables the users to carry out the following
iterative plan-development process: the user begins with a partial plan in which all
actionable items are undecided, and gradually makes decisions about more and more
of the items until no undecided items remain.

By using our technique, we can give the following feedback tothe user at each
iteration of the planning process: (1) upper and lower bounds on the probabilities of
success that can be attained with the current partial plan, and (2) a recommendation
for what choices to make next in order to achieve a complete plan. The following
subsections describe how we compute the upper and lower bounds, and how we use
these bounds to recommend which actionable items to includeor exclude next.

3.1 Upper and Lower Bounds

We now discuss how to compute lower and upper boundsPmin(e) andPmax(e) on the
probability of each event in a causal modelM .

It is simple to put lower and upper bounds on the probabilities of the actionable
items. Suppose the set of actionable items isA = {a1, . . . , an}, and suppose the user
has already chosen some set of actionsD+ ⊆ A to include in the plan and some subset
D− ⊆ A to exclude from the plan, so that the current partial plan isD = D+ ∪ {¬ai :
ai ∈ D−}. Then for eachai ∈ D+, Pmin(ai) = Pmax(ai) = 1; and for eachai ∈ D−,
Pmin(ai) = Pmax(ai) = 0. For eachai ∈ A\(D+∪D−), the user has not yet decided
whether to includeai in the plan, so the tightest lower and upper bounds we can place
onP (ai) arePmin(ai) = 0 andPmax(ai) = 1.

Given the probabilities{Pmin(ai), Pmax(ai)}
n

i=1, we want to computePmin(e) and
Pmax(e) for every event inM that is not an actionable item. One way would be the
brute-force approach: run CAT’s probability analysis onM repeatedly, once for every
combination of probabilities{P (ai) ∈ {0, 1} : ai ∈ A \ D}. However, this approach
incurs the same kind of exponential blowup that we discussedearlier, because it re-
quires doing the probability analysis2n−m times, wheren = |A| andm = |D|. As we
now describe, a quicker computation can be done by taking advantage of conditional
independence among the events inM .

During CAT’s simulations, the occurrence or non-occurrence of an evente in the
Bayesian networkB(M) is represented by a boolean random variablex(e) ∈ {0, 1}.
During each simulation run, the probability that CAT assignsx(e) = 1 is P (e). In our
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modified version of CAT, the simulation procedure instead usestwo random variables
xmin(e) andxmax(e) for each evente. Our simulation assignsxmin(e) = 1 with a
probability that is a lower bound onP (e), and it assignsxmax(e) = 1 with a probability
that is an upper bound onP (e). This is done as follows.

If e is an actionable item, then there are three cases:

– If the user has chosen to include in the plan, we assignxmin(e) = xmax(e) = 1.

– If the user has chosen not to include in the plan, we assignxmin(e) = xmax(e) =
0.

– Otherwise we assignxmin(e) = 0 andxmax(e) = 1.

If e is not an actionable item, then lete1, e2, . . . , eb be all of the nodes that may affecte,
i.e.,e1, e2, . . . , eb are the predecessors ofe. Suppose the simulation has progressed far
enough to assign values toxmin(ei) andxmax(ei) for i = 1, . . . , b. From conditional
independence, it follows thatP (e) depends only one1, . . . , eb. Thus, the set of possible
probabilities fore is

S = {P (e|x(e1), x(e2), . . . , x(eb)) :

x(e1) ∈ {xmin(e1), xmax(e1)},

x(e2) ∈ {xmin(e2), xmax(e2)},

. . . ,

x(eb) ∈ {xmin(eb), xmax(eb)}}.

Then the simulation assignsxmin(e) = 1 with probability min(S), and assigns
xmax(e) = 1 with probabilitymax(S).

3.2 Providing Feedback and Recommendations

Like the original version of CAT, the modified version can keep running simulations
for as long as the user wishes. Suppose that the user has made some set of yes-or-no
decisionsD. For each nodee, let P k

min(e|D) andP k
max(e|D) be the average values of

xmin(e) andxmax(e) over a set ofk simulation runs. Our modified version of CAT
displays these averages to the user as shown in the left-handpanes of Figures 2, 3,
and 4. As the number of runs increases,P k

min(e|D) andP k
max(e|D) converge to lower

and upper bounds onP (e|D).
Our modified version of CAT uses a hill-climbing approach to provide recom-

mendations for additional actions to include inD+ and D−. Supposeg is some
goal eventwhose probability the user wants to maximize. In addition tocomputing
P k

min(g|D) andP k
max(g|D) as described above, our modified version of CAT also com-

putesP k
max(g|D, ai) andP k

max(g|D,¬ai) for everyai ∈ A \ (D− ∪ D+). Let

P ∗ = max
⋃

i

{P k

max(g|D, ai), P
k

max(g|D,¬ai)}.

ThenP ∗ is the largest amount by whichPmax(g|D) can increase if the user makes a
yes-or-no decision about one of the undecided actions. Either there is anai such that
P k

max(g|D, ai) = P ∗, in which case our modified version of CAT will recommend
including ai in the plan, or else there is anai such thatP k

max(g|D,¬ai) = P ∗, in
which case our modified version of CAT will recommend excludingai from the plan.
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3.3 Computation Time

The total computation time required by this technique is no greater than the time needed
for n2b calls to the original version of CAT, whereb is the maximum number of pre-
decessors of each node andn is the number of actionable items. This is a substantial
improvement over2n, becauseb normally remains small even in very large networks.
For example, in the OctMod example of Fig. 1, no node has more than four prede-
cessors. Furthermore, if most nodes have fewer thanb predecessors (as is true in the
OctMod example), then the total computation time will be substantially less thann2b.

For example, let us suppose that we have causal model in whichthe maximum
number of predecessors of each node isb = 4, the number of actionable items is
n = 25 and three of the actionable items has been already decided — i.e., we have
m = 3. Furthermore, suppose again that CAT needs 10 seconds each time it analyzes
the causal network. Then the total time needed for us to get the complete plan is less
than 70 minutes. This is substantially better than the 485 days required by the brute-
force approach!

4 Implementation and Preliminary Experiments

We have implemented our approach in CAT that computes the probabilities and rec-
ommendations described in the previous section, and done some preliminary experi-
ments. For our experiments, we have used unclassified versions of causal models for
two coalition-operation scenarios. One is the “Operation SSWOTS,” a portion of which
is shown in Figure 2, is a “scrubbed” version of a much larger model developed for the
war in Afghanistan. The other, called the “Operation OctMod,” shown in Figure 1.
The “Operation OctMod” model is a representation of the causal model that was used
against Milosevic in the Bosnia-Herzegovina war. For each case, it was possible to use
our modified version of CAT to develop plans in the order of minutes.

We now describe a sample user session we have performed with the OctMod ex-
ample. In this example, the maximum and the minimum probabilities of occurrence
for the goal event (the “accede to demands” node in Figure 3) are 90% and 0%, re-
spectively. The maximum probability of success is achievedwhen all of the actions are
included in the plan, and the minimum probability of successis achieved when all are
excluded.

Initially, we did not specify any decisions on which of the actionable items to in-
clude in the plan or exclude from it, so all of the actionable items are marked asun-
decided. We first asked our modified version of CAT to analyze the causal model and
make a recommendation. CAT then calculated the maximum and minimum probabil-
ities shown in the left-hand pane in Fig.3. Note that these probabilities computed by
CAT are correct estimates of the actual minimum and maximum probabilities of the
goal node in this example since our approach enables CAT to compute these estimates
over every possible combination of the decisions on the undecided actions, virtually in
a simultaneous way.

Having computed the estimates of the minimum and maximum probabilities, CAT
also calculated that the best choice for us to make next is to include the action “Destroy
Transformer Stations,” so it highlighted this action in black as shown in Figure 3. This
action is the one with the greatest estimate of increasing the probability of the goal
node. Then we, following CAT’s recommendation, included the action in the plan,
and asked CAT to analyze the causal model again. As shown in Fig. 4, including
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this action in the plan increases the minimum probability ofthe goal node from 0%
to 56%. At 90%, the node’s maximum probability is the same as before except for
a 1% difference due to random variation in CAT’s simulation.The reason for such
an increase in the minimum probability of the goal node is that 56% represents an
estimate of the probability of the goal when the recommendedaction is included in the
plan, and the rest of the actions are excluded. The maximum probability of the goal
does not change because it is the probability of the goal whenall of the actions are
included in the plan.

At this point, we again requested a recommendation for what to do next. The
iterative planning process continued in this manner until we have made a decision for
every actionable item. In the case we followed all of our system’s recommendations,
the result was a plan whose probability of success is as high as possible (i.e., both
minimum and maximum probabilities of the goal is about 90%),in which all of the
actionable items are included. The entire process took justa few minutes.

5 Related Work

In this section, we describe some of the knowledge systems that are designed to support
coalition operations, and compare their action-planning techniques with our approach
using CAT. We also describe two knowledge-based systems (namely CYPRESS [14]
and HICAP [11]) that were developed for generating courses of actions under certain
conditions of uncertainty. Although CYPRESS and HICAP are not originally designed
for coalition operations, both systems can easily be extended for that purpose.

The CADET system [4] is a knowledge-based tool planning toolthat can automat-
ically generate courses of actions in coalition environments. The system is capable
of modeling hetergeneous assets and tasks, coordinating team efforts, and generating
team action plans in adverserial environments. In that respect, CADET can be consid-
ered as a very useful planning tool for coalition operations. An important difference
between our approach with CAT and the CADET system is that, tothe best of our
knowledge, CADET is not capable of performing probabilistic analyses of cause and
effect relationships between the events that may or may not occur during a coalition
operation, and therefore, it is not capable of reasoning about optimality in generation
of the courses of actions.

[13] describes a knowledged-based system for forming coalitions in order to
achieve the given objectives. This system, called CPlanT, is an agent-based system
in which the agents form alliances according to the information they have about the
world and the information they have about the other agents inthe world. In this model,
the agents prefer to form coalitions within the particular alliances they are involved
with, since allied agents know about each other, and therefore, substantial communi-
cation overhead is avoided when the coalition is formed within the allience. Once a
coalition is formed, team-action planning is done by determining how each team mem-
ber will contribute to achieving the goals. This task is accomplished by a coordinator
agent, which decomposes the goal into subgoals, creates a course of action for each
participant agent, and distributes these subgoals to the agents in a contract proposal.

The Coalition Agents Experiment (the CoAX Project) [1] alsoaims to design an
agent-based system for coalition operations. This projectaims to provide a rapid in-
tegration of agent systems in order to improve interoperability and support human
situation awareness without going through a detailed planning process involving the
participating agents. Using this system, the human users can develop action plans in
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various levels of abstraction, and execute those plans in the world. The system also
includes agents that represent the other entities in the world other than the coalition
members. The behavior of these agents may have an influence onthe action plan gen-
erated for the coalition members, so the system allows for revising the generated plans,
and deconfliction and adjustment of the revised plans via thehuman users.

Other examples of the agent-based approaches for supporting coalition operations
include [2, 3, 6, 7] and others. To the best of our knowledge, one important issue
in distributed agent-based computing for coalition operations is that the substantial
computation required for coordination and information sharing among the agents in
a multi-agent system. Our approach sidesteps this issue by requiring a single causal
model to be built by the human experts for possible actions ofall potential participants
of a coalition to achieve some objectives in the world. Like the CoAX project, our
approach is a mixed-initiative technique; human experts are responsible and in control
of making the decisions, and our system helps them analyze the uncertainty in the
world so that they can generate optimal or near-optimal plans.3

A difficulty in our approach might be a practical one: the causal models developed
for real coalition operations could be so huge as to incur toomuch computational over-
head in CAT’s probabilistic analysis algorithms. Althoughthis was not the case in our
preliminary experiments, the causal models in those examples were rather small. It
will be really interesting to test our system with real scenarios and real users, and we
intend to do so in the near future.

We are also aware of two knowledge-based systems in which users can perform
course-of-action planning in a mixed-initiative way and under certain conditions of un-
certainty. CYPRESS [14] is a domain-independent frameworkfor planning in dynamic
and uncertain environments. The system is composed of several components responsi-
ble for generative planning, reasoning about uncertainty,and plan execution. It is ca-
pable of performing both probabilistic and possibilistic (fuzzy-logic based) uncertainty
analyses. CYPRESS is similar to our approach in that it uses simulation techniques
to compute lower and upper bounds on probabilities. HICAP [11] is an interactive
cased-based plan authoring system developed for Noncombatant Evacuation Opera-
tions (NEOs). HICAP’s representation of cases provides a way to reason about certain
kinds of uncertainties, but not to reason about probabilities in the way our approach
does. CYPRESS and HICAP are not originally designed for coalition operations; how-
ever, they can be easily extended to operate in distributed environments and generate
courses of actions for coalition operations.

6 Conclusions

In this paper, we have described a new technique for interactive course-of-action plan-
ning under conditions of uncertainty. Our approach is basedon the use of CAT (Causal
Analysis Tool). CAT was developed by the Air Force Research Laboratory and is in
use by a number of military organizations for creating and analyzing causal models.

To do planning in CAT, a user begins with a causal model of the domain in which
some of the nodes represent actionable items, and makes decisions about which actions
to include in the plan and which not. One of the biggest problems is the exponentially
large number of combinations of actionable items: there arefar too many of them for
users to analyze each one.

3However, our system is also capable of generating a complete and near-optimal course of action, if it is
asked to.
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To provide a solution to this problem, we have developed a wayto quickly com-
pute estimates for the minimum and maximum probabilities ofsuccess associated with
a partial plan, and use these probabilities to make recommendations about which ac-
tions should be included and excluded in order to produce a complete plan with an
exponential reduction in the amount of time required. We have implemented this ap-
proach in CAT. Our preliminary experiments with this version of CAT showed that our
approach looks promising: CAT generated recommendations that produced complete
plans with the highest possible probability of success.

We are currently performing an extensive theoretical and experimental analysis of
our technique to determine its strengths and its weaknesses. Furthermore, we also
intend to extend the technique for reasoning about time. In that respect, we already
started extending our implementation in CAT to evaluate ourpreliminary ideas on
probabilistic planning with time. Our ultimate objective is to develop a comprehen-
sive theory of planning with probabilities and time.
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Abstract. The use of agent and multiagent techniques to assist hu-
man in its daily routine has been increasing for many years, notably
in Command and Control (C2) systems. In this article, we focused on
multiagent coordination techniques for resources management in real-
time C2 systems. The particular problem we studied is the design of
a decision-support for anti-air warfare on Canadian frigates. In the
case of the several frigates defending against incoming threats, multia-
gent coordination is a complex problem of capital importance. Better
coordination mechanisms are important to avoid redundancy in engage-
ments and inefficient defence caused by conflicting actions. We present
different task sharing coordination mechanisms with their evaluation.

1 Introduction

Coordination is the process by which agents avoid superfluous actions, by man-
aging the interdependencies to minimise the conflicting actions and goals. In
most systems, this coordination must be carried out in an environment con-
strained on time, available bandwidth, etc.

In the case of the defence of several frigates, multiagent coordination is a very
complex problem of capital importance. The environment imposes strong real-
time constraints, which is mostly due to the threats becoming smarter and the
Anti-Air Warfare (AAW) situations happening more and more on the littoral
rather than in open sea. In a standard AAW situation, operators have few
seconds available, in which they must identify threats, choose and apply defence
plans. Furthermore, in a multi-frigate system, it is also necessary to coordinate
defence actions between the ships, which is obviously more complex. As the
reaction time is usually very short, it is often not possible for the operators to
coordinate their actions with the other members of the group. This can result
in 1) redundancy in the engagements, using more resources than necessary,
2) inefficient defence and, 3) an increase in the cost of the global defence solution.
Another impact of the lack of coordination is the negative interactions that
can take place when certain resources are used in parallel, which creates a
degradation of the global solution. This prompts for an increasing need for
cooperation between frigates. Indeed, good coordination mechanisms for the
optimal use of the resources of a group of frigates become essential during a
military deployment.

In our on-going project called NEREUS, in collaboration with Lockheed
Martin Canada (LMC) and Defence R&D Canada, the coordination is cooper-
ative and is intended to organise the individual actions toward a common goal,
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which is the efficient defence of the complete fleet. This problem is very com-
plex, since we focus on a problem close to real-life situations, as we have strict
deadlines (a limited amount of time to coordinate) and communications are not
free.

2 Coordination Mechanisms

In the light of those elements, the first step to a successfully coordination of a
set of frigates (considered here as agents) consists of developing efficient coordi-
nation mechanisms. The approach considered is to distribute the threats among
agents before starting the planning process. This threat repartition problem is
usually referred to as task sharing in the literature and is a divide-and-conquer
approach to multiagent coordination.

We consider a general approach to coordination in AAW, which consists of:

1. Detecting and identifying threats (STA).

2. Distributing threat among frigates.

3. Creating individual plans.

4. Managing positive and negative interactions between frigates’ resources.

5. Performing the determined plan.

Thus, each threat will be allocated to agents, then each agent will only plan
on threats it has been allocated. The task sharing alleviates the burden of the
agents, as it significantly reduces the complexity of the planning process. Indeed,
it is easier to plan for a few threats than for the complete list of threats. Another
advantage of this approach is that we eliminate conflicting actions where two
agents engage the same threat while another is left unimpeded. Furthermore,
since we are not in a system with free communications, it takes several millisec-
onds for a message to reach its recipient. Thus, reducing the conflicts greatly
accelerate the coordination process since much less messages will be exchanged.

In task sharing, the following mechanisms are commonly used to distribute
tasks among agents: market mechanisms, Contract Net, multiagent planning
and organisational structure. Inspired by these mechanisms, we developed coor-
dination mechanisms to distribute threats among frigates, which we will present
in the following sections.

2.1 Probability of Success

Before going on, we need to define what is exactly the probability of success
(PS) and how it can be computed. The PS of a frigate for a threat is a value
that represents the probability, evaluated by the frigate, to destroy this threat.
A PS list (LPS) for a specific frigate contains its PS evaluation for each threat.
Finally, a PS matrix (MPS) contains the LPS of every frigate.

Obviously, it is possible to compute the exact PS of a frigate against a threat
only when the complete plan has been constructed. Since we need to determine
the PS before planning, it is imperative that we use heuristics to determine
probabilities of success.
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The current PS evaluation implemented was inspired by Brown [2] and is
based on the CPA of a threat relating to a frigate. The CPA is the shortest
possible distance between the trajectory described by a threat and the evaluation
point.

The CPA-based method to evaluate the PS is given by the following formula:

PS = PK · (1 −
CPA

Rmax

) (1)

where PK is the probability of kill for this specific threat and Rmax is the maxi-
mum distance at which a threat can be engaged (in our case, this is the range of
the SAM, i.e. 50 km). The probability of kill PK is relative to the prior number
of threat engagements contracted. To determine the PK , we did empiric testing
and compiled the results. Then, we extrapolated the equation 2, which gives the
estimated value of PK , in function of the number of threats already targeting
the frigate. We do not believe that this curb reflects the actual survivability in
function of the number of threats, but it is accurate for any number of threats
below eight, since the results and the expected value do not diverge by more
than 0.75 % in any case.

PK = (−0.00424414 · nbthreats2) − (0.0020234375 · nbthreats) + 1 (2)

2.2 Central Coordination Mechanism

The central coordination mechanism is based on communications, with a cen-
tralised coordinator. The concept of the central coordination is that a central
frigate-agent is responsible to collect the information, and decide of a task distri-
bution according to this information. In this case, the information transmitted
is the LPS of every agent.

The central coordination process is described in the following way:

1. The fleet chooses a coordinator.

2. When one or more threats are detected, every ship computes its LPS and
sends it to the coordinator.

3. The central coordinator constructs a capability matrix (MPS), which is a
matrix of LPS for each frigate.

4. The coordinator decides how to assign the incoming threats to frigates,
using the capability matrix and an optimization algorithm.

5. The coordinator sends notification messages to chosen ships.

Note that the choice of an appropriate coordinator is done prior to detecting
any threat. In our case, the coordinator is the frigate with the highest ranking.
The process of choosing the coordinator is facilitated by the assumption that
every agent has the same common view. This, combined with the fact that our
agents are fully cooperative, makes it possible for any agent to determine which
one is the coordinator without the need for communication or negotiation.

Optionally, one or more backup coordinators can be chosen in the first step.
Those backup coordinators will receive the same information as the central

Knowledge Systems for Coalition Operation KSCO 2004

55



coordinator, and will take the role of coordinator if the central coordinator is
destroyed or become unable to accomplish its tasks.

The tasks assignation by the coordinator can be done with any optimization
algorithm such as a greedy algorithm or even a complete lookup of the solution
set. The greedy algorithm is a fast heuristic, while the complete solution lookup
takes more time, since it looks over every possible solution to choose the best one.
Usually, the central coordinator allocates only one threat per frigate. However,
if there are more threats than frigates, the coordinator has two choices. The
first is to allocate one threat per frigate as usual and then start the process over
by demanding another LPS evaluation for the remaining threats. When it has
received every PS list, it then assigns the threats to the agents. The process is
iterated as long as there are threats left unassigned.

A disadvantage of the central coordination mechanism is that it is central-
ized. This can be dangerous, since a single point of failure can make the whole
coordination process abort. Indeed, if the coordinator becomes unresponsive for
any reason (damaged communication system, the ship is sunk, etc.), the coordi-
nation process must be started over with a new coordinator, at the expense of
several important seconds. Of course, the use of backup coordinators can alle-
viate this problem, but will also significantly increase the use of communication
channels, which can become overloaded.

2.3 Contract Net

The Contract Net mechanism is similar to the central coordination mechanism,
as it relies on a central coordinator and the use of communications. The differ-
ence between the two mechanisms is the number of threats assigned at one time.
In the central coordination, we want to assign all threats at once, while we will
allocate one threat at a time in the Contract Net mechanism. The following
describes the Contract Net process:

1. The fleet chooses a coordinator.

2. For each threat detected, one at a time:

(a) The coordinator asks every ship to send an estimated PS value for
this threat.

(b) Each ship returns its estimated PS value for this specific threat, con-
sidering already assigned threats.

(c) The central coordinator chooses the best frigate to engage this threat
and informs the agent.

The protocol is adapted from the FIPA Contract Net ([6]). It is interesting
to compare the iterative process in this protocol to the one in the central coor-
dination. We find that the only difference is the number of threats we allocate
at a time.

The problems associated to the central coordination mechanism also apply
to the Contract Net protocol, since both mechanisms are centralized coordi-
nation methods. However, the communication channels are more solicited in
the Contract Net protocol than in the central coordination protocol, since more
messages are exchanged. In this case, if the communications are unsafe or un-
stable, the chances increase that they become elements of failure. Therefore,
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the central coordination will give more “reactive” (i.e., faster) responses, while
the Contract Net approach will give better results but will also take longer.
In addition, as the communication bandwidth decreases, the expected quality
and timeliness of the coordinated solution obtained with this mechanism will
decrease faster than with the central coordination method. Therefore, Con-
tract Net is applicable only when there is sufficient time to coordinate. A more
detailed comparison of these two mechanisms is provided in Section 4.

2.4 ∼Brown (Similarly Brown)

Another mechanism based on communication is the mechanism proposed by
Brown ([3] and [2]). This method can be used in a centralized or decentralized
way.

This mechanism closely resembles the central coordination with added pa-
rameters. The main difference between the central coordination and the ∼Brown
mechanism is that the threats are ordered by a priority evaluation before being
distributed. This priority is based on three factors: the certainty that a threat
is aimed at a specific ship, the relative importance of each ship and the fleet
engagement capability for each threat.

To transform the original centralized mechanism in a decentralized mech-
anism, the following assumptions must hold: 1) the agents must be entirely
cooperative, 2) the agents must be homogeneous, 3) the protocol must be used
in the same way for every agent and 4) the agents must be aware that the
three preceding assumptions hold. These assumptions are required to make
sure that every agent, receiving the same information, will evaluate the situa-
tion in the same way. Firstly, if agents are not entirely cooperative (e.g., if they
are from different nationalities), there is the possibility that one agent might
defect, which is unacceptable. Furthermore, if the agent are not homogeneous,
or if any part of the protocol uses information specific to a ship (as ship’s own
ranking), the allocation might be evaluated differently among different ships.
The fourth assumption is self-explanatory.

In the case where such assumptions hold, a simple way to use the mechanism
in a decentralized fashion is to broadcast all the information to every agent.
Thus, since each agent receives the same information and reasons the same way,
each agent can deliberate and come up with an allocation solution. Moreover,
this solution does not need to be sent to other agents since each one will found
the same solution. Therefore, once a solution is obtained, an agent only needs
to act on its assigned threats, as it is sure that the other agents will take care
of their own threats.

The following process describes the steps of the decentralized version of this
mechanism:

1. Before any threat is detected, each agent determines the relative weight
of each ship and puts in a list of weights (W ). The generic formula to
compute the weights is:

weight = rank · x + y

The rank is a simple value of the relative importance of each ship. Thus,
a ship with a ranking of 10 is more important than a ship with a ranking
of 5. Since any agent knows the ranking of every ship, it also knows what
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is the lowest and highest ranks. Also, an adjustable parameter is known:
the maximum weight deviation (Devmax), which is the desired difference
between the highest and lowest ranking frigates’ weights. Knowing this,
we have that:

1 − Devmax = lowest · x + y

1 = highest · x + y

Thus,

x =
Devmax

highest − lowest

y = 1 −
highest · Devmax

highest − lowest

2. When threats are detected, a matrix of threats’ targeting probability (T )
is created. This is an evaluation of which ship, each threat might be
targeting.

3. Each agent determines its PS list (LPS) and broadcasts it to the other
agents.

4. A threat-weight matrix (T · W ) is calculated, which is a multiplication of
the weight list with the targeting matrix.

5. Once each LPS is received, the fleet engagement capability (PF )1 for each
threat is determined. The fleet engagement capability (PF ) for a threat
is computed by multiplying every PS for this threats.

6. Each agent computes the fleet engagement priority matrix, which is T ·W

PF

,
for each threat.

7. Each agent constructs a capability matrix which is the multiplication of the
the matrix composed of the LPS of every frigate by the fleet engagement
priority matrix (T ·W

PF

· MPS).

8. Using an allocation algorithm, as in the central coordination mechanism,
each agent determines the assignation of threats to ships.

The final step before allocating the threats is to construct the fleet capability
matrix (T ·W

PF

·MPS). Once the fleet capability matrix is obtained, the allocation
is done as in the central coordination process, assigning one threat per frigate
and iterating the process if necessary.

3 Results of Preliminary Experiments

To evaluate the previous task distribution mechanisms, we ran two different
types of tests. The first set serves to analyse the adjustment of coordination
parameters while the second compares the different coordination mechanisms.
The tests were conducted on a dual Xeon 2.6 GhZ, with 4 GB of RAM.

For the first set, we ran 1,000 tests, for each value of the parameter to test.
The average time required to run a coordination test is 900 milliseconds.

1referred to as force performance by Brown
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We present here five of the parameters that we tested: the ships formation,
the inter-ship distance, the bandwidth, the number of frigate engaging each threat
and the capability matrix evaluation.

The default coordination mechanism used for testing is the central coordi-
nation. When testing individual parameter values, we used the default settings
presented in Table 1 for the other parameters, unless otherwise specified:

Coordination Mechanisms Parameters Default Values

Ship formation Layout 1
Inter-ship distance 500 m

All Bandwidth 1,024 k/s
Contract Net Frigates per threat 1

∼Brown Priority evaluation T · W/PF

Table 1: Default values for coordination parameters.

We will now detail each parameter, give results for different values evaluated
and discuss those results. In the presentation of the results, we use the term
scenario which is a typical naval battle; it starts when threats are detected and
ends when each threat has been either destroyed or has hit the ship. When we
specify the number of hits per scenario, it represents the average number of hits
(on any ship) during a scenario.

3.1 Ships Formation

The ships formation is the way the ships are positioned relatively to each other.
The different formations are presented in Figure 1.
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Figure 1: Coordination layouts.

Figure 2 presents the complete results for the different formations. In this
figure, we can see that layout 7 is the best, almost with every number of threats.
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However, this is not conclusive in itself, since a typical frigate in our project
NEREUS is still a simplification of a real frigate. It might be interesting to point
out that the layout 1 is one of the commonly used formation in AAW, while
being the most inefficient formation tested. It is also interesting to compare the
similar layouts: (1 and 3), (2 and 4) and (5 and 6). It seems, that each time, the
formation with three ships aligned gives better results than the formation where
they are placed in a triangular disposition. Another interesting observation that
can be made is that in the reverse formations: (1 and 2) and (3 and 4), it seems
that the configuration where the three grouped ships point toward the centre is
more efficient.
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Figure 2: Number of hits per scenario, considering different formations.

3.2 Inter-ship Distance

Since the effective range of the various weapon systems varies greatly, it is in-
teresting to consider the standard distance between ships. Analysing the data
presented in Figure 3, which is the number of hits per scenario considering the
inter-ship distance, it is clear that any distance up to 1,000 metres is roughly
equivalent, while the efficiency decreases rapidly past 1,500 metres. Further-
more, this difference becomes clearly marked beyond three threats in a scenario.
This can be explained by the fact that the farther the ships are, the longer an
illuminators (STIR) is used to guide a SAM intercepting a threat aimed at an-
other ship. While a STIR is occupied, no other gun or SAMs can be used on
this side of the ship. Analysing the average of the results of each distance, we
see that it is best to be at a distance of 1,000 metres, since being closer than
that will impede the movement used for positioning the frigate (see [1], [5] and
[4]).

3.3 Bandwidth

In our approach. the bandwidth of the system’s communication channel is
fixed for the length of the simulation. Before starting simulations, the band-
width can be reduced to represent background noise or degraded communication
conditions. Figure 4 shows the average number of hits per scenario, for tests
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Figure 3: Number of hits per scenario, considering different inter-ship distances.

considering different bandwidth values from 1k/s to 8192k/s. In this figure, we
see that even at 1k/s, which is low by modern standards, the number of hits
per scenario is much the same. The average weight of a message is around 1040
bytes in size, and does not vary much depending of the number of threats, since
the message core is relatively small, the rest being the security and transport
headers. This explains why the results are not very conclusive: at the lowest
bandwidth tested (1k/s), it takes only 1 second to send a message. This means
that in most scenarios, the agents have enough time to communicate before a
soft deadline is met. This is due to the fact that after the coordination has
been done, each frigate only intercepts a limited number of threats (usually 1
or 2). Thus, it is possible to intercept the incoming ASMs a little later without
important degradation in the plan quality, as the STIRs will not be used after
the incoming threats are destroyed. However, we used the central coordination,
which is not the most communication intensive mechanism, to evaluate the im-
pact of this parameter. Thus, having a high communication preparation delay in
Contract Net coordination could significantly reduce the efficiency as the num-
ber of threat increases. This is due to the fact that the Contract Net mechanism
considers threats one at a time, and therefore uses a lot of communications.

3.4 Number of Frigates per Threat

This parameter controls the number of frigates that will engage each incoming
threat. The minimum number of frigates to intercept a threat is one, while the
maximum is the number of frigates in the scenario. This parameter was tested
with the Contract Net protocol, which makes it trivial to assign more than one
frigate for each threat.

Interesting results are shown in Figure 5, which presents the efficiency, given
the number of frigates per threat. This efficiency is the percentage of threats
destroyed, divided by the number of SAMs used to destroy them (1−% of hits
/ nb SAMs used). In this figure, we see that the most efficient ratio is one
frigate/threat. However, in our case, the survivability is far more important
than the total of resources used. Thus, if we transform the efficiency calculus
by adding an α parameter to stress the fact that it is bad to be hit by threats,
the efficiency becomes: (1− α ·% of hits / nb SAMs used). Figure 6 shows the
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Figure 4: Number of hits per scenario with one threat, considering different
bandwidth values.

efficiency calculated with an α of 10. In this case, we see that the best ratio
becomes two frigates per threat.
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3.5 Capability Matrix Evaluation

In the ∼Brown mechanism, the capability matrix is evaluated by each ship (step
7 of the ∼Brown process), before using the allocation algorithm to determine
how to assign the threats. What we call the fleet engagement priority matrix is
presented by [3] as the “prioritized force level threat table” and is evaluated in
the following way:

T · W

PF

Once this matrix is obtained, the multiplication of T ·W

PF

by the PS matrix (MPS)
will gives what we call the capability matrix. The standard capability matrix
is therefore: T ·W

PF

· MPS . In addition, we tried four different other ways to
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Figure 6: Efficiency with survivability stressed, considering different number of
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determine the capability matrix, which are shown in Figures 7 and 8, which
present respectively the average number of hits per scenario and the average
rank of destroyed ships. Note that the MPS alone method is the one used to
build the capability matrix of the central coordination mechanism.
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Figure 7: Average number of hits per scenario, considering different capability
matrix evaluation.

At first, we believed that T ·W

PF

·MPS evaluation would give the best results as
suggested by Brown himself. However, experimentation demonstrates (Figure
7) that the best capability matrix would be the MPS/PF matrix. While this
is surprising, we can explain those results. Since the cargos, with the highest
ranking, cannot defend themselves, they have to be defended by other frigates.
As the defence of an other ship consummates more resources that defending
itself, less actions can be planned on the overall when a ship with higher ranking
is prioritized. Thus, when weights are entered in the computation, the defence
of the cargos is rated higher and less actions are planned.

Furthermore, the comparative results of T ·W

PF

· MPS and T · W · PF · MPS

in Figure 8 require explanations. When we multiply the T · W by PF , we give
greater importance to threats that the fleet is more confident of being able to
intercept. On the contrary, dividing T · W by PF tends to prioritise threats
harder to intercept. Thus, these results show that it is better to invest time and
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Figure 8: Average rank of destroyed ships, considering different capability ma-
trix evaluation.

resources on threats which have more chances of being intercepted.

4 Comparison

We have seen how different parameters values can influence the coordination
mechanisms. Thus, the fine tuning of these parameters is crucial to develop a
good mechanism. However, we can analyse the different protocols independently
of the results to determine their relative strengths and weaknesses.

The following is a non-exhaustive list of coordination mechanism attributes:

– Communications: As we have discussed earlier, the communications are
important in many coordination mechanisms. Thus, knowing the number
and importance of communication is important to know which mechanisms
will be more sensible to degradation in the communication environment.

– Centralized: Some mechanisms use centralized information and decision-
making. In multiagent systems, it is usually believed that a centralised
method is less robust than an equal but decentralised method. Indeed,
in centralised mechanisms, the failure of a single agent (the coordinator)
can make the process abort, or at least significantly reduce the quality
of the solution. Furthermore, a centralised mechanism implies a certain
hierarchy and authority structure. While this structure is present in most
military contexts, there are systems where having an authoritative agent
might be unwelcome.

– Ship importance: We have seen that in some cases some ships are more
important than other. A ship with higher importance could be a com-
manding ship, an escorted supply ship, a coalition ship, etc. Some mecha-
nisms deal with the relative importance of ships, while others do not take
into account these ranking methods.

– Backup plan: In a stochastic environment such as our project NEREUS,
it is important to be able to implement and use backup plans, in case
where an agent is unable to take care of its assigned tasks. Thus, this
attribute represents the possibility of integrating such backup plans in the
mechanism.
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Central coord. Contract Net ∼Brown

Number of comm. m + n%(m + 1) n · (2m − 1) m(m − 1)
⌈

n

m

⌉

+2(m − 1) ·
⌈

n

m
− 1

⌉

Centralised X X

Ship Importance X

Backup plans X X X

Completeness X X X

Table 2: Comparing coordination mechanisms.

– Completeness: In project NEREUS, it is unacceptable to let threats reach
ships unimpeded. Therefore, the completeness of a solution (whether every
task is distributed) is important.

The evaluation of these factor for each coordination mechanism is presented in
Table 2, which compares the different coordination mechanisms. In this table,
m is the number of frigates, n is the number of threats and p is the number of
times a contingency arises.

4.1 Metrics

The metric used to evaluate the different coordination mechanisms is the ef-
ficiency, which uses the total number of communications, the total number of
SAMs used and the survival rate. As discussed in Section 3.4, we can add an α

parameter to the efficiency evaluation to stress the importance of survivability
versus the used resources. We looked at two different efficiency measure: the
efficiency according to the SAMs launched and according to the total size of
messages sent.

In figures below, we compare the results for different coordination mech-
anisms. We used many different values for the various parameters described
earlier, and we averaged the results to get a good idea of the performances of
the mechanisms. However, since the frigate per threat parameter had a too
great impact on the results of the Contract Net mechanism, we also included
the results for the Contract Net protocol with only one frigate per threat, which
is noted “Contract Net∗”in the figures. The relative differences between “Con-
tract Net∗” and “Contract Net” provide an idea of the performances that could
be obtained if we adapted the other mechanism to permit assigning a threat to
more than one frigate.

Figure 9 presents the efficiency of the mechanisms, according to the utiliza-
tion of SAMs, while Figure 10 presents the efficiency according to the utilization
of communications. In the first figure, Contract-Net provides the best efficiency
since it considers only one threat a time while it consumes less communications
than others. In the second figure the central coordinator has a good efficiency,
which can be explained by the fact that it does not use much communications.
However, we should introduce an α parameter in the calculus of efficiency, as
presented in Section 3.4. Indeed these results are not biased enough toward the
importance of survivability. Thus, applying an α factor would allow to correctly
put the emphasis on the survivability, which is our primary concern.

We should note here that the zone defence is just an organizational way
based on social laws where there is very few communication and it is given here
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just as a comparative mechanism.

5 Discussion

Inthis article, we have seen different coordination mechanisms to address the spe-
cific problem of task distribution. We have less conflicts by using task sharing.
However, we have deliberately left open the question of managing interactions.
What is the best way to avoid negative interactions while promoting positive
interaction? An method based on social rules is a possible way to solve this
problem. In fact, social laws coordination mechanisms can obtain very good re-
sults without as much communications as in communication-based approaches.
Moreover, the navy already uses standard operating procedures, doctrines and
rules of engagement. These are all social laws, with more or less importance via
their firmness and sanctions that apply for breaking them.

Other open aspects are the evaluation of PS . We presented in this chapter an
heuristic to evaluate those probabilities of success. However, it is a very simple
heuristic, and we have reasons to believe that is quite inaccurate. First, the
evaluation of the first parameter, PK , is an extrapolation that is probably too
simple. Secondly, the parameter based on the CPA is oversimple as it cannot
appropriately model the complexity of the different systems on a typical frigate.
An heuristic considering each system independently would probably be closer
to the real probabilities of success and allow for better coordination.

Furthermore, there is still researches to be done on the use of backup plans.
How could we introduce such safeguard in the planning? What would be the
importance of backup plans? Is it a good idea to sacrifice actions in the con-
structed plan to keep some backup actions in case another agent fails? Incorpo-
rating safeguard actions in plans is time consuming and blocks resources that
could have been used elsewhere. Another interest of backup is to plan actions
to protect ourselves. In the case where a threat directed at us in engaged by
agent-x, how far do we trust agent-x to be able to defend us? An agent may be
cooperative but still fail in its tasks.

We showed in this chapter that the communications channels were not as
used as we first expected them to be. Therefore, the communications seem
not to be as problematic as we first imagined. However, communication-based
mechanisms are especially hard to scale up. Will these mechanisms be as suc-
cessful if we double the number of threats and frigates? On the other hand, it
is usually easier to scale up mechanisms with social laws approaches; thus, we
could develop new coordination mechanisms based on social laws.

Moreover, an interesting modification that could be done is on the calculus
of the fleet priority. Currently, we consider the threat’s target and the weight
of this target. However, in real-life, there are various kind of threats. Some
missiles are far more sophisticated than others, and therefore more dangerous.

Finally, we have presented results where more than one frigate engage the
same threat. The results were pointing that this behavior is desired as it in-
creases the survivability. Thus, still in a task sharing setting, we would simply
assign the same task to more than one agent. However, there is work still to
be done on that redundancy in engagements. There need to be some way to
prioritize the threats differently when constructing plans, so to make sure that
the threats are engaged uniformly (i.e., so that not every resource are pitted
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against some threats while other threats get engaged with only few actions).
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Abstract. An important problem in coalition operations is that of
coalition partner coordination. An intuitive strategy for improving coali-
tion partner coordination is to introduce knowledge systems, embod-
ied as computational agents within the cyberinfrastructure, to assist
human commanders by representing and reasoning about the different
coalition partners’ activities. In this paper, we present substantial im-
provements to our coordination mechanism first demonstrated in the
Coalition Agents Experiment [1] that both better support the discovery
and exploitation of synergies between different coalition participants,
and separate the process of coordination from our hierarchical planning
framework that we use to make the coordination process efficient.

1 Introduction

An important problem in coalition operations is that of coalition partner co-
ordination. As coalition partners pursue their complementary pieces of the
overall mission, they might inadvertently interfere with each other, or miss op-
portunities to increase their efficiency or effectiveness by helping each other at
particular points in their mission plans. Since, in general, coalition partners
would be willing to have adjusted their operations for each others’ benefit had
they known more about each other, an obvious strategy for improving coalition
partner coordination is by introducing knowledge systems, embodied as compu-
tational agents within the cyberinfrastructure, to assist human commanders by
representing and reasoning about the different coalition partners’ activities.

For example, in an intelligence-gathering domain, a set of agents representing
coalition partners’ plans could resolve potential conflicts over shared resources
(like use of a spy satellite), as well as share the results of intelligence-gathering
operations to avoid potential duplication of effort. We refer to this coordination
process as multiagent plan coordination, and this more general process has been
well studied in the literature [18], [12] [16], [9], [7], [3], [4], [11]. In essence, mul-
tiagent plan coordination is the process of identifying and resolving interactions
between the existing plans of different agents, to both resolve potential conflicts
and exploit opportunities for cooperation (synergies). Coordination can be ei-
ther an optimizing or satisficing process, depending on the solution criteria of
the agents, and various solution tests and heuristics can be used depending on
the specific needs of the agents.

There are numerous advantages of a plan coordination framework over more
traditional, centralized planning methods, especially in the context of coalition
operations. One obvious advantage is that agents can work from their existing
plans, which could have required significant effort and commitments to pro-
duce. Another advantage is that coordinating nearly-independent plans is a
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more time-efficient process than centrally planning from scratch. Because the
time complexity of planning is, in general, exponential in the length of the plan
required [13], numerous researchers have recognized that a “divide and con-
quer” approach might be exploited to efficiently solve planning problems. That
is, rather than directly formulating a long plan for a complex set of goals, the
set of goals could be divided up, separate (and, the expectation would be, sig-
nificantly shorter) plans could be formed for each goal subset, and then these
shorter plans could be merged into a complete plan for the full set of goals.
This line of reasoning naturally extends to the multiagent context, in which the
process of solving the individual subproblems can be parallelized by allocating
each problem to an individual agent.

A third reason in favor of plan coordination, and one that is particularly
relevant to the coalition context, is that agents, given that they are semi-
autonomous, may be unwilling to reveal the details of their capabilities, re-
sources, doctrine, etc. to the larger coalition that would be necessary if central-
ized planning techniques were used. In contrast, plan coordination only requires
agents to reveal their actual plans, enabling the agents to maintain arms-length
relationships with each other. In the limit, agents need only share small sub-
sets of their plans that have some bearing on the plans of others, leaving all
remaining information unexposed.

The practical importance of such a coordination mechanism was effectively
demonstrated in the Coalition Agents Experiment (CoAX) [1]. The overall pur-
pose of CoAX was to demonstrate the use of communication infrastructures
to connect and facilitate the cooperation between disparate agent technologies
while adhering to various domain and policy restrictions. Our particular role in
this effort was to provide a multiagent plan coordination mechanism (the Michi-
gan Multilevel Coordination Agent) designed to resolve planning conflicts and
exploit synergies between plans generated by coalition partners in the domain.
Our coordination mechanism relied on hierarchical planning structures to bet-
ter guide the search for interaction resolutions, thus making the coordination
process responsive given the time-critical nature of the problem. In CoAX, our
coordination mechanism was integrated with other agent technologies, which
collectively led to the highly successful demonstration of the technology at the
Naval War College in the Fall of 2002.

In this paper, we describe an improved framework (by which we mean both a
problem formulation and solution algorithms) for plan coordination that builds
off our earlier work developed in the context of the CoAX demonstration. Our
main advances are, first, an expanded and refined method of detecting and ex-
ploiting positive interactions that builds on our most current research [5] on the
synergy problem. These updated methods allow agents to better capitalize on
opportunities for cooperation. Our second advance, present at the architectural
level, is the decoupling of the process of interaction resolution from our hier-
archical planning framework. The advantage of this separation is our ability
to better study and characterize how to handle these plan interactions, and to
enable our coordination framework to work effectively even for problems where
agents do not represent their plans hierarchically. A final aim of this paper is
to give a better sense of what is happening “under the hood” of our framework
to help researchers and practitioners understand the strengths and limitations
of our work.
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2 The Multiagent Coordination Problem

Intuitively, the multiagent coordination problem is the problem of resolving or
exploiting any interactions between the plans of different agents. More formally,
an instance of the multiagent coordination is a set P of plans Pi, each belong-
ing to some agent Ai, where each plan Pi is a tuple < G,S,L,O >. S is the
set of plan steps in the plan, L is the set of causal links over steps in S, O

is the set of ordering constraints over S, and G is the set of goal conditions
achieved by the plan. Each plan Pi must be acyclic (meaning that there are
legitimate total orderings of the plan steps). An individual plan step S in S is a
tuple < Pre, In, Post, cost >, where Pre is the set of propositions representing
the preconditions of the step, Post is the set of propositions representing the
postconditions, or effects of the step, In is the set of inconditions (or during
conditions) of the plan step, and cost is the cost the agent incurs to execute
the step. Conditions are described by propositional logic predicates, and can
be positive or negated. The cost of a step could be the impact on the agent’s
resources (money), or the duration of the step, or some other quantified repre-
sentation of the negative impact on the agent for executing the action. Note
that this representation is based on a variation of the STRIPS-style action rep-
resentation [10] in which conditions are represented as grounded conjunctions
of predicates.

2.1 Identifying Multiagent Plan Interactions

Of particular interest are the positive and negative interactions between the
agent plans. Negative interactions, or conflicts, exist when the conditions
achieved by the actions of one agent negate conditions needed or required by
actions of another agent. Likewise, positive interactions are situations in which
agent plan steps achieve conditions in common with those achieved by the steps
of other agents’ plans.

These interaction types can be described more precisely using features of of
the problem formulation. A negative interaction exists when some agent’s step
Pi (the clobberer) achieves a postcondition or incondition c that is the negation
of a condition c′ present in the preconditions, inconditions, or postconditions of
another agent’s plan step. This negative interaction, or conflict, can be resolved
either by synchronization methods (by ordering the conflicting step before or
after the step it conflicts with) or via the introduction of a white knight ( a step
that can re-assert the negated condition) between the conflicting step and the
step it conflicts with, both of which are standard threat resolution methods in
partial order planning [17].

In the case of positive interactions, steps that achieve common postcondi-
tions may allow for one of the steps to be removed from an agent’s plan. In our
work, we have described this process as plan step merging. Plan steps between
the plans of different agents can merge when one step achieves all the necessary
postconditions of another step, allowing the latter step to be removed. More
formally, we say that a plan step b can merge with a plan step a, if for each
outgoing causal link o from plan step a of form {a, d, c} where step a achieves
condition c for step d, and it is also the case that step b has effect c. To imple-
ment the merge, we can adjust the causal links from a to now be from b, and
remove a from its respective plan. Causal links between the plans of different
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agents can be implemented as synchronization actions, similar to how conflicts
are resolved. Significantly, these merging criteria are a generalization of those
used in CoAX and described in [6], in which steps could only merge if the effects
of one step subsumed all of the effects of another step.

Figure 1: Intelligence Gathering Agents Example

Figure 1 gives an example coordination problem, in which two intelligence-
gathering agents both compete for unsharable resources as well as perform sim-
ilar actions. Each agent needs to use the same satellite to gather data. This
creates a conflict between their lock and unlock satellite actions (only one can
lock the satellite to use it at a time) and a possible plan step merge between
the Prep Sat 1 actions.

Figure 2: Conflict Resolution and Plan Step Merging

Figure 2 shows the resulting coordinated plan once these interactions are
resolved. Here, the agents have resolved the conflict by synchronizing their lock
and unlock actions (represented by the dotted-line connecting their steps) and
they have merged their common Prep Sat 1 plan steps into a single step to be
carried out by one of the agents.

Using terminology from the partial order planning community [17], we char-
acterize positive and negative interactions as plan flaws that can be resolved
using the methods we have described here. Given this specification, we can
then use plan-space search methods (similar to those used in standard partial
order planning techniques) to search through the space of possible ways to co-
ordinate the plans of multiple agents.

2.2 The Multiagent Plan Coordination Algorithm

Now that we have described how plan flaws are individually identified and re-
solved in a multiagent coordination problem, we present our search algorithm
that resolves such flaws in a systematic way. Algorithm 1 gives a high-level char-
acterization of our search algorithm. A search state in the algorithm’s search
space is a set of partially coordinated agent plans. The search algorithm begins
by adding the set of independent agent plans as a state to the search queue
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and initializing the current best solution (BestSolution) to null. Then, while
the queue is not empty, it removes the first state of the search queue, and if the
state has not already been visited (i.e., it is not on the closed list of states) it
generates the state’s successors by selecting and resolving a plan flaw. Depend-
ing on the solution criteria used, the algorithm will continue until the entire
search space is explored or until a solution has been discovered.
Multiagent Plan Coordinate(Set of Agent Plans)

1 while queue not empty
2 do Pull State from queue
3 if State not on closed list and no unresolvable cycles
4 then Select and resolve a plan flaw to generate new states;
5 Insert states on search queue
6 if State passes solution test
7 and value(State) > value(BestSolution)
8 then BestSolution← State

9
10 if BestSolution <> null

11 then return BestSolution

12 else return null

Clearly, there are many subtleties with respect to the order plan flaws are
resolved, as well as other aspects of how the search should be structured, and
when the search should terminate. Much of our research has involved the for-
mulation of search strategies (such as depth-first, branch and bound search) and
various solution formulations (e.g., minimal cost, shortest time to completion)
that we can use to augment this generic search framework to make the search
as efficient and effective as possible. Our algorithmic framework is flexible to
adapt to a variety of situations and solution criteria, is general enough to be
applicable to a variety of multiagent coordination problems, and is independent
of our original, larger hierarchical framework that was demonstrated in CoAX.

2.3 Empirical Evaluation of our Plan Coordination Algo-
rithm

Because our algorithm searches through the space of possible flaw resolutions,
it performs particularly well on loosely-coupled coordination problems, in which
the plans of agents are mostly independent, and our plan-space refinement al-
gorithm is not required to resolve many conflicts or merge many steps between
the plans of different agents.

To demonstrate the efficacy of our algorithm on these loosely-coupled prob-
lems, we ran our algorithm on two series of blocks world problems, scaling the
number of agents up as we go. In each problem series, the coordination problem
is drawn from the blocks world, where each agent has a plan to build a stack of
blocks, and merge opportunities exist because the stacks of the agents overlap
(e.g., one agent wants stack ABC, the other wants stack BCDE). We performed
experiments in which agent plans were both tightly-coupled and loosely-coupled.
In the tightly-coupled series, the agents’ plans had a high degree of overlap.
Specifically, as new agents are added to the problem, the probability that an
agent had actions that interacted with another agent remained the same. Thus,
as the number of agents increases linearly, the number of possible merge op-
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portunities increases linearly as well. Our experimental results show that for
these tightly-coupled coordination problems, our algorithm complexity scales
exponentially as the number of agents increases linearly.

Our algorithm performs better when agents are loosely-coupled, which we de-
fined as being the case where interactions grow sublinearly with respect to the
number of agents. The number of interactions could grow sublinearly because
system-wide goals are purposely divided among agents such that they can be
pursued nearly-independently. Alternatively, the agents in a domain could have
few interactions due to the inherent independence of their roles in the multia-
gent environment. Or, interactions could be sparse due to agents intentionally
planning to avoid interactions. In our blocks-world experiments, for example,
we simulate the latter perspective by assuming that an agent, when it knows
that more agents are populating its environment, will be less and less inclined
to achieve its stacking goals using blocks that are in the “public domain,” and
will instead import blocks from its own private supply. Given this experimen-
tal setup, the results show that when coordinating agents with loosely-coupled
plans, as the number of agents increases linearly, our algorithm scales polyno-
mially with the number of agents in the system.

Figure 3: Tightly-Coupled vs. Loosely-Coupled Agents

From a coalition perspective, the key advantage of our algorithm’s sensitivity
to the degree of interaction between the plans of different agents is the flexibil-
ity such sensitivity provides coalition partners who wish to plan separately for
reasons described previously, but still need to coordinate their activities with
the activities of others.

2.4 Algorithm Distribution

The description of our algorithm has implied a centralized usage, where a sin-
gle agent aggregates the individual plans of each agent and then performs the
coordination process. However, in practice, there may be no single place where
a multiagent plan is represented in its entirety. To execute the coordinated
plan, each agent only needs to know about the steps to which it is assigned,
and about causal/temporal constraints between its steps and the related steps
of other agents in order to synchronize its actions with those agents to ensure
consistency. In practice therefore the multiagent plan representation can and
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should be distributed, where the union of all of these representations is the
conceptual multiagent plan we have just characterized. It follows, therefore,
that the multiagent plan coordination problem could be seen as a distributed
problem, to be solved by a distributed algorithm.

For our coordination method to work, there is no requirement that only a
single agent run the our coordination algorithm on the complete plans of all
agents. Multiple instances of the algorithm can run in a distributed way; it
makes no difference to the algorithm. Thus, a promising avenue of research is
where each agent runs the algorithm on an initial multiagent plan that consists of
its own plan and only sufficient components of other agents’ plans that it needs in
order to repair flaws in which it is a participant. However, knowing exactly what
non-local plan information is relevant is non-trivial, as is ensuring that agents
converge to agreement on the repair of all flaws in which they are mutually
involved. These complications, and others that arise in a distributed multiagent
plan coordination implementation, are beyond the scope of this paper.

3 Adapting the Framework to Hierarchical Plans

A key property of the Multilevel Coordination Agent that participated in CoAX
was its ability to leverage the hierarchical plans of agents to discover and re-
solve conflicts between agents at various levels of plan abstraction. When such
conflicts can be resolved at abstract levels, the coordination process could func-
tion much more efficiently, as at an abstract level of an agent’s hierarchy, there
are fewer steps, and thus fewer flaws to resolve. This has been demonstrated
empirically by Clement [3] in the case of conflicts and Cox [6] in the case of
synergies. In our more general multiagent coordination framework, we build on
our previous work to exploit hierarchical planning structures in order to make
the search for tractable. We do so by first defining the hierarchical planning
version of the multiagent coordination problem, and then show how to augment
our coordination algorithm to support this expanded problem definition.

3.1 The Multiagent Coordination Problem with Hierar-
chical Plans

To extend the problem definition provided in the previous section, we modify
the definition of a plan step to now have a type. The type of plan step p, type(p),
is one of three values: primitive, and, or or. In addition, we augment a plan
step with two other new fields: a subplans field and an order field. Subplans

is a set of pointers to the child plan steps of the plan step. A step of type
and is a non-primitive plan step that is accomplished by carrying out all of the
steps in its subplans field, and a step of type or is a non-primitive plan step
that is accomplished by carrying out any one plan step in its subplans field.
A primitive plan step has no subplans, and is identical to the plan steps in
our earlier problem formulation. Finally, order is a set of temporal ordering
constraints between the start or end time points of plan steps in subplans [15]
specifying the order in which the subplans of an and step must be carried
out. Using computed summary information [3] (which propagates condition
information up the plan hierarchies), we can identify plan flaws between the
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hierarchical plans of different agents just as we could in the case of our original
multiagent plan coordination problem.

Figure 4 illustrates an example hierarchical plan from the intelligence-gathering
domain introduced earlier. Here, the intelligence agent has a root step Intelli-
gence Plan that refines into three steps, Prep Sat 1, Use Sat 1 and Release Sat
1. In turn, the latter two steps themselves refine into the primitive steps that
make up the more abstract steps. The advantage of the hierarchical plan repre-
sentation is that the agents can coordinate at these more abstract levels, rather
than having to reason about all the ways their steps interact at the primitive
levels of their plans. Alternatively, if they want more fine-grained coordination,
they can push farther down the hierarchies to reason about how their primitive
actions interact.

Figure 4: Hierarchical Plan Example

3.2 The Hierarchical Plan Coordination Algorithm

With the hierarchical plan representation defined, we then augment our search
algorithm to support the coordination of hierarchical plans. We do this by en-
capsulating our multiagent plan coordination algorithm within an outer search
algorithm that searches through the space of partially-refined agent plan hierar-
chies. Each agent’s plan in the search state is represented by a plan step frontier,
representing the current level of abstraction we are at within the agent’s plan
hierarchy. The outer search works by selecting abstract plan steps to refine.
Again, as in the case of our previous algorithm, we do not provide details with
respect to search heuristics and the like as the appropriate heuristic will often
be dependent on the particular problem domain.
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Hierarchical Multiagent Plan Coordinate(Set of Hierarchical Plans)
1 while queue not empty
2 do Pull State from queue
3 if State not on closed list
4 then Solution←MultiagentCoordinationAlgorithm(State)
5 if Solution = null

6 then return Solution

7 else Refine abstract plan steps to generate new states
8 Insert states on search queue;
9

10 return null

As demonstrated in both [3] and [6] the use of plan hierarchies can signifi-
cantly reduce the complexity of the search, primarily because of the exponential
reduction of the number of steps at abstract levels of the plans. We revisit the
results from [6] in the following subsection.

3.3 Empirical Evaluation of our Hierarchical Plan Coor-
dination Algorithm

In [6], in order to quantify the efficiency advantages of our hierarchical plan
refinement mechanism, we conducted two sets of experiments in which we com-
pared it to a baseline algorithm that simply produces all combinations of fully
expanded plans for all agents and looks for plan step merges just between prim-
itive plan steps. For both sets of experiments, we assume that the plans have
already been summarized offline. In addition, our earlier coordination algorithm
used a simpler method of determining if two steps could merge, in which the
effects of one had to subsume the entire set of effects of the other, and the results
reflect the performance of this earlier merging criterion.
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Figure 5: Top-down Search vs. Baseline Search

The first set of experiments is an efficiency comparison between our algo-
rithm and the baseline algorithm, comparing how fast each algorithm discovers
the lowest-cost solution (as measured by the number of steps) between two plan
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hierarchies. Both plan hierarchies were and plan hierarchies of depth three and
branching factor two, where each primitive had a single postcondition associated
with it (giving each hierarchy eight postconditions). We gave the first agent the
same hierarchy each time and then tried all variations on the number of overlap-
ping postconditions (but not the location of conditions that overlap) between
the first agent’s hierarchy and the second agent’s hierarchy. (For example, if the
first agent’s hierarchy was composed of the conditions (’a’, ’b’, ’c’, ’d’, ’e’, ’f’,
’g’, ’h’) then one possible hierarchy for the second agent would be (’a’, ’x’, ’y’,
’d’, ’z’, ’f’, ’g’, ’h’)). Figure 5 plots each of the 256 experiments based on the
CPU time required by each algorithm to find the (same) best merging solution.
In all cases, the CPU time for the baseline algorithm is at least that of the
improved algorithm (note the different scale on the graph) and in most cases,
much greater.

Though these efficiency results correspond only to the two-agent synergy
case, they should apply equally to the case when we coordinate three or more
agents. Though the complexity of the top-down search increases as more agents
are added (mainly because there are more abstract plan steps to compare for
possible synergies), the complexity of the primitive-only search grows even more,
because of the exponentially larger number of primitive plan steps than abstract
plan steps.

Another key advantage demonstrated in [6] was the ability of our hierarchical
algorithm to find plan step merges at abstract levels of agents’ plan hierarchies
where this would not be possible at the primitive levels of the agents’ plans. To
demonstrate this empirically, we conducted experiments that compared the hi-
erarchical algorithm’s and the baseline algorithm’s performance on sample plan
hierarchies in which the agents shared common effects but varying degrees of
difference in how their primitives achieve the effects. Each experiment involved
a search for synergy between two agents’ hierarchies, in which we randomly
generated the first agent’s hierarchy with a depth of four and branching factor
of two with two postconditions at each primitive, meaning that the hierarchy
had sixteen actions with a total of 32 postconditions. All subplans were totally
ordered. We then created the second agent’s hierarchy by shuffling some of the
common postconditions between the primitive plan steps. For each experiment,
the plans had half (sixteen) of their conditions in common.

Figure 6 displays the results of these experiments. The X-axis represents
the distance of one hierarchy from the other, where distance was computed as
the number of common postconditions that were located in different primitives.
The two lines graphed represent the average cost improvement (over twenty
runs, with error bars indicating one standard deviation on each side) of both
our hierarchical algorithm and the baseline algorithm presented earlier. The
graph shows that, as the distance between hierarchies (the agent heterogeneity)
increases, the top-down search is increasingly able to find solutions between
abstract and primitive plan steps that the baseline algorithm misses. Thus,
even in the simplistic random plan hierarchies used here, we can demonstrate
substantial improvements due to our top-down algorithm.

Another benefit from our top-down approach is that it represents an incre-
mental search (an “anytime algorithm” [8]) for synergies. Typically, the more
time spent, the more deeply into the plan hierarchies the synergy search goes,
and the greater the opportunity for breaking plans into finer pieces that can be
merged to more precisely balance the plans’ costs among the agents. Such a
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balance can, for example, increase parallelism to decrease the plans’ durations.
This suggests that there is a “break-even” point in using our top-down syn-

ergy search - a point at which the synergy improvements (savings in plan exe-
cution time) stop exceeding the time spent finding those improvements. We can
empirically see this, as illustrated in Figure 7. An advantage of our approach
is therefore its “anytime” character, allowing the use of deliberation scheduling
[2] or other methods to temper the search for synergies based on its costs and
benefits.
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Figure 7: Trade-offs of coordinating at different levels

4 Conclusions

In this paper, we have presented an improved version of our multiagent co-
ordination framework, explaining how it is step beyond the multiagent plan
coordination mechanism demonstrated previously in the CoAX domain. The
improved framework better formalizes the possible interactions between agent
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plans (as different types of plan flaws), and provides mechanisms for both re-
solving inter-plan conflicts and for exploiting opportunities to combine redun-
dant actions. Additionally, the characterization of synergy plan flaws has been
relaxed to allow agents to discover more opportunities for cooperation. Signif-
icantly, this enhanced interaction reasoning mechanism is decoupled from the
hierarchical plan refinement mechanism. Thanks to this separation, our tech-
niques can now be more broadly applied, such as to agent-based coordination
problems in coalition operations where agents form and represent their opera-
tion plans non-hierarchically. To demonstrate the effectiveness of our algorithm,
we have revisited results published previously [6] showing the effectiveness of our
hierarchical coordination algorithm compared to a baseline coordination algo-
rithm, and demonstrated the advantage of our general coordination framework
on loosely-coupled plan coordination problems that commonly arise in coalition
contexts.

Finally, our new framework is designed to be extensible, allowing new types
of plan interactions (some of which we are currently developing) so as to suit the
needs of more sophisticated and complex coordination problems. For example,
we are currently extending our plan representation to support the full Action
Description Language (ADL) [14] so as to support a wider range of coordination
problems that arise in challenging instances of logistics and transportation ap-
plications. Furthermore,, we plan on developing efficient information-exchange
protocols that agents can use to efficiently share the minimal plan information
required so that each can run its own version of the plan coordination algorithm
in a distributed manner.
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Abstract. The paper objective is to present a new formal framework for 
specification of scenario knowledge and beliefs bases supporting 
coalition operation dynamic coordinated planning. It is based on formal 
grammar model represented is matrix form and enriched by attributes 
and substitution operation allowing hierarchical specifications. This 
framework is demonstrated by an example presenting planning of 
coordinated attack against computer network performed by hackers. 

1 Intr oduction: Coalition Operation Planning  

A coalition participating in a joint operation has to dynamically high level plan of 
its Course Of Action (COA), coordinate it with COAs of other coalitions, and take 
into account reaction of unpredictable environment and\or an opponent if any. At 
lower level coalition has to plan, coordinate and schedule activities of objects 
composing it. The lower level planning aims to computer coordinated activities of 
particular coalition objects. This paper is focused on the higher level dynamic 
planning of coalitions' COAs and doesn't consider the coalitions objects logistics.  

Higher level dynamic planning and coordination of coalitions COAs in a joint 
operation is a task that noticeably differs from the planning tasks typically considered 
in the theory of knowledge based automated planning [4], which has a rather long 
history, accumulated great deal of both positive and negative experience, and 
proposed rich diversity of approaches, algorithms and tools. Indeed, each coalition 
participating in a joint operation has its own semi-autonomous intent and 
commitments with regard to operation as a whole. According to the model used in 
situational awareness, COA planning is considered as a goal–driven top–down 
distributed dynamic semi-automated procedure [10]. Respectively, at the higher level 
a coalition has to dynamically plan each own COA as a sequence of activities leading 
to achievement of certain sequence of goals, at that its COA has to be coordinated 
with COAs of other coalitions. It is assumed that the coalition intent can be achieved 
via different scenarios. Thus, COA is understood as a sequence of pairs <activity iA , 

goal iG >, i=1,2, n, that, given initial coalition state 0G , could lead to the 

achievement of eventual goal nG  if all activities iA , i=1,2,…,n, were successful. An 

important issue is that initial state of the coalition can be various and eventual goal 

nG  can be achieved through use of different scenarios. Moreover, the coalition may 

have several intents and therefore several eventual goals. This fact determines one 
more dimensionality of COA planning and potential conflicts between goals. 

Success or failure of any activity iA , i=1,2,…,n, may depend on several 

preconditions, in particular, (1) on available resources; (2) on the goals already 
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achieved by the coalition in question and also the goals achieved by other coalitions 
participating in the operation; (3) on the state of the environment, which in general 
case can be unpredictable, and also (4) on counteractions of an opponent if coalition 
operation is being performed in presence of it. The precondition (1), availability of the 
resources needed to undertake the activity, is under the coalition control. The 
precondition (2) has to be satisfied via coordination of activities of the coalitions 
participating in the operation. In contrast, two other preconditions may be out of the 
coalition control thus determining unpredictability (success or failure) of an activity 

iA  result. An important note here is that higher level planning of COAs of the 

coalitions involved in an operation is distributed process coordinated in distributed 
mode. Such planning problem statement is either out of the scope of the approaches 
proposed in the scope of the knowledge-based automated planning [4], or too 
complex to be implemented efficiently (e.g. by use of STRIPS software tool [2]). 

In its essence, the coalition COA dynamic planning task is of the class of BDI 
(Belief-Desire-Intention) planning, which is being developed in multi-agent area. The 
main idea of BDI planning [12] as applied to the task in question is to provide the 
coalition with a rich knowledge specifying coalitions' capabilities to achieve various 
goals, knowledge about other coalition, environment and opponent (this knowledge is 
usually called "beliefs"), to formalize the above knowledge and beliefs in terms of a 
framework, and provide it with a reasoning mechanism implementing COA dynamic 
planning procedure operating in context of these knowledge and beliefs and on the 
basis of the incoming (perceived) facts about coalition state and revisited beliefs 
concerning other coalitions, environment and opponent if any.  

However, to practically use real time BDI planning, the aforementioned formal 
framework should be capable to represent the sophisticated knowledge and beliefs 
combined with a rather efficient reasoning mechanism. Unfortunately these 
requirements are too contradictive. As a rule, modal and temporal extensions of the 
first order logic are used in BDI planning theory ([3], [8], [13], etc.). Unfortunately 
this formal framework is very inefficient and therefore cannot pretend to be an 
appropriate idea of the coalition COA dynamic planning and coordination.  

On the other hand, COA planning and coordination is not completely automated 
procedure. Coalition COA planning, along with computer support, is also managed by 
humans possessing a lot of shared non-formalized contextual knowledge. Therefore 
the task in question may be specified in terms of simpler formal framework as 
compared with the case of the completely automated planning [4], when shared 
knowledge and context require much richer formal means.  

It this paper we propose such a simpler formal framework intended to practical 
realization of higher level coordinated dynamic planning of coalitions COAs. Its 
expressive power in specification of knowledge and belief is not as rich as BDI 
model, but it provides clear representation of knowledge, beliefs and preconditions, 
allows their hierarchical representation and provides with efficient reasoning 
mechanism implementing goal driven inference of actionable decisions in terms of 
sequences of activities leading, if successful, to achievement of the eventual goals.  

To our evaluation, the proposed framework possesses the necessary means to 
specify more or less adequately the main components of the task in question. Indeed, 
intents of different coalitions are usually weakly coupled and coalitions' COAs 
coordination is mainly needed to satisfy preconditions determining applicability of 
this or that activities of a coalition. Indeed, applicability of an activity of a coalition 
depends on the goals already achieved by it and perhaps by other coalitions. Formally 
this property can be specified as partial order relationships given over the whole sets 
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of goals and activities associated with the joint operation in which the coalitions 
participate. Such relationships represent constraints imposed on both individual 
coalition COA and interconnections of COAs of the coalitions. The second class of 
constraints that is rule based preconditions specifies applicability of the particular 
activities of the selected COAs.  

The basic ideas of the developed framework were firstly proposed in [11] and then 
evolved in [6]. The framework is based on use of special representation of the Context 
Free (CF) grammars ([1], [9]) enriched by attributes.  

In the rest of the paper, section 2 introduces the basic components of scenario 
knowledge beliefs base at set theoretic level. Section 3 demonstrates the introduced 
conceptual model by example from computer network security. Section 4 presents 
scenario knowledge and beliefs base formal specification language based on attribute 
formal grammar framework. Section 5 outlines the general idea of built-in reasoning 
mechanism destined for dynamic inference of the coalition COA and demonstrates it 
by example. Conclusion discusses the proposed framework and future works. 

2. Coalition Scenar io K nowledge and Beliefs Base M odel 

To be capable to dynamically compute COAs, each coalition has to possess 
knowledge and belief that allow it to realize a goal driven (proactive) behavior. This 
behavior has to be based on inference using knowledge, current state of the coalition, 
on the facts perceived from environment and on the revisited belief concerning enemy. 
Below a formal framework intended for specification of the above knowledge and 
beliefs and containing built-in reasoning mechanism destined for inference of COA 
next step activity is considered. The formal framework uses the following basic 
hierarchically ordered notions: Simple Behavior model, Behavior Model, Scenario 
Knowledge base and reasoning mechanism. Let us introduce these notions.  

2.1 Simple behavior model  

Simple Behavior Model (SBM) indexed by subscript r is defined as four–tuple  

rSBM = >< = r

r

r jrr
n
ii XACAX ),(,,}{ 1  (1) 

where r

r

n
1ii }X{ =  is the set of its inputs, rA  is called activity, )A(C r  is precondition 

of applicability of activity rA , and 
rj

X  is output of rSBM , r=1,2,…,n,.  

For coalition COA planning, inputs and output of an activity are interpreted as 
goals achieved and to be achieved respectively. The goals may be intermediate for 
coalition COA or eventual. Inputs and output can be represented by different data 
structures, which are denoted here by the same identifiers as respective goals. Each of 
these data structure contains special binary attribute indicating the status of the goal 
(achieved or not achieved). The examples of coalition goals are to achieve certain 
geographical position (data structure specifies the coalition location at a time and goal 
status), to procure certain information about environment or opponent (associated data 
structure specifies the information obtained), readiness of a hospital to operate (data 
structure specifies services and characteristics of the hospital and the goal status), etc.  

Activity is interpreted as a step of coalition COA aiming to achieve certain goal 

rj
X . Examples of activities are the process of a hospital deployment, a negotiation 

process, performance of a step of hacker's attack against computer network, etc. Each 
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activity rA  is assigned a type, Type( rA ) }SS,At{∈ . If 

the activity is completely defined in terms of a unique 
procedure then it is of the type At ("Atomic"). If the activity 
has to be decomposed into a sequence of simpler activities 
and synthesis of the latter is the subject of lower level on-line 
planning then it is assigned type SS ("Sub–Scenario"). It is 
noteworthy that activities of type SS allow hierarchical 
specification of COA.  

Precondition C( rA ) specifies constraints to be met for 

successful realization of the activity rA  The precondition 
satisfiability depends on the state of the environment and 
opponent at the time when the activity is performed and if 

possible the coalition has to check its satisfiability based on its beliefs. It should be 
noted that beliefs of the coalitions about environment and opponent can be 
insufficient to check the activity applicability or not truthful. In the former case, 
coalition may try to revisit its beliefs in order to more reliably check applicability of 
the activity, or to act without revisiting them, while hoping for the best. In the last 
case the activity may fail unless coalition tries to perform it. Examples of 
preconditions are certain weather or day period during the activity execution 
(photography is admissible at a summer time), absence of the opponent forces in the 
region of interest, etc. In the example from computer network security considered 
below preconditions of success of attacks against computer network can be such as 
"Network firewall (host) passes through UDP-packets" or "Windows NT OS is installed". If 
hacker does not know what operating system (OS) is installed in the target host, and 
he performs such an attack, the latter can potentially be effective i f only OS Widows 
NT is installed in the host, and the attack fails if OS Linux is actually installed in it.. 

2.2 Behavior M odel  

Let BM = s
1rr }SBM{ =  be the set of all SBMs that can potentially be performed by 

a coalition. Let us denote as A  the union of all the activities, A = r
S
r A1=� , as X  

the set of all goals, X = }{1 i
n
i

S
r Xr

r
�� =  and C  the union of all preconditions, 

C = r
S
r C1=� containing in BM . Let us define two structures (relationships) over the 

sets A  and X . The first of them, immediate successor relation AXU , is given over 

the pairs of Cartesian production A × X . In it, for every activity rA ∈ A  the 

immediate successor is one and only one element of the set X  which is interpreted as 

the goal of the activity rA . The second relation, immediate predecessor relation 

XAV , is defined over the Cartesian production X ×××× A . In it, every pair >< ji AX ,  

is interpreted as “variable X i  is an input of activity jA ”  (the goal that should have 

already been achieved in order to perform the activity jA ).  

Thus, behavior model BM is defined as five–tuple  

BM = >< XAAX VUCXA ,,,, . (2) 

Fig.1. Graphical 
explanation of Simple 

Behavior Model 

10X

 

C( kA ) 

5X  7X  8X  

kA  
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Let us note that one more binary relation given over the sets A  and C  should also 
be included in specification of BM , but since it is trivial (its adjacency matrix is 
diagonal) then we do not include it in the model (2), while remembering that 
applicability of the activity jA ∈ A  is also determined by the satisfiability of the 

precondition jC . The latter depends on the states of the environment and opponent.  

2.3 Scenario K nowledge Base 

In SBM model, activity of the SS  type does not refer to a procedure; it has to be 
dynamically built. This reference is supported by substitution operation [5]. Let us 
introduce it. Let  

{ kBM } ={ >< )(),(,,, kk XAAX VUCXA kkk } , k=1,2, N, (3) 

be the set of various behavioral models representing knowledge and beliefs of a 

coalition, mBM ∈ { kBM }  and jA ∈ pA  is an activity of type SS.  

Replacement of an activity jA  of type SS in some SBM by a behavior model 

mBM  is called substitution operation, and expression jA ← mBM  representing 

activity jA  at a more detailed level is called the substitution. This operation enriches 

coalition model of knowledge and beliefs by the capability to represent hierarchy.  
Scenario Knowledge and Beliefs Base (SKBB) of a coalition is defined as the set 

of the behavior models (3) with the given set of substitutions. Let us note that this 
definition determines the structure of SKBB in the set theoretical mode. Formal 
specification language used for SKBB specification is considered later in section 4.  

Operation Scenario Knowledge and Beliefs Base is defined as the set of SKBBs of 
all the coalitions together with meta-knowledge representing shared ontology of the 
coalitions participating in a joint operation and partial order relationships given over 
the goals of different coalitions.  

2.4 Coalition Operation State 

The set of goals achieved by a coalition to a given time is called coalition state at 
that time. The union of all states achieved by all the coalitions to a given time is 
called the coalition operation state at the respective time. In coalition SKBB, the 
"goals achieved" play the role of the facts that form the active coalition SKBB state. 
Other group of facts forming active state of coalition SKBB is constituted by the 
revisited states of beliefs to the current time.  

Let us demonstrate the introduced model of SKBB by example.  

3 An Example: SKBBs of Hackers  

Let us consider a simple example of the SKBBs of two hackers realizing 
distributed coordinated attack against computer network. It presents a small fragment 
of the developed case study that includes more than 100 instances of attacks. 
Although in this case study the "coalitions" are represented by particular hackers, the 
example allows explaining the basic ideas of the SKBB model introduced. Indeed, in 
the higher level of COA planning, the coalition is understood as a single whole and 
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the same is peculiar to particular hackers. Let us note that detailed specification of the 
coalition objects behavior is a concern of the lower level of COA planning. Let us 
note that at this level the main task is resource allocation ignored at the higher level.  

It is assumed that SKBBs are used by hackers to dynamically form COAs of joint 
attack and the latter is considered as an analog of joint operation. The necessity to use 
dynamic design of COAs is caused by the fact that each next step of hackers depends 
on the reaction of the "opponent" (here it is presented by the defensive means of the 
target computer network) at all the previously implemented steps. 

Tables 1, 2, 3 introduce the terminology used in the example of hackers' SKBBs 
and denotations of particular entities specifying them. In particular, Tab.1 presents the 
list of attacks identifiers that play here the roles of activities. Let us note that all the 
attacks correspond to the activities of type SS, and have to be further concretized by 
the plans of attack realization. The latter plans can be represented in terms of attribute 
grammars how this is proposed in [7]. Tab.2 presents identifiers of intermediate and 
eventual goals. Tab.3 presents the preconditions of the attacks success.  

Table 1. Identifiers and content of the hakers' attacks used in the example 

Attack Class Name and content of the attack instance Identif. Input Output 
RMT: Enumerating NetBIOS Shares with Rmtshar SS37 X2 X14 IO: Identif. of 

the host OS   LEG: Enumerating NetBIOS Shares with Legion SS45 X2 X14 

FUE: Finger Users Enumeration SS52 X2 X15 

ISU: Identifying of User Security identifier (SID)  SS49 X2 X16 
UE: Users and 
groups 
Enumeration 

IAS: Identifying Account with SID user SS50 X2, X16 X15 

UDG: User Data Guessing for Access to the Registry SS63 X2, X14 
X15 

X21 GAR: Getting 
Access to 
Resources MP: Mailing password and access to a host SS75 X2, X15 X25 

EP: Escalating 
Privileges 

UKE: Use of Known Exploits (Ls_messages, 
getadmin, sechole, etc.) 

SS84 X2, X15 
X25 

X32  

Table 2. Identifiers of goals of the hackers  

Identif. Goals of attacks Identf. Goals of attacks 
X2 <IP-addresses of active hosts>  X21 <Registry is accessible> 

X14 <Shared Resources are available>  X25 <Password is known > 
X15 <Users’  Identifiers are known>  X32 <Admin Password is known> 

X16 <Security identifier is known>    

Table 3. Preconditions to be satisfied for attacks success 

Name Condition Name Condition 

C5 Network (host) firewall passes 
through tcp/ip-packets 

C24 Windows 

C8 Windows (NetBIOS) C25 Linux or Unix 

C9 Connection “null sessions”  (NS) C27 Trojan Horse for password stealing 
is implanted 

C14 Microsoft Remote Registry Service 
(RR) is accessible  

�
29 Service finger (port 79) is active and 

accessible 

C18 Access to the shared resources (directories) with Record Permission 
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Fig.2 presents a fragment of the developed case study introduced in Tab.1-Tab.3 

structured according to the relationships UBX  and VXB  described in previous section. 
It represents the SKBBs of two hackers and partial order on the goals of the hackers. 

4 Formal Specification of Scenar io K nowledge Base  

Let us consider briefly formal framework for SKBB specification and demonstrate it 
by example depicted in Fig.2. This framework specifies SKBB in terms of attribute 
formal grammars with CF kernel, and in it each Behavior Model is represented as 
follows: 

G BM V V S RA T( ) , , ,=  (4) 

(Subscript indicating the number 
of BM is omitted), where 

)(BMG –grammar, VA –the 

set of nonterminals, VT –the set 

of terminal symbols, S –the set 
of initial nonterminals (grammar 
axioms), and R– the set of 
attributed productions.  

The first and second 
members of (4) are interpreted 
as follows: VA ={ }X i –the set 

of identifiers of goals specified 

in SKBB, and VT ={ }xi –the 

same goals if they are already 
achieved. The axioms sense is 
explained below after explaining 
interpretations of attributed 
productions. Let us consider 

sSBM  of theBM , and represent 

it as a production with attribute 
component as follows: 

sssi ACX conditionpre
s

X][>←< −  (5) 

where 
si

X –nonterminal put in correspondence to the output of the sSBM , [ ]sA –

attribute of the production (the name of activity sA  of sSBM ), sC –its precondition 

and sX – vector of the inputs of the activity sA , whose components are ordered 

according to increase of inputs' subscripts.  
The union of attributed productions like (5) for all sSBM ∈ BM  constitutes the 

set R  of productions of attribute grammar ( )G BM  presented in (4). 

Let us demonstrate the formal grammar specification of SKBBs on the basis of 
two small fragments introduced in Tab.1–Tab.3 and presented graphically in Fig.2, 
for which these specifications are as follows:  
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C29 
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SS37 

C5, C9, 
C24 
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X21 

 SS84 
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X25 

X15 
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X16 
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Fig.2. Fragments of SKBBs of hackers attacking a 
computer network. Legend:   –goals,  –

conditions,  –eventual goals,             –activities 
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where R(1) and R(2)–the sets of productions specifying the SKBBs of the Hacker 1 
and 2 respectively (hackers are identified here with coalitions). In addition to )1(R  

and )2(R , the following productions 

ii Sx ← , i=1,...,n, (6) 

have to be included if and only if the goals corresponding to the respective 
components of the vector X have been achieved by hackers in their initial states.  

Let us next transform the introduced formal grammar based representation of 
SKBBs in matrix form [9]. Such a representation consists of two components. The 
first one, X, is the vector whose i-th component consists of the union of all the chains 
inferable in formal grammar ( )G BM  (4). Each such a chain is a sequence comprising 

activities and goals which represent syntactically the algorithms of computation of the 
components of the vector of goals achieved. The second component is matrix M(X) 
that for attribute grammar ( )G BM ) is constructed as follows. It comprises n arrows 

and n columns where n is the size of vector X (In the example given in Fig.2. n=4 for 
the left SKBB and n=5 for the right one). Semantically, this matrix represents the 
active state of the coalition knowledge and beliefs. The initial state of matrix M, 
M(X ( )0 ), is formed as follows. In its cell < j,i > the chain 

k21 iiik X...XXA
��

 is 

placed if production jiiik XX...XXA
k21

��
←�

�
 presents in grammar G BM( ). In 

other words, this chain is placed in the cell ( j,i ) if there exists a production having 

nonterminal X i  in its left part and terminal X j  in its last position. (Let us remind 

that in productions the goals sX  of the activity kA  are ordered in subscript s 

increasing mode.) If several such productions containing the same symbols X j  and 

X i  are present in grammar G BM( ) then all they are placed in the same cell 
connected by symbol “+”  interpreted below as union of chains. Otherwise, in this cell 
the symbol of annihilating symbol "∅" is placed.  

In terms of the introduced vector X, grammar matrix M(X), and operations "+" 
and "* " the complete set of the chains that are inferable in formal grammar (4) can be 
represented as the result of matrix iterations as follows [9]:  
where the symbol “* ”  stands for chains concatenation.  

The vector )0(X  is formed based on production (6) with the vector of axioms S in 

right part. Instantiation the of the vector )0(X  components is done depending on the 

value of the left part of the production (6) as follows: if the goal ix  is not "achieved" 

in the initial state then the production iS←∅  is used, otherwise ii Sx ← . In the 

example under consideration we suppose that hacker 1 knows information concerning 

only 2x and hacker 1 knows nothing. Let us present how the vector )0(X  and matrix 
form of attribute grammars of SKBBs of hackers 1 and 2 look like (see Fig.2).  
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Formal specification of SKBB of the hacker 1 in the initial state:  
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(8) 

Formal specification of SKBB of the hacker 2 in the initial state:  
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5. The Basic Idea of Inference M echanism  

Reasoning in SKBB aims at solution (for each coalition) the following task:  

Given: Initial state: The set of goals }{ ix  achieved by the coalition(s), X ( )0
; 

The set of eventual goals { }
r21 iii x,...x,x  to be achieved by coalition(s).  

The task: To dynamically compute next potential (goal directed) step of the 
coalition(s) COA(s) and detect coordination points providing achievement 
of the eventual goals { }

r21 iii x,...x,x . 

In other words, the objective of the reasoning is to dynamically construct potential 
strategy of coordinated coalition operation. It is assumed that in the initial state and 
during the COA performance the coalitions can exchange information about their 
states. We don't here discuss how the above information exchange can be organized, 
because this depends mostly on software design and implementation issues that are 
out of the paper scope. For example, if multi-agent architecture is used for software 
implementation then the above problem can be solved through shared ontology, and 
reasoning procedure has to indicate to the coalitions when they need to coordinate 
their activities and which information they must exchange with.  

Conceptual scheme of a coalition reasoning and action is as follows. It is assumed 
that at each reasoning step, the coalition "knows" its own current state (the set of 
goals achieved by it). The result of the reasoning step is submitted as the set of 
admissible activities that the coalition can perform "to go" towards the eventual 
goal(s). The coalition decides what of them to select as the next step and starts to 
perform the selected activity. Due to unpredictable reaction of the environment and/or 
opponent, certain or all inferred activities may be successful or may fail. After 
completion of the activities performance, the coalition updates (or not update if fails) 
its state by adding new goals achieved by it. Later on, the reasoning process of the 
coalition and its operation are repeated with new "initial state".  

Let us explain the described conceptual scheme of the coalitions reasoning and 
also coordination procedure by example under consideration. In it, each hacker's state 
is represented in terms of information available to hacker about the computer network 
or host under attack. This information can be obtained either (1) at previous steps of 
the attack, or (2) received from other hacker, or (3) received by social engineering 
(reconnaissance) methods. Let the eventual goals of the coordinated attack of hackers 
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be to achieve 21x  ("Registry is accessible") and 32x  ("<Admin (root) Password> is 

known"). It is assumed that initial state of the first hacker is 2x  (<IP-addresses of active 

hosts> are known). It is also assumed that hackers do not know how to detect the 
operating system (OS) type installed on the host, but certain attacks can be only 
successful if a definite OS (Windows, UNIX, or Linux) is installed (see Fig.2 and Tab.3). 
These constraints are specified in rule based attack preconditions. Since hackers do 
not initially know the type of OS installed, certain attacks may fail. This is the case 
when environment (network security software) undesirably reacts on the hackers' 
activity. In such cases hacker is forced to search for new attack continuation. SKBB 
helps him to dynamically find such rational continuations if any and also supports 
hackers' information exchange to share known information if and when necessary. 

Let us describe the first step of reasoning of each hacker having initial states 

(1))0(X  and (2))0(X  (see (8) and (9)). Inference (reasoning) mechanism is realized as 

matrix iteration (7) starting with the matrix grammars M( (1)))0(X  and M( (2)))0(X  
given in expressions (8) and (9) respectively. These matrices together with the vectors 

of initial states (1))0(X  and (2))0(X  specify initial state of the hackers' SKBBs [9]. 
Let us demonstrate the first steps of reasoning of both hackers and explain some 
specificity of the inference mechanism implementing reasoning.  

Note. The subsequent description of inference mechanism is given in a simplified form 
of "data driven forward chaining reasoning", when no special means to improve its 
efficiency are used. Fortunately there exist a number of "tricks" allowing noticeably 
improve the inference efficiency. Example is alternating "data driven forward chaining 
reasoning" with "goal driven backward chaining reasoning", what results in good 
efficiency. We don't discuss below the details of rational organization of reasoning 
mechanism because this aspect is not the major subject of the paper.  

Let us assume that for the host subjected to hackers' attack the following 
preconditions (possibly not known for hackers) are held: C5, C9, C25, C27, C29 (see 
their interpretations in Tab.3), in particular, OS Linux is installed in it.  

Step 1, hacker 1. At the starting point, hacker 1 knows IP addresses of active hosts 

presented in data structure associated with goal 2x . He selects one of such hosts and, 

based on his SKBB, infers admissible activities at current step using iteration (7): 
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thus receiving the prompt that he can achieve the goal 14x  in two ways, i.e. by use 
either activity (attack) SS37 or SS45. These attacks have common preconditions C5 
(Network (host) firewall passes through tcp/ip-packets) and C9 ("Connection “ null sessions” ) 
and different preconditions concerning the type of OS that are C24 (OS Windows)–for 
attack SS37, and–C25 (OS Unix or Linux)– for attack SS45. However, hacker 1 knows 
nothing about OS installed and tries first to execute the attack SS37. He fails because 
of OS installed in the host is not Windows and that is why he explores the second 
variant inferred in its SKBB, attack SS45. This attack is successful and hacker 
achieves the new goal that is 14x  – access to <Shared Resources> of the host.  
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Step 1, hacker 2: His first inference step looks as follows: 
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This step results in no admissible activity and hacker 2 through its SKBB can find 
out that to succeed at this step he needs to know the IP address of active hosts of the 

network, 2x . Through shared ontology hacker 2 can find out that hacker 1 knows 2x  
and hacker 2 has to coordinate his activity with the former. Hacker 2 sends message 
to hacker 1 with the respective question and in reply receives needed IP address 
selected by hacker 1 as the target of attack. This coordination step is depicted in Fig.2 

by dashed block arrow outgoing from the goal 2x already "achieved" by hacker 1.  
It is important to note that if the state of a hacker (a coalition–in general case) is 

not updated after the reasoning iteration (no new potentially achievable goals are 
inferred) then the hacker (coalition) can try to enrich its state via coordination act, and 
his SKBB provides him with the possibility to determine (through analysis of the 

relationship XAV 1) what additional inputs (facts) has to be added to his state to make 
it possible to perform this or that activity and which hacker (coalition) is capable to 
help him in this respect immediately or later after performance of certain activities. If 
coordination based enrichment of the hacker (coalition) state is impossible then 
eventual goal(s) is unattainable, and hacker has to refuse from its achievement.  

The same situation occurs in the case if hacker tries to perform the inferred 
activities, but all of them fail. Like in the previously considered situation, he has 
either to enrich his state via coordination act (immediately or with a delay) or refuse 
from further activities aiming at achievement of the eventual goal(s). Other possibility 
is to update its beliefs about the state of the environment and/or state of the opponent.  

An example of admissible step of COA can be given based on SKBB of hacker 2. 
For instance, after achievement of the goal 

14x  resulting from the first step he cannot 

go forth if the goal 15x  is not achieved by hacker 1. Therefore hacker 2 have the 

following possibilities: (1) ask hacker 1 to provide with information associated with 
achievement of the goal 15x  if the latter is achieved by hacker 1; (2) wait this event if 

it is not yet achieved or (3) refuse from attack continuation to achieve the goal 21x .  

Let us assume that hacker 2 receives information associated with the goal 2x  and 
undertakes the new attempt of inference:  
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1 We omit here the details of how this can be done due to the lack o the paper space. 
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The inference result is that hacker 2 can undertake attacks SS52 and SS49, which, 

if successful, potentially allow to achieve the goals 15x  (<Users’  Identifiers> are 

known>) and 16x  (<Security identifier (SID) is known>) respectively. For success of the 

first of attacks, SS52, the precondition C5 (<Network (host) firewall passes through tcp/ip-
packets>), C25 (<OS Unix or Linux>) and � 29 (<Service finger (port 79) is active and 
accessible>) must be satisfied. The attack SS49 can be potentially successful if the 
same precondition C5 and also C8 (<Windows (NetBIOS)>) and C9 (<Connection “ null 
sessions” >) are met. If hacker started from SS49 attack he would fail because 
precondition C8 is not satisfied (in the host OS Linux is installed). On the contrary, 
SS52 attack can be successful because it is directed against the host with OS Linux 

installed. Let hacker 2 (e.g. after the second attempt) achieves the goal 15x .  

Step 2, hacker 1. Before planning new step of COA the coalition has to transform its 
SKBB according to new facts received (goals achieved) changing the coalition state. 
Respectively, before the step 2, the coalitions have to transform their SKBBs to new 
states. In general case this is done as follows:  
1. Failed activities of the previous step are substituted in SKBB matrix by symbol Ø 
since they cannot be so far used in the next step of COA.  
2. The successful activities are substituted by Ø since there is no need to use them 
again.  
(This is no necessity to use them again at the next step of the coalition COA).  
3. Nonterminals corresponding to the goals achieved are substituted by the respective 
terminal symbols.  

Thus, the active state of the hacker 1 SKBB before the second step of COA 
planning is as follows:  
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Iteration (7) with this matrix does not update the hacker 1 state, but based on 

relationship XAV  he finds out that he needs coordination with hacker 2 while waiting 

when the latter achieves the goal 15x . While receiving (if any) 
15x  (<Users’  

Identifiers>) hacker 1 infers via iteration that the goal 21x  can be achieved if only the 
activity SS63 is successful:  
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While implementing the attack SS63, hacker 1 makes sure that he fails (since the 
precondition C24 is not held) and the eventual goal 21x  is not achieved.  

Step 2, hacker 2: Active state of hacker 2 SKBB after first step attack is as follows: 
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The result of the next iteration with this SKBB is as follows:  
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Hacker 2 successfully implements the inferred attack, SS75 because all the 
preconditions are satisfied.  
Step 3, hacker 2: New active state of the hacker's 2 SKBB after successful 
implementation of the attack SS75 is as follows: 
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Next iteration looks as follows:  
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Hacker 2 realizes the SS84 attack, which finds out successful since its 

preconditions are satisfied. Thus, hacker 2 achieves eventual goal 32x –<Admin (root) 

Password> is known>, i.e. he got access to the password of the host administrator.  
Let us comment the reasoning mechanism described by example. It is proved in 

[11] that if all the preconditions of the coalitions SKBBs are held then after no more 
than n iterations (n is the total dimensionality of the vector X), the process is stopped 
due to one of the following situations: 
• Either a part or all eventual goals is achieved. In this case the respective positions 

of the vector X ( )k , k≤ n, corresponding to eventual goals are assigned as 
terminals. The chains of activities with their inputs constitute the dynamically 
inferred COA (represented in sequential–parallel form) of the eventual goals 
achievement. In general case some position of the vector X ( )k  can remain to be 
assigned symbol Ø, what means that not all goals appearing in SKBB can be 
achieved.  
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• Or it is established that all or some goals are unachievable (coalition operation 

cannot achieve some or all eventual goals) from the initial state of coalitions, e.g. 
in the above described case the goal 21x  is unachievable.  

The above statements are also held for the SKBB with preconditions. Indeed, 
preconditions represent reactions of the environment. If to delete from SKBB the 
nodes corresponding to activities whose preconditions are not held for the task at hand 
and respective edges then the dimensionality of vector X specifying the resulting 
SKBB cannot increase and therefore the complexity cannot also increase.  

6. Conclusion 

The paper objective is to present a new formal framework for specification of 
Scenario Knowledge and Beliefs Bases (SKBB) for computer support of coalition 
operation dynamic planning, performance and coordination. It is based on formal 
grammar framework represented in matrix form enriched by attribute component, and 
on use of substitution operation allowing hierarchical specification of the COAs 
(scenarios) world. Although the developed framework is based on the ideas presented 
in the papers [11, 6], it contains a number of novelties oriented to its use for formal 
representation of scenario knowledge and beliefs, dynamic inference of COA and 
coordination of activities of coalitions executing joint operation.  

The peculiarities of the framework are as follows: it (1) possesses built-in efficient 
inference mechanism that can be implemented in both "data driven forward chaining 
reasoning" and "goal driven backward chaining reasoning" modes1. It is important to 
note that the efficiency of the reasoning mechanism is achieved due to certain 
pauperization of the expressive power of the SKBB representation language; (2) 
allows to dynamically infer coordinated COAs of coalitions executing joint operation; 
(3) takes into account an unpredictable reaction of environment and adversary activity 
of an opponent; and (4) allows hierarchical specification of SKBB.  

We are now at the beginning of implementation of the proposed approach to COA 
dynamic planning and thus future works are manifold. The first task is to in-depth 
development of algorithms aiming at combined use of both "data driven forward 
chaining reasoning" and "goal driven backward chaining reasoning". The second one 
is development of a software tool destined for support of specification of SKBB and 
built-in reasoning mechanism. The third important task is simulation-based 
exploration of the framework properties and its validation on the basis of a number of 
applications from COA planning.  
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Abstract. To manage any coalition operation an efficient knowledge 
sharing between multiple participating parties is required. The paper 
describes application of an earlier developed ontology-driven KSNet 
(Knowledge Source Network) – approach to coalition health service 
logistics support. The major discussed aspects cover ontology-driven 
knowledge description, knowledge representation using formalism of 
object-oriented constraint networks, architecture of an adaptive agent 
for on-the-fly problem solving and a case study. 

1 Introduction  

Coalition operations are based on temporary alliances of loosely associated groups 
of agents (organization units, tools, people, etc.), each with its own level of 
commitment to the coalition in which it participates, each with its own agenda, and 
each engaged in a limited role within the operation. Some examples of coalition 
operations include: 

− Large-scale air operations and/or joint aerospace operations based on large-scale 
dynamic systems. These operations are usually distributed and take place in an 
uncertain and rapidly changing environment. Here, information collection, 
assimilation, integration, interpretation, and dissemination are needed [1, 4].  

− Focused logistics operations and/or Web-enhanced logistics operations 
addressing sustainment, transportation and end-to-end rapid supply to the final 
destination. Here, distributed information management and real-time 
information fusion to support continuous information integration of all 
participants of the operations are needed [13]. 

− War avoidance operations such as peace-keeping, peace-enforcing, non-
combatant evacuation and health service and disaster relief operations. In 
classical war operations the technology of control is strictly hierarchical, unlike 
operations other than war are very likely to be based on cooperation of a 
number of different, quasi-volunteered, vaguely organized groups of people, 
non-governmental organizations, institutions providing humanitarian aid but 
also army troops and official governmental initiatives. Here many participants 
will be ready to share information with some well specified community [6]. 

As it can be seen to manage any coalition operation an efficient knowledge 
sharing between multiple participating parties is required. This knowledge must be 
pertinent, clear, and correct, and it must be timely processed and delivered to 
appropriate locations, so that it could provide for situation awareness. This is even 
more important when coalition operations involve coalitions uniting resources both of 
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government (military, security service, community service, etc) and non-government 
organizations. 

One of scientific directions addressing the above issues is Knowledge Logistics 
(KL) [9]. It stands for acquisition of the right knowledge from distributed sources, its 
integration and transfer to the right person within the right context, at the right time, 
for the right purpose. Presented in the paper approach to KL is called “Knowledge 
Source Network” (KSNet-approach). It utilizes principles of Ambient Intelligence 
implying synergistic use of knowledge from different sources in order to complement 
insufficient knowledge and to obtain new knowledge. The approach is based on such 
advanced technologies as open services, intelligent agents, etc. Since KL assumes 
dealing with knowledge contained in distributed and heterogeneous sources, the 
approach is oriented to ontological model providing for a common way of knowledge 
representation to support semantic interoperability. 

The aim of Binni [7] scenario is to provide a rich agent technology environment, 
focusing on new aspects of coalition problems and new technologies demonstrating 
the ability of coalition-oriented agent services function in an increasingly dynamic 
environment. This was a main reason of using this scenario as a case study for the 
system KSNet in regard to the KL technology. 

The rest of the paper will describe a new application of the earlier developed by 
the authors KSNet-approach to coalition health service logistics operations [15]. The 
choice was motivated by the fact that this topic presents numerous challenges in such 
different areas as resource management, logistics, and other. 

2 Ontology-Driven KSNet-Approach  

2.1 Overview 
To choose the knowledge representation model for the KSNet-approach different 

models such as frames, semantic networks, etc. were analyzed. As a result the 
formalism of object-oriented constraint networks based on some features of the above 
mentioned models was chosen since application of constraint networks allows 
simplifying the formulation and interpretation of real-world problems that are usually 
presented as constraint satisfaction problems in such areas as management, 
engineering, etc. (e.g., [2]). Consequently, the approach was built upon the constraint 
satisfaction/propagation technology for problem solving. ILOG [14] was selected as a 
constraint satisfaction/propagation technology for the approach since it incorporates a 
powerful constraint solver that allows definition of solving processes and constraint 
propagation mechanisms, it is based around C++ libraries and thereby it can be easily 
integrated into various programs and applications. 

Fig. 1 explains roughly basic concepts of KSNet-approach and multi-level 
knowledge source (KS) network configuration. The upper level represents a 
customer-oriented knowledge model (consisting of some elements ai) based on a 
fusion of knowledge acquired from network units (KSs) that constitute the lower level 
and contain their own knowledge models (consisting of some elements sj). These 
models and relationships between them may change over time (e.g., t1 and t2 in the 
figure) with model elements being dependent on the time as well. As a result the 
combination of these models can be considered as a dynamic network. Thereby, the 
KL problem in the here presented approach is considered as a configuration of a 
network including end-users, knowledge resources, and a set of tools and methods for 
knowledge processing located in the network-centric environment. Such network of 
loosely coupled sources is referred to as a knowledge source network or “KSNet”, 
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and the approach is called KSNet-approach. A detailed description of the approach 
can be found in [9].  
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Fig. 1. KSNet-approach: distributed multi-level knowledge logistics as a KS network 

configuration 

2.2 Knowledge Representation Formalism 
As a general model of ontology representation in the system "KSNet" 

implementing the approach, an object-oriented constraint network paradigm (Fig. 2) 
was proposed [8]. This model defines the common ontology notation used in the 
system. According to this representation an ontology (A) is defined as: 
A = (O, Q, D, C) where: O – a set of object classes (“classes”); each of the entities in 
a class is considered as an instance of the class. Q – a set of class attributes 
(“attributes”). D – a set of attribute domains (“domains”). C – a set of constraints. 
Some examples of usage of this notation are given in sec. 4.1. 

For the chosen notation the following six types of constraints have been defined 
C = CI ∪ CII ∪ CIII ∪ CIV ∪ CV ∪ CVI: CI = {cI}, cI = (o, q), o∈O, q∈Q – accessory of 
attributes to classes; CII = {cII}, cII = (o, q, d), o∈O, q∈Q, d∈D – accessory of 
domains to attributes; CIII = {cIII}, cIII = ({o}, True ∨ False), |{o}| ≥ 2, o∈O – classes 
compatibility (compatibility structural constraints); CIV = {cIV}, cIV = 〈o', o'', type〉, 
o'∈O, o''∈O, o' ≠ o'' – hierarchical relationships (hierarchical structural constraints) 
“is a” defining class taxonomy (type=0), and “has part”/“part of” defining class 
hierarchy (type=1);CV = {cV}, cV = ({o}), |{o}| ≥ 2, o∈O – associative relationships 
(“one-level” structural constraints); CVI = {cVI}, cVI = f({o}, {o, q}) = True ∨ False, 
|{o}| ≥ 0, |{q}| ≥ 0, o∈O, q∈Q – functional constraints.  

To make it possible for the system to process information contained in 
heterogeneous KSs a mechanism supporting import of source knowledge 
representation is provided for. At present the import from DAML+OIL representation 
language into the internal representation is available. 

The main constructions mapped from DAML+OIL ontologies to the system 
“KSNet” notation are: 

− DAML: Class 
− DAML: ObjectProperty 
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Fig. 2. Object-oriented constraint network paradigm 

− DAML: DatatypeProperty 
Summary of the possibility to convert knowledge elements from DAML into the 

internal format of the system "KSNet" is presented in Table 1. 

Table 1. Compatibility between knowledge representation formalisms of DAML+OIL 
and object-oriented constraint networks (internal formalism of the system "KSNet") 

Element Groups Elements form DAML+OIL 
Elements supported by the 
notation accepted in the system 
KSNet 

Class  
complementOf 
DatatypeRestriction 
Disjoint 
disjointWith 
maxCardinality 
maxCardinalityQ 

minCardinality 
minCardinalityQ 
ObjectRestriction 
Ontology 
Restriction 
versionInfo 

Elements weakly supported by the 
notation accepted in the system 
KSNet 

cardinality  
cardinalityQ  
DatatypeProperty  
domain   

range  
subClassOf  
unionOf 

Elements not currently supported 
by the notation accepted in the 
system KSNet but such support is 
possible 

hasClass  
hasClassQ  
hasValue  
Imports 
inverseOf 

ObjectProperty  
onProperty  
sameClassAs  
samePropertyAs  
toClass 

Elements not currently supported 
by the notation accepted in the 
system KSNet and such support 
requires additional research 

differentIndividualFrom 
disjointUnionOf  
equivalentTo  
intersectionOf  
oneof  

sameIndividualAs  
subPropertyOf  
TransitiveProperty  
UnambigousProperty  
UniqueProperty 

3 Coalition Health Service Logistics as a Case Study  

Health service logistics support in coalition operations presents numerous 
challenges due to a variety of different policies, procedures and practices of the 
members of the operations, e.g., difference in doctrine, logistics mobility, resource 
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limitations, differing stockage levels, interoperability concerns, competition between 
participants for common support. 

In [15] six major principles of joint activities logistics applying to operations other 
than war are selected. It is believed that these principles are also major principles for 
success of health service logistics operations. The principles supported by the 
presented here approach (text in parentheses describes how this support is 
implemented) include: 

− Objective. There must be a clearly defined, decisive and attainable objective, 
and all the efforts of each operation member have to be integrated into the total 
effort of achieving strategic aims and cumulating in the desired end state (in the 
approach the objective is the request). 

− Unity of effort. There must be a close coordination of all the operation members 
provided leading toward the main goal and every subgoal (application of 
ontologies provides for semantic operability between the members so that they 
could coordinate their subgoals). 

− Perseverance. In coalition operations strategic goals may be accomplished by 
long-term involvement, plans, and programs. Short duration operations may 
occur, but these operations have to be viewed as to their impact on the long-
term strategic goals (the application ontology refers to smaller, probably, short-
term subgoals or tasks within the whole complex long-term problem). 

− Restrain. Coalition other than war operations put constraints on potential actions 
that can be undertaken by the operation's members to achieve their goals 
(constraints are supported by the chosen formalism of object-oriented constraint 
networks). 

The following principles are not directly addressed by the presented approach; 
however there are no barriers to incorporate them: 

− Legitimacy. Legitimacy involves sustaining the people's willingness to accept 
the right of the operation' leader to make and carry out decisions so that their 
activities would complement, not detract from, the legitimate authority of the 
leaders. 

− Security. Security is a very important issue in coalition operations, especially in 
those related to healthcare and involving military forces. The operation's leaders 
and members have to ensure that they include security measures. 

Coalition other than war operations may have different missions. E.g., they can be 
related to disaster relief, noncombatant evacuation, humanitarian assistance, peace 
operations, and other. For the presented case study a task of health service logistics 
has been chosen; particularly, it is devoted to mobile hospital configuration. 

3.1 General Description of Scenario 
The goal of the presented here scenario is to demonstrate an application of the 

developed KSNet-approach to problems related to coalition operations. The 
considered task is a portable hospital configuration for a given location in the Binni 
region. 

The nature of coalition-based operations has spanned a broad range of missions 
from war through operations other than war (OOTW). The OOTW cover a range of 
missions where sides are not in direct conflict but are required to perform a “neutral 
third party” operation. This is usually the result of a situation that is beyond the 
capability of the individual sides to resolve because it is an internecine issue or is 
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beyond their individual resources. The missions may be further subdivided into war 
avoidance and humanitarian aid missions. The war avoidance operations cover the 
spectrum of “policing” activities that are required to restore “peaceful normality” in 
hostile situations between two or more population elements in conflict. In these 
circumstances the allied forces must act as an independent arbiter or “referee”. 
Countering terrorism and international crime may also be considered to lie within 
such missions because they can also be a significantly destabilizing influence and 
may require the co-operation of international agencies in order to limit their insidious 
effects. 

With the above factors in mind, “Binni – Gateway to the Golden Bowl of Africa” 
is a hypothetical scenario based on the Sudanese Plain. The countries of Gao, Agadez 
and Binni are fictitious, as are the events, organizations and personalities that lead to 
the crisis requiring UN intervention. However, it provides a backdrop against which a 
number of exercises typical of those anticipated for future coalition force operations 
are to be developed. Details of the scenario are given in a comprehensive document 
developed for the DARPA CoABS (Control of Agent Based Systems) program [7]. 

This case study was used in other works related to coalition operations and 
multiagent environments (e.g., CoAX [11], CPlanT [5], ChiPs [3]). 

3.2 Coalition Health Service Logistics Based on the Binni Scenario 
The experimentation with Binni scenario is intended for demonstration of how the 

developed KSNet-approach can be used for support of coalition-based OOTW. 
The following request is considered: 
Define suppliers, transportation routes and schedules for building a hospital of 

given capacity at given location by given time. 
As a result of the analysis of this request the following modules were defined: 
− Hospital allocation. This subproblem deals with finding the most appropriate 

location for a hospital to be built considering such factors as locations of the 
disaster, infrastructure facilities (location of power grids, water supply systems, 
etc.), nearby cities and towns, communications facilities (e.g., locations of 
airports, roads, etc.) and decision maker's choice and priorities. 

− Resource Allocation. This subproblem deals with finding the most efficient 
components for the hospital considering such factors as component suppliers, 
their capacities, prices, transportation time and costs and decision maker's 
choice and priorities. 

− Routing. This subproblem deals with finding the most efficient ways of delivery 
of the hospital's components from available suppliers considering such factors 
as communications facilities (e.g., locations of airports, roads, etc.), their 
conditions (e.g., good, damaged or destroyed roads), weather conditions (e.g., 
rains, storms, etc.) and decision maker's choice and priorities. 

− Components definition. This subproblem deals with definition of what 
components the hospital should consist of in each particular case. It is based on 
using templates that correspond to different disaster types (such as fire, flood, 
earthquake, etc.). 

These subproblems do not pretend to be a sufficient list for the hospital 
configuration problem. They were selected as most interesting and covering different 
types of tasks (configuration, routing, etc.). All these subproblems are described in 
detail in the rest of the paper. 
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4 Implementation of the Scenario  

4.1 Application Ontology Creation 
Being a context dependent conceptual model that describes a real-world 

application domain depending on a specific user request and relevant to its particular 
domains and tasks, application ontology (AO) plays a central role in the request 
processing and also represents joint knowledge of the user and KSs. When a request 
enters the system an appropriate AO is built and connection of the found sources is 
performed. After this the request is processed.  

Fig. 3 represents the most important elements of the resulting AO for this 
humanitarian problem. It was built based on different ontologies obtained from free 
Internet sources. These ontologies are enumerated in Table 2.  
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Fig. 3. AO for hospital configuration problem 

Below, some examples of ontology elements are presented with regard to the 
formal ontology definition given above: 

− portable hospital is a class (o1 ∈ O); 
− material costs is an attribute (q1 ∈ Q); 
− domain 1 (d1 ∈ D) is positive real numbers (R+) 
− the attribute material costs (q1) belongs to the class portable hospital (o1): 

cI
1 = (o1, q1); 

− the attribute material costs (q1) belonging to the class portable hospital (o1) may 
take positive real values: cII

1 = (o1, q1, d1); 
− a class hospital bed (o2) is compatible with a class hospital bed supplier (o3): 

cIII
1 = ({o2, o3}, True); 

− an instance of the class furniture (o4) can be a part of an instance of the class 
portable hospital (o1): cIV

1 = 〈o1, o4, 1〉; 
− a hospital bed (o2) is furniture (o4): cIV

2 = 〈o2, o4, 0〉; 
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Table 2. Ontologies used for building "hospital configuration" application ontology 

Ontology URL Format 

Clin-Act (Clinical Activity), the library 
of ontologies [10] 

http://saussure.irmkant. 
rm.cnr.it/onto/ 

KIF 

Upper Cyc/HPKB IKB ontology with 
links to SENSUS, Version 1.4 [12] 

http://www-ksl-
svc.stanford.edu:5915 

Ontolingua 
(KIF) 

Loom ontology browser, Information 
sciences Institute, The University of 
Southern California [16] 

http://sevak.isi.edu:4676/ 
loom/shuttle.html 

Loom 

North American Industry Classification 
System (NAICS) code, DAML Ontology 
Library [17] 

http://opencyc.sourceforge. 
net/daml/naics.daml 

DAML 

The UNSPSC Code (Universal Standard 
Products and Services Classification 
Code), DAML Ontology Library, 
Stanford University [18] 

http://www.ksl.stanford. 
edu/projects/ 
DAML/UNSPSC.daml 

DAML 

Web-Onto [20] http://eldora.open.ac.uk: 
3000/webonto 

OCML 

− an instance of the class hospital bed (o2) can be connected to an instance of the 
class hospital bed supplier (o3): cV

1 = (o2, o3); 
− the value of the attribute material cost (q1) of an instance of the class portable 

hospital (o1) depends on the values of the attribute cost (q2) of instances of the 
class furniture (o4) connected to that instance of the class facility and on the 
number of such instances: cVI

1 = f({o4}, {(o1, q1), (o4, q2)}); 
These examples do not pretend to be a complete ontology definition because the 

entire AO is very complex. 
An analysis of the built AO showed a necessity of finding and utilizing KSs 

containing the following information/knowledge: 
− hospital related information (constraints on its structure, required quantities of 

components, required times of delivery); 
− available UN and friendly suppliers (constraints on suppliers’ capabilities, 

capacities, locations); 
− available UN and friendly providers of transportation services (constraints on 

available types, routes, and time of delivery); 
− geography and weather of the Binni region (constraints on types, routes, and 

time of delivery, e.g. by air, by trucks, by off-road vehicles); 
− political situation, e.g. who occupies used for transportation territory, existence 

of military actions on the routes, etc. (additional constraints on routes of 
delivery). 

Since AO is generic it can be later used to solve other tasks of the same nature in 
the Binni region. Example requests can be as follows: 

− by what time a hospital/camp… of given capacity at given location can be built? 
− where is better to built a hospital/camp…? 
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− find the best route to deliver something from point A to point B., etc. 
Below, descriptions of the subproblems are presented. Each subproblem is related 

to an appropriate part (slice) of AO. These slices are defined within AO via 
relationships between classes and attributes and methods' input and output 
parameters. 

4.2 Components Definition 
In the viewed example the following simplistic but illustrative hospital Bill of 

Materials (BOM) structure (Fig. 4) is considered as default: 
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Fig. 4. BOM structure 

− hospital bed consisting of (i) bed frames and (ii) mattresses; 
− operating table consisting of (i) table units and (ii) table frames; 
− medical toolsets consisting of (i) plastic accessories and (ii) metal accessories; 
Depending on the disaster context the BOM structure may vary. 

4.3 Hospital Allocation 
This subproblem is devoted to finding the most appropriate location for a hospital 

to be built considering such factors as locations of the disaster, infrastructure 
facilities, nearby cities and towns, communications facilities (e.g., locations of 
airports, roads, etc.) and decision maker's choice and priorities. This task is 
considered in the following way: 

There are several points (defined by attributes: (1) position X, Y and (2) type 
Cityi, Disasterj, InFck (city, disaster, and infrastructure facilities). There is a set of 
points suitable for mobile hospital location Si. 

Goal function (maximal distance): 
MaxDist {Sl} = max ( min ( Dist (Sl ,Cityi) ); min ( Dist (Sl, Disasterj) ); min ( Dist 

(Sl, InFk) ) ) 
The goal is to find the best Si minimizing MaxDist. 
Minimize MaxDist {Si} selecting best hospital location Si. 
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4.4 Resource Allocation 
This subproblem is devoted to finding the most efficient hospital configuration 

considering such factors as: 
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− Hospital requirements (type and quantity of material or goods, e.g. five 
operational tables or four tool sets); 

− Supplier properties (productivity (number of available goods), cost or unit price 
(cost per one goods, and cost per one order), transportation cost (per one goods, 
and travel cost per one order)), availability of the supplier. 

− Optimization parameter (cost or time) 
The output (result) is: 
− The set of pareto-optimal combination of suitable suppliers, where set of 

parameters (number of ordered goods, types of ordered goods, manufacturing 
and transport costs) have been defined for every supplier; 

− Total cost and time. 
This task is solved using ILOG Configurator. The set of goals was formulated as 

follows: 
− configure the hospital: attach components (find most appropriate components) 
− define and configure component: attach suppliers (find most appropriate 

suppliers) 
− define supplier (define supplier's parameters) 

4.5 Routing 
This subproblem is devoted to finding a pareto-optimal set of routes of delivery of 

the hospital's components from chosen suppliers considering such factors as 
communications facilities (e.g., locations of airports, roads, etc.), their conditions 
(e.g., good, damaged or destroyed roads), weather conditions (e.g., rains, storms, etc.) 
and decision maker's choice and priorities. 

This task was solved using ILOG Dispatcher. This tool is specially designed for 
solving transportation related tasks. ILOG Dispatcher offers a variety of solution 
search and solution generation heuristics. In the prototype the savings heuristic and 
guided local search heuristic were used since they showed the best performance for 
the given task. 

Possible results of this subproblem solution are presented in Fig. 5. The figure 
uses the following notations. Small dots are the cities of the region. The city indicated 
with a pin (Aida) is the closest to the disaster (indicated with a cross) city where the 
mobile hospital is to be built. The bigger dots are the cities where suppliers are 
situated; these cities have to be visited (Libar, Higgville, Ugwulu, Langford, Nedalla, 
Laki, Dado). Transportation routes are shown as lines. The lines with trucks denote 
routes of particular vehicle groups (indicated with appropriate callouts). Other lines 
are routes that are not used for transportation in the solution. Lines attached to the 
closed cities (indicated with thunderstorms next to them) are not available for 
transportation. 

4.6 Intelligent Support Based on On-the-Fly Problem Solving 
Since the above tasks are similar and may differ in parameters and in structure an 

on-the-fly problem modification and solving based on adaptive software modules are 
required. For this purpose the described approach implements "adaptive agents" that 
can modify themselves when solving a particular problem. This section describes the 
mechanism of their implementation via an example of knowledge fusion (KF) agent 
that is responsible for constraint-based problem solving (e.g., configuration problems, 
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Fig. 5. Example routing plan 

routing problems, etc.) based on existing knowledge. The problem is described by 
AO. Upon receiving the request the agent loads this AO and generates an executable 
module for its solving on-the-fly. Here the dynamic constraint satisfaction problem is 
represented as a sequence of static problems. Below, a detailed description of the KF 
agent is given since it plays the key role in on-the-fly problem solving. Fig. 6 shows 
the architecture of the KF agent. It utilizes such tools as ILOG Configurator, 
Dispatcher and Solver for constraint satisfaction and additional developed software 
modules for other tasks. 

 
Multiagent Platform 

Knowledge Fusion 
Agent 

ILOG Solver 

XM
L-

R
PC

 

ILOG Configurator ILOG Dispatcher 

Tools for Calculations

 
Fig. 6. Architecture of the KF agent 

To solve such dynamic problems a novel on-the-fly compilation mechanism is 
proposed in the presented approach. Roughly outlined this mechanism is based on the 
following ideas (Fig. 7): 

− a pre-processed user request defines (1) what ontologies are to be used for the 
problem domain description, and (2) what KSs are to be used; 

− C++ code is generated on the basis of information extracted from (1) the user 
request (goal, goal objects, etc.), (2) appropriate ontologies (classes, attributes, 
and constraints), and (3) suitable KSs; 

− the compilation is performed in an environment of the prepared in advance C++ 
project; 
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Fig. 7. The concept of the on-the-fly compilation mechanism 

− failed compilations/executions do not interrupt the system work on the whole; 
an appropriate error message is generated. 

The essence of the proposed on-the-fly compilation mechanism is to write the 
ontology elements (classes, attributes, constraints) to C++ file directly so that it could 
be compiled into ILOG-based program (as it was mentioned above ILOG was chosen 
as a constraint solver in this approach). The KF agent responsible for the problem 
solving creates the  C++  file based on these data and inserts the program source code 
into the program prepared in advance. The program is compiled in order to create an 
executable file in the form of dynamic-link library (DLL). After that the KF agent 
calls a function from DLL to solve the problem. Input and output data is transmitted 
in the form of XML via XML_RPC protocol (Fig. 6). The experiments showed that 
for complex problems the compilation time is significantly less than the time of the 
problem solving by the generated program (Fig. 8). 

 
Fig. 8. Experimentation with KF agent 

5 Case Study for Future Work 

Here presented approach is originally problem-independent and can be applied to 
other coalition application domains by creation of a new AO describing the new 
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problem(s) and finding and attaching appropriate KSs. A new case study to be 
implemented in the future is described below. 

The chance to survive for wounded is currently more than twice higher than 
before: 7.4 injured service members for every killed in 2004 Iraq war against 3.2 in 
1991 Gulf war [19]. One of possible ways to increase these chances even higher is to 
develop an efficient evacuation system. The problem of evacuation operation 
planning & management is considered as a problem for the future case study. This 
problem is very complex and includes tasks from such areas as logistics, diagnosing 
and other and thereby its solving will require intensive usage of knowledge. 
Importance of intelligent systems in the area of management has been widely 
recognized recently, particularly, in the context of decision making.  

The goal of this case study is to produce efficient plans for treatment and 
evacuation of injured people based on information available in different sources. As a 
case study the Binni scenario is used.  

The proposed scenario is described below and represented in Fig. 9.  

Patient 
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Fig. 9. Proposed scenario for evacuation operation planning & management 

Information about the patient (location, injury, time of injury, current condition) 
and some specific data stored in his/her microchip (such as ID, diseases such as 
diabetes or allergy, etc.) are transferred to the system. Besides this information the 
systems acquires additional personal information (disease history, regular drug 
prescriptions, etc.) and knowledge required for diagnostics and possible courses of 
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treatment and drug prescriptions from available sources. The information from the 
sources is extracted in a particular context (patient location, type of injury, current 
condition, etc.) and can be of certain probability. 

Local mobile ambulatory, naval hospital (e.g., ship-based) and evacuation 
facilities provider(s) supply actual information about their facilities and current and 
possible future capacities. Weather forecasts and region geography are also required. 
Most of this information will be also uncertain and assigned with probability. 

Based on all these information a probabilistic constraint satisfaction model will be 
built. The objective will be to reduce the probability of the patient’s death by making 
a decision about his/her treatment and defining the appropriate schedule of the 
evacuation operation depending on the current condition of the patient. Possible 
decisions are: 
- treat the patient at site (e.g., in case of light injury); 
- send mobile ambulance to the site and treat the patient there (e.g., when injury is 

not very dangerous and/or transportation to hospital is not possible due to the 
weather conditions); 

- help the patient at site and then send a helicopter to transport him/her to the naval 
hospital (e.g., for further surgical intervention); 

- send a helicopter to transport the patient to the naval hospital immediately (e.g., for 
urgent surgical intervention); 

- send a helicopter with required equipment and medical supplies to the mobile 
ambulatory for stabilization of the patient’s condition at site. 

6 Conclusions 

The paper describes application of a developed earlier by the authors ontology-
driven approach to knowledge logistics for coalition health service logistics support. 
The scalable architecture of the approach enables its extension in regard to 
knowledge/information sources number and, thereby, in regard to factors taken into 
account during complex problem solving. Utilizing ontologies and compatibility of 
the employed ontology notation with modern standards (such as DAML+OIL) allows 
integration of the approach into existing processes and facilitates knowledge sharing 
with similar systems. Application of constraint networks allows rapid problem 
manipulation by adding/changing/removing its components (objects, constraints, etc.) 
and usage of such existing efficient technologies as ILOG.  
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Abstract. The C3I Group of TTCP established Action Group 1 in May
2003 with the goal of promoting collaborative research and
experimentation in C3I major theme area of Dynamic Planning and
Execution. This short paper gives an overview of the activities of AG1 and
presents some of the key issues that it is addressing with the intention of
soliciting support from the wider research community in its endeavors.

1 Introduction

The Action Group 1 (AG1) belongs to the Command, Control, Communications (C3)
and Intelligence (C3I) Group of The Technical Co-operation Program (TTCP). It was
established in May 2003 to promote collaborative research and experimentation between
the 5 member nations in the area of Dynamic Planning & Execution (DP&E). DP&E is
one of the three major themes in C3I. The other two are Global Awareness and Global
Information Exchange. None of the existing C3I Technology Panels (TP) or Action
Groups address the area of DP&E. TP 9, which had close working relationship with the
KSCO community, did work in the area with focus on C3 Systems Applications
Technology but the panel has now closed.

After describing the background to TTCP and AG1, this short paper will provide a
brief overview of the objectives and the activities of AG1 with the aim sharing
information with the wider research community, and if possible, soliciting support in
fostering collaborative research in the DP&E area.

2 TTCP Overview

The TTCP was established in 1957 to foster cooperation between the 5 TTCP nations
in the science and technology needed for conventional, i.e. non-atomic, national defense
[1]. The purpose was to enhance national defense at reduced cost. The scope of TTCP
includes basic research, exploratory development, and demonstrations of advanced
technology. The TTCP agreement allows the participating nations to conduct
collaborative research, share data and facilities, and carry out joint trials and exercises.

# J Berger (DRDC, Canada), N Fowler, A Holmes, T Humiston (AFRL), R Mittu, (NRL),
J Patel (DSTL, UK), G Yerace (ARL), L Zhang (DSTO, Australia)
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The C3I group, one of ten TTCP Groups, is responsible for the development of
technologies to achieve interoperable, seamless C3I systems for the support of allied and
coalition military missions [2]. The C3I Group’s activities encompass the technologies
of communications and networking, information systems, decision support, collaboration
and visualization technology, information security, and information fusion. Emphasis is
placed on the use of networked assets to conduct collaborative experiments, field trials
and simulations in order to focus on issues critical to achieving effective coalition
operations.

The C3I Group has 5 TPs and 2 AGs. A TP is a standing group that addresses an
important manageable subdivision within the technology area (e.g., TP-11 deals with
security issues inherent in network operations.).  An AG is an ad-hoc group established to
undertake a study or research activity of a specific, high-priority problem (e.g., AG-4
looks at problems inherent with sharing information in a networked environment, such as
managing information conflicts that may occur across networks). The AG is limited in
scope and has clearly stated objectives and preset milestones to accomplish those
objectives.  It is automatically terminated upon completion of its specific assignment.

3 AG1 Goal

The goal of AG1 is to investigate whether there are any gaps within national research
programs in the DP&E area of Science and Technology (S&T) that could be effectively
addressed through collaboration. One of the main objectives of the Group is to identify
national research programs aimed at new approaches, techniques and tools to address
time critical events, planning and scheduling, and logistics.

In order to meet these objectives AG1 will primarily focus on national S&T work in
the following areas: 

a.Operational level of Command and its interaction with Tactical systems for
dynamic operations in theater.

b.Investigate existing tools, techniques and applications that relate to the
manipulation of information in a time critical stressful timeframe, catering to
changes that occur as the plan is being formulated and executed.

c.“Logistics” activities will focus on asset availability, dynamic resource
planning and asset in-transit visibility.

d.“Planning & scheduling” consists of defining a set of tasks, resourcing the
tasks, and scheduling the tasks – the interactions between these three topics
will be used as the driver for activity.

4 AG1 Approach

As a C3I theme, the scope of DP&E is very wide and interrelated with many other
panels and groups in TTCP (e.g., the C3I TP1 data fusion, Joint Systems & Analysis
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Group AG10 Effects Based Operations). To help refine the scope of AG1 activities, the
group has agreed on the following definition of DP&E [3]:

The capability to continuously develop, analyse, select and flexibly execute
a robust course of action based on evolving commander’s intent,
situational awareness and force capabilities.

The AG1 has taken a top-down approach to identifying gaps in national research
program, as shown in Figure 1, below.

DP&E
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Potential areas
for collaboration

Solves
Problem Types

Focus on

Technologies

Research Projects
Employ

Military 
Capability

Drives

Gaps in National Research
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Figure 1: AG1 Approach

In order to identify gaps in national research program, a survey of research programs will
be conducted during the fall of 2004. The survey will collect information on each project
with respect to what military capability it supports, the technologies it uses and the
problem areas it addresses. To ensure a common framework is used by all participating
nations, AG1 group is currently developing standard taxonomies for Military Capability
(MC), Technologies (T) and Problem Types (PT). The data will be collected using a
common matrix of areas of interest and programs. 

5 AG1 Outputs and Challenges

One of the key challenges for AG1 is analyzing the survey results. The taxonomies
will help by providing a common language for describing national research programs.
However, there are still some outstanding issues to be addressed. While there is
considerable information on military capabilities and technologies, only limited work has
been done on identifying problem types (e.g., [4]). Indeed, there is a tendency within the
research community to use military capability and problem types synonymously. But to
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correctly categorize research projects one also needs information about the category of
problems addressed - this is not readily available in the description of military capability.

The first task is to establish the relationships between the research programs and the 3
taxonomies to determine the potential DP&E gaps for collaboration. A possible
relationship between the three taxonomies is depicted in Figure 2. The next challenge is
to determine how to identify common areas for collaboration based on the data collected.
For example, should the collaboration be driven by gaps in military capability (e.g.,
MC3) or problem types (e.g., PT4) addressed by technologies? How does one match
new technologies (e.g., T6) to existing or new (e.g., those identified by new initiatives
such as Network-Centric Warfare /Network Enabled Capability) military capabilities?

MC1 MC2

PT1 PT2 PT3

T1 T2 T3 T4

MC3

PT4

T5 T6

Figure 2: Relationship between Taxonomies

The final AG1 report is due for delivery in May 2005. Expected recommendations
from this report should be as follows:

e.The establishment of a Technical Panel to address one or more technical
challenges in the area of DP&E where collaboration efforts can be
agreed/established.

f.The introduction of accepted taxonomies for DP&E that could be used for
future work and for the categorization of existing and new work.

g.Continued TTCP use and development of a DP&E matrix for all new S&T
and research and development projects.

6 Conclusion

AG1 is now in it is second year of activity, and by April 2005, has the tough task of
identifying potential areas for research collaboration in the area of DP&E. The progress
in determining a common language and approach is so far good, but there are many
challenges that still need addressing and AG1 will not be able to fully analyze them until
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the survey into national programs and technologies has been completed. In order to meet
its goal, AG1 is keen to seek the support of the wider research community such as
KSCO. 
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Towards the Interoperability of Coalition C4I Systems and Simulations in the Global 

Information Grid via Web-Services and the use of the C2IEDM 
 

 
 
 
 
 
 

 
ABSTRACT: For years, simulations have been used by analysis and planning staffs to 
develop and rehearse operation plans, analyze results, and develop doctrine. Typically, 
combat simulations are used most heavily during the planning stages of an operation, prior 
to battlefield action. However, simulations are increasingly being used during operations to 
perform course of action analyses (COAA) and develop real-time forecasts of future 
conditions on the battlefield.   Recent efforts by the Defense Modeling and Simulation 
Office (DMSO) to improve the interoperability of C4I systems with simulations has 
provided a powerful means for rapid simulation initialization and analysis during exercises, 
and made simulations more useful and responsive as the exercises are executed.  These 
DMSO efforts involve technology development to support the integration of operational 
C4I systems, such as those in the Global Command and Control System (GCCS), with 
simulations such as the Integrated Theatre Engagement Model (ITEM) and the Joint 
Warfare Simulation (JWARS).  This paper will describe the FY03 GCCS-ITEM-Intelligent 
Agent Federation project and also provide a description of the phase I (FY03) JWARS-
GCCS Integration project.  We will then describe the FY04 Simulation-to-C4I Connectivity 
project, which is integrating the results of these two projects, leveraging the agents 
developed for the GCCS/ITEM federation, and extending them with additional monitoring 
capabilities to support the use of JWARS as an embedded tool for the C4I operator.  In this 
integrated project, interfaces between operational C4I systems, simulations, and intelligent 
agents are designed to exploit web-service technologies and the standardized information 
exchanges described by the NATO and Multilateral Interoperability Programme Command 
and Control Information Exchange Data Model (C2IEDM).   

 
1.  Introduction 
 

During FY03, DMSO sponsored two significant projects in the area of Simulation-to-C4I technology.  
The first project addressed the integration of the Global Command and Control System (GCCS), Integrated 
Theatre Engagement Model (ITEM), and intelligent agents to support execution monitoring.  The idea behind 
this approach was to develop a plan to be executed (accomplished using ITEM), use that same plan in ITEM to 
establish the baseline expectations for the battlefield conditions, and compare those expectations to the actual 
battlefield course of action (as represented in GCCS).  The focus was on the use of intelligent agents to identify 
deviations in actual operations from what was expected in the simulated plan and alert the GCCS operator when 
the deviation exceeded a predefined threshold.   

Connectivity between the GCCS-ITEM federation was provided through the High Level Architecture 
(HLA) Run-Time Infrastructure (RTI).  The Critical Mission Data over RTI (CMDR) software was used to 
bridge the GCCS-ITEM federation to the Control of Agent Based System (CoABS) software agent federation.  
Agents on the grid were responsible for detecting deviations between the actual track movements represented in 
GCCS with simulated tracks in ITEM, and initiating alerts when such deviations exceeded a pre-defined 
threshold.  This proof of concept was successfully demonstrated in February, 2004. 

Simultaneously, the second project addressed the ability of GCCS and JWARS to share real-time track 
data, compare them algorithmically, alert the GCCS operator when results of the comparison exceeded a 
predefined threshold, and allow the GCCS operator to use JWARS for real-time Course of Action Analysis 
(CoAA).  This project differed from the first in its focus on simulation-to-C4I data sharing.  While the first 
project relied entirely on simulation data within ITEM to supply both the planned and actual scenarios, the 
second used real world (and proved the potential for real-time) track data to initialize JWARS and feed GCCS. 
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While the first project determined the viability of incorporating intelligent agent technology in problems 
of this nature, this second project instead used a simple algorithmic comparison.  Another difference is that the 
second project “embedded” JWARS operationally, emphasizing the use of JWARS to establish the baseline 
expectations for battlefield activity as well as to develop multiple options for follow-on action when the operator 
determined that an alert required a change in the predetermined operational plan.  This proof of principle was 
demonstrated in October, 2003. 

As a result of these successes, DMSO funded a continuation of these projects, integrating them to bring 
these technologies together and adding a new connectivity focus.  Built upon leveraging the value of intelligent 
agents and simulation technology to empower the battlefield commander, the current (FY04) project 
incorporates Web interfaces and provides a proof-of-principle for addressing the technical and interoperability 
challenges of the Global Information Grid. 
 
2.  Project 1:  GCCS-ITEM-Intelligent Agent Federation (FY03) 
 

In establishing the Simulation-to-C4I program for FY03, DMSO identified the need to further examine 
the maturing research in intelligent agents and evaluate its potential for use in simulations.  Intelligent agents 
have the potential to monitor extremely large amounts of data, sift through the data to extract (pre-identified) 
information, and present that information as existing knowledge to the operator.  The strength in this technology 
is its ability to monitor data; the challenge is to determine the criteria and thresholds that separate “significant” 
data from all other.  The goal for this initial project was to prove that such technology could be integrated into a 
simulation federation and provide additional value to the simulation operator.  The challenge was to develop the 
necessary connectivity to ensure that the agents were able to fully perform in the federation environment. 

This initial project consisted of three principal components:  (1) the Track Data Base Manager (TDBM) 
from the GCCS, (2) the ITEM simulation, and (3) the CoABS grid, which provided the intelligent agents to the 
federation.  Two key connectivity components were also necessary:  (1) the GCCS HLA Ambassador (shortened 
to Ambassador), which acts as a GCCS segment in extracting TDBM data and posting it to the HLA RTI 
simulation backbone for transfer to other federates, and (2) the CMDR bridge, which resided on the CoABS grid 
and connected it to the HLA RTI.  The system architecture is shown in Figure 1.  Further details of system 
components can be found in [2,3]. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

In operation, the process began when the Ambassador extracted “real world” tracks from the TDBM 
and provided them to ITEM.  Both systems were simultaneously initialized, after which the GCCS TDBM 
published updated track information, and ITEM published forecasted track movement based on the set of initial 
TDBM tracks.  The CMDR subscribed to both sets of track data and transferred them to intelligent agents on the 
CoABS grid for analysis.  As the intelligent agents analyzed the data, alerts, or retractions of alerts, were 
generated according to predefined thresholds.  Alerts were generated when the deviation of an actual track from 
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a forecast track exceeded a threshold; alert retractions were generated when that deviation, which had previously 
exceeded a threshold, now fell below threshold limits. 

In order to better understand the performance and potential of this technology, it is helpful to provide a 
detailed explanation of the project execution sequence.  It is important to note the interaction of the three major 
components with the connectivity components, and in particular how those connectivity components managed 
the details of the various data exchanges across the simulation-to-C4I interfaces.   
 

• Step 1:  Develop a set of scenarios using ITEM 
Several combat scenarios were developed using ITEM. These scenarios were developed by a 

Subject Matter Expert (SME) supporting U.S. Forces Korea (USFK). Three separate scenarios were 
used, the largest one consisting of 490 hostile and friendly ground units and 1054 hostile and friendly 
ships.  Each scenario consisted of a thirteen hour segment of the simulation script, which was recorded 
for subsequent use.  

 
• Step 2:  Using a selected scenario from Step 1, modify one copy of that scenario such that some of the 

tracks deviate from those in the other copy of that originally- identical scenario. 
This step is an artifact of the experiment environment.  Because we would not be running this 

experiment in real time, we would need to set up the operational system as if it were running in real 
time.  Consequently, we had to develop a scenario script that would cause the operational system to act 
as if it were being used in a battlefield C4I environment. 

That same script needed to be used to initialize the simulation, since the simulation would then 
indicate the forecast activity of the battlefield.  Consequently, we developed individual scenario scripts 
to depict the real time operation of the C4I system and duplicated that script for use in the simulation 
system.  We labeled one as the “real-world plan” and the other as the “simulated plan”. These scripts 
were developed in ITEM.   

The “simulated plan” was used as the baseline to describe the expected progress of battlefield 
activity.  The “real-world plan” was altered to reflect the constantly-changing battlefield conditions and 
deviations of actual from expected activities.  This variant incorporated behaviors of friendly and 
hostile land units and naval platforms behaviors which differed from the “simulated plan.”   

 
• Step 3:  Having created a representation of the real world plan as well as of the simulated plan, GCCS 

published the initial state of the battlefield (then halted), while ITEM subscribed to this initial state 
from GCCS. This was to support a correlation step that would be done in the real world to put both 
systems on the same baseline.   

The Ambassador was used to extract tracks of interest from the GCCS TDBM and publish 
those via the HLA RTI.  This artifact represented the actual real-world situation at the beginning of the 
plan execution.  To support our experiments, the Ambassador was modified to be able to publish all 
tracks and their data to the RTI without the user having to rubber-band and select a group of tracks.  
This enabled an automatic data flow, guaranteeing that all track information would be made available to 
the intelligent agents, and allowing the intelligent agents the ability to select tracks of interest. 

Very shortly after the Ambassador published all of the tracks to the RTI, and they were 
received and displayed by ITEM, the scripted “real-world plan” was directed to stop.  This established 
the initial state of each real-world track.  Through the HLA RTI’s subscription capability, ITEM 
received those tracks and was able to ingest them to form the “simulation plan’s” initial state.  This 
synchronization step provided us with a one-to-one mapping between “real-world” and “simulated” 
tracks.  ITEM was modified to assign the same GCCS Local Track Number (LTN)—an internal 
“house-keeping” variable used by GCCS as a primary key for each track—to its simulated counterpart. 

The use of the LTN was sufficient for our initial experimentation; however, we soon 
discovered that it was not a good choice for our track identifier.  The LTN is a number assigned to a 
track when GCCS loads the information from the TDBM or acquires the track from real world input 
(ITEM does a similar assignment for its objects).  This LTN is unique for the duration of the time that 
GCCS displays that track.  It does not exhibit persistence in the TDBM database, and therefore is not 
consistent throughout multiple runs. It was soon concluded that a more permanent key would be needed 
in the future.   

We encountered a significant problem when the real-world track did not correlate properly to a 
track in ITEM.  If the GCCS track LTN was not assigned to its ITEM counterpart, an ambiguous track 
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appeared on the GCCS screen.  Left unresolved, the agents were not able to match real and simulated 
track data, thus preventing comparisons and identification of activities of significance to the operator.  
Consequently, any uncorrelated track (in either system) needed to be examined and correlated to its 
appropriate counterpart in the other before the experiment could proceed further. 

 
• Step 4: ITEM published all simulation objects to the RTI in order to provide force composition 

information to GCCS.   
Once all simulation tracks were established and correlated to their real-world counterparts, 

ITEM published the entire scenario, including track objects and health status objects, to the RTI.  This 
necessitated enhancing ITEM to support the publication of objects describing force combat worth in 
terms of “mass”.   

“Mass,” in this problem, is described as the relative value of each entity participating in the 
simulation as compared to the strength of an M1A1 tank. Establishing the force combat worth of an 
M1A1 as the baseline (with value 1.0), all other weapon resources (including humans) were evaluated 
against its strength and assigned a relative value.  For example, a soldier with a Rocket Propelled 
Grenade (RPG) might have a mass of 0.1, signifying that ten human/RPG pairs would equal the combat 
strength of the M1A1.  The objects published by ITEM contained force combat worth (mass) 
information using these pre-determined values.  The combat worth (mass) value of each object was 
used as a basis of comparison to determine probability of surrender and survival for the object as it 
remained involved in battlefield activity.    

Each published object, with its related “mass,” became accessible via the RTI to the mass 
monitoring agents located within ITEM.  These intelligent agents monitored the potential for surrender 
of battlefield units, while others evaluated the potential for survival of the platforms engaged in 
battlefield activities.  The intelligent agents used the following constraints to trigger alerts: 

 
(Current mass)/(initial mass) < Surrender threshold 

(Probability of survival)  < Survival threshold 
 

Thresholds were defined in the baseline script (maintained as the “simulation plan”).  We 
noted that a potentially valuable contribution of these mass monitoring agents is the ability to analyze 
an opposing force’s combat worth prior to monitoring the actual execution of the plan.  This may prove 
to be useful in refining the initial plan.  Future work could involve combining Mass Monitoring with the 
use of Unit Order of Battle information as a means of monitoring force composition and battle 
readiness. 

 
• Step 5: Once ITEM finished publishing the scenario to the RTI and the agents completed analysis of the 

surrender/survival potential of units and platforms, GCCS was resumed. 
In this next step, the GCCS Ambassador and ITEM published track information, representing 

the real world execution and simulated execution, respectively, to the RTI.   Tracks were fed through 
the RTI via CMDR to the agents registered on the CoABS grid.  Several modifications were made to 
CMDR to support our experimentation, including the ability to translate data into XML as well as 
improvements to the record/playback feature. 

In order to accomplish our monitoring function, we developed several types of track deviation 
monitoring agents, including deviation-by-extrapolation agents [3] and deviation-by-interpolation 
agents [3].  Furthermore, two additional types of agents were developed, the C4IController agent and 
the UserInterface agent.   

The Java Expert System Shell (JESS) [1] was chosen as the core engine providing the agent 
reasoning capability.   JESS is a Java-based rule engine and scripting environment.  Originally based on 
the CLIPS expert system shell, it has grown into its own distinct paradigm.  There were a number of 
reasons for choosing JESS, the primary one being that JESS' implementation of CLIPS-like rules in 
Java facilitates the integration of intelligent, rule-based agents.  JESS also uses the Rete [1] algorithm, a 
powerful mechanism for triggering rules in the knowledge base efficiently. 

The overall monitoring task of the progression of the plan, as established by the simulation, 
would be decomposed into subtasks by the plan-understanding agents (future work) and delegated to 
the monitoring agents. The metaphor is to place a camera into each room of a building to detect small 
changes in situation that might influence the overall state of the entire building. Rules can be specified 
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to automatically detect when certain conditions are present and trigger alerts instead of continuously 
monitoring the simulation.  

Each agent registering to the Grid has its own rule-based engine. Its knowledge base is 
initialized with simulated tracks and its deviation rules select the relevant temporal tracks to be 
compared against. Further enhancements will consist of incorporating background knowledge to 
instantiate possible explanations to those deviations and provide guidance on appropriate thresholds for 
deviation.  

The time-step interval in the simulation indicates the temporally relevant tracks. Two different 
methods to calculate deviations are used to make up for the unsynchronized nature of real-time events 
with planned events. The deviation-by-extrapolation agent projects a position in the future when the 
course and speed is known and compares that projection against a simulated event. The deviation-by-
interpolation agent does a linear interpolation between two temporally consecutive simulated events to 
estimate the current position. That estimation is then compared with the real-time event. The procedure 
for the distance calculation between those events is described in Figure 2. This distance serves as the 
decisive factor for triggering alerts when deviations occur above threshold (and retracting alerts when 
below threshold).  

 

Τhe latitude and longitude, given in decimal degrees, are converted to radians and the earth radius (6378 kms) is 
added to the altitude. The angle α between 2 points, p1 and p2, is computed first:  
 

α = arcos((sin a1 * sin a2) + cos(b1 – b2) * cos a1 * cos a2) 
where a1 is the latitude of p1, a2 is the latitude of p2, b1 is the longitude of p1 and b2 is the longitude of p2. The 
distance is then computed using the cosine law:  

√(r + c1)2 + (r + c2)2 – 2(r + c1)(r + c2) cos α 
 
where r is the earth radius and c1 and c2 the respective altitudes of p1 and p2.  

 
 

 
The UserInterface agent interface is shown in Figure 3.  Through this interface, the user is able 

to spawn mass monitoring or track deviation monitoring agents.  The user may enter whether units or 
platforms are to be monitored for each type of agent. Furthermore, the interface provides a mechanism 
to specify threshold values, that, when exceeded, would warrant alerts (which are also captured in the 
display as well as sent to GCCS for display within its COP).  This agent was developed using the Java 
Swing GUI and provided the ability to “spawn” the track deviation monitoring agents. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2:  Distance Calculation 

Figure 3: UserInterface agent 

  

Agent Name: 
Mass 

Agent Type:   
Mass-Monitor 

Units being monitored  
(e.g., [LTN: U02624, 
NAME: G69MRD GIII 
R3, THREAT: HOS]) 

Platforms being 
monitored 

(e.g., [LTN: T4572, 
NAME: GPKM 227, 

THREAT: FRD]) 

Alerts  
(e.g., Deviation of 15.81kms 
detected for “G69MRD GIII 
R3” ITEM time Oct 10, 2003 

9:00 am GMT”) 
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Figure 4: Alerts on the GCCS COP 

 
The monitoring agents, once created, register tracks of interest with the C4IController agent, which 
then routes track data to them as this information comes in from CMDR.    

 
• Step 6:  The agents generated alerts, which were then transferred via the HLA RTI for display on the 

warfighter’s GCCS COP (Figure 4). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

When a deviation of significance was identified, an alert was initiated and transferred to the GCCS for 
display on the operator’s screen.  This alert was maintained until the operator acknowledged it, either noting and 
deleting it or using it as a basis for CoAA with related plan updates. 
 
3.  Project 2:  The JWARS-GCCS Integration Project (FY03) 
 

This second DMSO-sponsored Simulation-to-C4I project focused on “embedding” JWARS within 
GCCS.  This was achieved by enabling initialization of JWARS with real-time GCCS data, using JWARS to 
monitor the actual vs. expected in-theatre activity, and leveraging JWARS for operational CoAA—with 
subsequent re-initialization of JWARS with updated GCCS data to iteratively support the operational activity 
until the effort is completed. 

This project consisted of two principal components:  (1) the GCCS TDBM and (2) JWARS.  It 
leveraged two principal connectivity components:  (1) the GCCS Ambassador and (2) the C4I Gateway 
(migrated from the original Joint Countermine Operations System Advanced Concept Technology 
Demonstration and now in use by the Joint Semi-Automated Forces simulation).   

To provide the reader with a more complete understanding of the process and proof-of-principle 
product, a step-by-step description is provided.  Similar in nature to the first project, this project also contains 
artifacts caused by the fact that the operational system activity is simulated and not real time. 
 

• Step 1:  Establish a common “initial state” for both systems by providing operational track data to the 
simulation. 

GCCS Ambassador extracted track data from the Track Data Base Manager (TDBM) and 
published it from its HLA RTI federate interface.  Because the GCCS Ambassador was built to be a 
DII-COE compliant segment of the GCCS as well as an HLA RTI-conformant federate, the intent was 
to have the Ambassador extract appropriate data directly from the TDBM without having to receive or 
generate message requests for that data.  The goal was to develop a non-intrusive method of data 
extraction that could automatically siphon selected operational data without impacting the C4I system’s 
operations. 

 
• Step 2:  Ensure correlation of the simulation and operational track data for appropriate comparisons. 

Alerts on GCCS-M COP display 
(e.g., “Deviation of 15.81kms 

detected for “G69MRD GIII R3” 
ITEM time Oct 10, 2003 9:00 am 
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JWARS received TDBM data from the Ambassador federate and converted the GCCS Track 
ID to the Local Track Number (LTN) for use in JWARS.  As in the other project, the ability to correlate 
the actual track with the simulated track was absolutely crucial; however, it was essential that simulated 
tracks be clearly distinguishable from any operational tracks. 

 
• Step 3:  Develop “expected state” and “actual state” scripts for the appropriate systems. 

This step was an artifact of the simulated environment in which GCCS was operated.  In order 
to “operate” GCCS as it would perform in a battlefield setting, the movement of battlefield entities had 
to be pre-scripted.  Consequently, JWARS was used to develop an expected course of action for the 
entities pre-selected for use in this scenario (and for which track information was being extracted).  This 
expected course of action was maintained as the “expected state” in JWARS.  It was then altered to 
reflect “unexpected” performance of battlefield entities in the real world and loaded into the GCCS as 
the “actual state” of the entities in the battle. 

 
• Step 4:  Continuously compare “expected state” to “actual state” as the scenario unfolds. 

A key activity, this step provided for the comparison of the JWARS “expected state” to the 
GCCS “actual state” of monitored entities using internal JWARS capabilities. Continuous track data 
from the TDBM, made possible by the Ambassador federate, was ingested by JWARS.  JWARS 
leveraged its internal components that enabled comparison of the ingested “actual state” track data to 
the internal “expected state” tracks to determine whether the battle was progressing as expected. 

These internal JWARS components performed the comparison tasks much as intelligent 
agents, of which these components are precursors, would do.  Although resident in JWARS and 
essentially pre-programmed, the user was able to use them to establish the thresholds that define the 
significance of a track deviation.  During this project, those thresholds were established once, at the 
beginning of the scenario execution, and maintained as constant throughout. 

 
• Step 5:  Once JWARS determined that a track deviation was significant, it generated an alert which was 

transmitted to the GCCS operator.  The GCCS operator was given the option of clearing the alert or 
acting on it. 

 
• Step 6:  This step comprised the most valuable contribution that this project is making to the “state of 

the art.”   
If the GCCS operator chose not to clear the alert, JWARS became available to him as a CoAA 

tool.  The JWARS capability for time compression made it possible for the operator to “see” what 
would potentially happen should the current deviation continue, as well as test his various options and 
determine their probable long-term results. 

 
• Step 7:  Based on the results of Steps 5 and 6, the operator determined the need for issuing an order 

which altered the expected course of action.   
If an order was issued, JWARS must re-execute based on the altered scenario to reestablish the 

“expected state.”  JWARS and GCCS were re-synchronized, and the “actual state” of operations in 
GCCS resumed.  (Please note that if this is performed entirely within the simulation environment, a new 
GCCS script had to be developed and loaded.) 

 
4.  Simulation-to-C4I Connectivity (FY04) 
 

In fiscal year 2004, DMSO is sponsoring the integration of both FY03 projects, with enhancements to 
address the challenges of the Global Information Grid (GIG) [7] (Figure 5).  A  few of the technical challenges to 
be addressed include the ability to rapidly locate and federate with other components or systems in the GIG (the 
architecture must support the ability to rapidly form connections between systems and components), overcoming 
obstacles that impede information interoperability across legacy systems including both Joint and Allied and the 
ability of components and systems to automatically (or through a semi-automated fashion) locate and interact 
with other components.  These challenges are further exacerbated by the fact that the U.S. is entering a new era 
of warfare (e.g., asymmetric threats) in which responding to crisis action situations will be the norm and speed of 
execution will be critical for achieving successful military operations.   
 

Knowledge Systems for Coalition Operation KSCO 2004

131



 

 

Figure 6: JWARS, GCCS, Intelligent Agent Federation via Web Services 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Several key technologies are being examined to overcome these challenges.  Web service technologies 
are being leveraged to help overcome the challenges associated with rapidly finding and interacting with other 
systems and components within the GIG.  Web services technologies are rapidly maturing, and consequently are 
becoming a viable option to provide the underlying backbone of the GIG.  

With regard to information interoperability, we are envisioning to use the Command and Control 
Information Exchange Data Model (C2IEDM) as the common vocabulary for exchange.   Systems and 
components will be required to map their native information content to the C2IEDM to support the common 
understanding of concepts.   

Providing the ability to semi-automatically locate and interact with services will be a key capability, as 
it will be inefficient to have users in the loop on every web service transaction.  Furthermore, systems and 
components in the GIG currently lack the intelligence to form complex queries for information search and 
access.  We envision intelligent agents to support this functionality. 

The architecture being proposed to support the integration between JWARS, GCCS and intelligent 
agents is seen in Figure 6, in which the previously mentioned technologies will be applied to help address the 
integration and interoperability challenges envisioned in the GIG.  The initialization data system (i.e., Army C4I 
Simulation Initialization System – ACSIS) will initialize both the C4I system (i.e., GCCS-M Track Database 
Manager) and Theater Battle Management Core System (TBMCS) as well as  the simulation system (i.e., 
JWARS) with current Unit Order of Battle (UOB) such as organization and their relationships, including 
equipment and facilities.   The tactical system (in our case will be an exercise replay through a C4I gateway) will 
deliver the actual data to the C4I system.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
The Situation Monitor is a graphical front end which permits a JWARS user to specify tracks of interest 

that need to be monitored, and their corresponding thresholds. This information will be communicated to 
intelligent agents that will make requests to the C4I system and Simulation to obtain the corresponding tracks for 
subsequent monitoring.  These agents will compare both the real and simulated tracks in terms of the thresholds 
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Figure 7: C2IEDM  

to generate alerts back to the situation monitor terminal.  The alerts may warrant the exploration of alternate 
CoAA.   

The interface between the various components will be accomplished through web service technologies. 
These include the Universal Description and Discovery Interface (UDDI), Web Services Definition Language 
(WSDL) and Simple Object Access Protocol (SOAP).  Each of these technologies [9] is briefly discussed: 
 

• UDDI is a framework that defines XML-based registries in which businesses can upload information 
about themselves and the services they offer. An XML-based registry contains names of organizations, 
services provided, and descriptions about service capabilities. XML registries based on the UDDI 
specification provide common areas through which systems can advertise themselves and their Web 
Services.   

• WSDL is an XML vocabulary standard created just for Web Services. It allows developers to describe 
Web Services and their capabilities, in a standard manner. WSDL helps to expose the Web Services of 
various businesses for public access.  SOAP is an XML vocabulary standard to enable programs on 
separate computers to interact across any network. SOAP is a simple markup language for describing 
messages between applications.  

• SOAP provides a way for developers to integrate applications and business processes across the Web or 
an intranet, by providing the platform and programming language independence needed to create the 
business integration of Web Services.   

 
Each of the components will register their services with the UDDI registry (e.g., their WSDL 

specification).  Each component that requires information from other components will perform a look-up in the 
UDDI registry and obtain the WSDL file, from where a determination can be made as to where the service 
resides and how to invoke it.   

The C2IEDM gateway will map all GCCS and JWARS information to the C2IEDM vocabulary.  The 
C2IEDM was developed under the auspices of the Multilateral Interoperability Programme (MIP) [8].  The MIP 
is comprised of volunteers from 27 nations, whose goal is to foster international interoperability between multi-
national Command and Control (C2) systems. 

The C2IEDM [8] is a generic model that can be extend as needed to suit evolving military requirements 
(serving as a “hub”; as such, it was originally named the “Generic Hub”, and evolved to Land C2IEDM and 
eventually C2IEDM to capture other areas including Air and Surface).  The C2IEDM is comprised of a 
conceptual data model, logical data model and physical data model.  The conceptual data model represents 
generalized concept, while the logical data model represents further details associated with the conceptual data 
model.  The physical data model defines the physical data storage schema.  A very small portion of the data 
model is seen Figure 7.    
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The Intelligent Agents that were developed for Project One will be enhanced to support additional 
monitoring capabilities.  The enhancements will include the ability to monitor tracks that enter regions of interest 
as well as monitoring the changes made to the Air Tasking Orders (ATOs).  Initially the agents will compare the 
changes made to the ATO within the TBMCS, and compare that to the ATO in JWARS and alert the user when 
the plan associated with a specific air track of interest has been modified.   Later we plan to monitor the 
progression of the ATO and provide alerts based on user specified conditions or thresholds.  The ATOs will be 
represented in eXtensible Battle Management Language (XBML) format and will also be mapped to the 
C2IEDM.   
 
5. Future Direction and Research Challenges 
 

We have concentrated strictly on the plan monitoring agents.  However, there is an opportunity to 
conduct significant research in the area of plan decomposition agents.  In our experimentation, we have placed 
the burden on the user to select tracks of interest, for which thresholds need to be set, that should be monitored.  
Through plan decomposition, we would like to be able to identify critical events and relationships, thereby 
permitting an intelligent agent to monitor the plan in terms of those critical events.  We are examining Natural 
Language Processing (NLP) techniques coupled with sublanguage ontologies to extract semantic relationships 
from free text documents such as Operational Orders (OPORDs).  Another promising area is the use of the Battle 
Management Language (BML), which provides some of the infrastructure necessary for intelligent agents to 
reason with OPORDS.   

An emerging area for future research is in agent teamwork [4,5].  To realize the full potential of 
distributed multi-agent systems, the agents will need to cooperate as part of teams to help the operators (acting as 
their proxies) achieve their goals.  For example, teams of distributed software agents with different goals may 
need to coordinate to decompose and relate multiple plans to determine critical points, which can be passed to a 
team of agents that are responsible for monitoring. 

There are many challenges in realizing such an ambitious effort as a prototype representation of the 
GIG from an M&S perspective, such as the integration of large legacy systems via the application of new 
technology (web services) which, although maturing at a fast pace, are still evolving.  Service-oriented 
architectures hold the promise of enabling such a grand vision as that of the GIG.  However, we are still faced 
with the challenge of integrating large legacy C4I systems and simulations that are fairly stable with new 
technology that is not quite stable.  This, by itself, is a tremendous challenge!   

We are also faced with the task of integrating intelligent agent technology with a web-services 
computing paradigm.  Although there has been considerable attention devoted to the field of multi-agent systems 
such as agent communication languages [12], standards, etc, there has not been significant research into how 
multi-agent systems will operate in a web-services world, primarily because web service technologies have 
emerged only recently.     One of the key issues associated with deploying multi-agent systems in a web-services 
environment includes the fact that agents require messaging for communication/coordination; it is unclear 
whether there will be performance issues between agents that need to communicate via web-service protocols. 

Another challenging problem to be encountered in the GIG will include interoperability of systems 
between Communities of Interest (COI).  It is envisioned that heterogeneous agents will operate in the GIG, with 
different ontological representations.  A key challenge that is certain to arise will be the ability of agents (which 
understand one ontology) to communicate with other agents (having a totally different ontological 
representation).    Moreover, agents may be required to compose services [10], and therefore, it may be 
necessary to endow these agents with advanced reasoning capabilities.  However, there will be a limit in terms of 
how much an agent is able to practically reason with, therefore, additional solutions may be adopted, such as 
human-agent cooperation (mixed-initiative architectures) or the employment of machine learning techniques.   

Lastly, will web-service based applications be required to interact with other technologies such as Peer-
to-Peer (P2P) architectures [11]?  The big question is “will there be a single technology that provides the 
infrastructure for the GIG, or will there be several complementary technologies?”  If the latter is true, how to 
bridge the applications that rely on different technologies?    

Our Simulation-to-C4I FY04 connectivity program will afford us the opportunity to begin to investigate 
a few of these issues, including integration of large scale legacy systems with new technology, multi-agent 
system operation within a web-services environment and the complex nature of mappings between agent 
ontologies, web services and the C2IEDM.  The other areas will be investigated in later years as DISA charts out 
the vision for the GIG and as competing/complementary technologies mature. 
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Abstract. The Coalition Search and Rescue Task Support project 
shows cooperative agents supporting a highly dynamic mission in 
which AI task planning, inter-agent collaboration, workflow enactment, 
policy-managed services, semantic web queries, semantic web services 
matchmaking and knowledge-based notifications are employed. 

1 Introduction  

The Coalition Search and Rescue Task Support (CoSAR-TS) project integrates 
AIAI’s I-X planning and collaboration technology, IHMC’s KAoS policy and domain 
services, and semantic web services of various kinds. Search and rescue operations by 
nature require the kind of rapid dynamic composition of available policy-constrained 
services making it a good use case for Semantic Web technologies. Other participants 
in the application include BBN Technologies, SPAWAR, AFRL, and Carnegie 
Mellon University. 

2 CoSAR-TS Scenario 

The scenario is set in the Binni domain used for multi-national research in Command 
and Control (Rathmell, 1999; see Figure 1). The scenario follows on from the events 
of the Coalition Agents eXperiment (CoAX) which involved some 20 participating 
organisations from four countries, and which demonstrated intelligent agent 
technology in a coalition setting (Allsopp et al., 2001; Allsopp et al., 2003; Wark et. 
al, 2003). 

The story begins with an event that reports a downed airman in the Red Sea between 
the coastlines of two fictional nations: Binni (to the West) and Arabello (to the East). 
In this initial scenario it is assumed that excellent location knowledge is available, and 
that there are no local threats to counter or avoid in the rescue. The airman reports his 
own injuries via his suit sensors. Next is an investigation of the facilities available to 
rescue the airman. There will be three possibilities: a US ship-borne helicopter; a 
helicopter from the fictional country of Gao located on a land base in Binni; or a 
patrol boat situated off the Arabello coastline. Finally, there is a process to establish 
available medical facilities for the specialized injury reported using the information 
provided about the countries in the region. Arabello’s hospital is best placed to 
provide the facilities, due to the fact that it has the necessary treatment facilities for 
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burns. But the selection of the rescue resource is policy-constrained since no Gaoan 
helicopters may enter Arabello airspace. 

Figure 1: Binni Operation Map 

Figure 2 shows the agents used in the project, representing the roles and functions of 
the Coalition SAR coordinator, US SAR officer, hospital information provider, SAR 
resource provider and a Notification Agent. The Coalition SAR Coordinator and US 
SAR Officer each has an I-X process panel, which can be used for messages about 
collaborative activity, and is also used to select, refine and execute a suitable standard 
operating procedure or plan. A query is made on a BBN Technologies semantic web 
service of OWL-encoded facts about country medical infrastructure. The selection of 
a SAR resource is made using the CMU Semantic Matchmaker to find a suitable 
service. The current descriptions of the rescue resources include information about 
their areas of operations and countries of origin. This information is based on 
ontology developed for the DARPA SONAT experiment. Because the current number 
of services registered in the Matchmaker is not big the most time consuming part of 
the matching process is loading and preprocessing all the ontologies used to describe 
services and the query. These lookups comply with KAoS policies as they are set by 
authorized personnel using the IHMC KAoS Policy Administration Tool (KPAT). 
Finally, the CMU Notification Agent uses knowledge of the recipients to make 
notifications to hospital administrators or pilots. 
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Figure 2: CoSAR-TS Demo Components 

3 I-X Technology 

 

Figure 3: I-X Process Panel and Associated Tools 

I-X Process Panels (http://i-x.info - Tate et al., 2002; Tate, 2003) can provide task 
support by reasoning about and exchanging with other agents and services any 
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combination of Issues, Activities, Constraints and Annotations (in the <I-N-C-A> 
ontology). I-X can therefore provide collaborative task support and exchange of 
structured messages related to plans, activity and the results of such activity. These 
types of information can be exchanged with other I-X panels and with other tools 
using OWL, RDF or other languages. 

Figure 3 shows an I-X Process Panel (I-P2) and associated I-X Tools. I-X can make 
use of multiple communications methods ranging from simple XML instant 
messaging (e.g. via Jabber) to sophisticated policy constrained agent communications 
environments (e.g. CoABS Grid, KAoS). The I-Space tool maintains agent 
relationships. The relationships can be obtained from agent services such as KAoS. I-
X Process Panels can also link to semantic web information and web services though 
an I-Q query adaptor. 

I-X includes a process editor for creating process models (I-DE) to populate the 
domain model and an AI planner (I-Plan) that can compose a suitable plan for the 
given tasks when provided with a library of standard operating procedures or 
processes, and knowledge of other agents or web services that it may use. I-Plan can 
support hierarchical plan creation, precondition achievement, consistent binding of 
multiple variables, temporal constraint checking, and so forth. 

4 KAoS Policy and Domain Services 

Figure 4: KAoS Policy Administration Tool 

Figure 4 shows the KAoS Policy Administration Tool1. Through it, policies 
constraining usage of resources and agents’ actions are inserted into the system. The 

                                                 
1 http://www.ihmc.us/research/projects/KAoS 
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policies are expressed using OWL. This allows the use of Description Logic 
reasoning algorithms to perform sophisticated queries and analysis of policies; 
supported by Stanford University’s Java Theorem Prover (JTP) inference engine. 
Loading relevant application specific ontologies can dynamically extend the KAoS 
Services. The layer of guards and enforcers integrated with the application facilitates 
the enforcement of the policies. A more complete technical description of how KAoS 
is being applied in a coalition setting may be found in (Bradshaw, 2003; Uszok, 
2004). 

Within CoSAR-TS, we are using KAoS for two purposes: 

• Verification for policy compliance in semantic web services workflow 
composition 

• Enforcement of policies during workflow enactment 

4.1 Verification for Policy Compliance in Semantic Web Services 
Workflow Composition 

Using output from I-X, KAoS verifies constructed partial plans for policy compliance. 
The final plan, represented in OWL-S ontology form, can be exported for use in 
various enactment systems or can be used to guide the dynamic reactive execution of 
those plans in I-P2. 

For example, in the CoSAR-TS scenario, each time a new search and rescue situation 
is undertaken the SAR coordinator gathers available information about the accident 
and constructs an appropriate goal for the I-X planner. The goal could, for instance, 
contain information about the kind of injuries sustained and the approximate location 
of the victim. The planner begins with the selection of an initial plan template that is 
best for the given situation. It then builds OWL-S profiles for each of the necessary 
services and queries the Coalition Matchmaker to learn about OWL-S descriptions of 
registered search and rescue resources. This results in the first approximation of the 
plan expressed as the OWL-S Process Model. For instance, if the downed pilot has 
serious burn injuries, the planner will ask the Matchmaker about which services are 
offered by the burn injuries treatment unit in each medical care center. Subsequently 
it will ask for available rescue resources, which can pick-up pilot from the sea and 
deliver it to the chosen hospital (i.e., Arabello). The best result is selected and the 
OWL-S Process Model is submitted for verification. During workflow analysis, 
KAoS determines that there is an obligation policy requiring notification of the 
coalition commander when the downed pilot is successfully recovered. The 
appropriate atomic process invoking the Notification Service available in the 
environment as the Web service is inserted into the model and returned to the planner. 

4.2 Enforcement of Policies during Workflow Enactment 

Not every aspect of policy compliance can be checked at planning time. Thus we have 
designed KAoS so that the policy service can independently enforce policies during 
workflow execution. The policies governing both authorization and obligation of 
clients and servers are stored in KAoS and checked by authorized parties. Whereas 
other approaches to securing Semantic Web Services are limited to either marking 
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service advertisement with requirements for authentication and communication and 
enforcing compliance with these requirements or by attaching conditions to inputs, 
outputs and effects of services, KAoS can automatically enforce any sort of policy by 
integration of Semantic Web Services with KAoS enforcers.. KAoS is able to reason 
about the entire action performed by the services. Additionally, KAoS is used to 
generate obligations created during use of the services, for instance related to different 
notification requirements depending on dynamic steps in the rescue operation. 

While annotation of the Semantic Matchmaker service profiles could allow registered 
service providers to describe required security profiles, it does not allow owners of 
infrastructure resources (e.g., computers, networks), client organizations (coalition 
organizations, national interest groups), or individuals to specify or enforce policy 
from their unique perspectives. For example, the policy that coalition members cannot 
use Gaoan transports is not something that can always be anticipated and specified 
within the Matchmaker service profile. Neither would Matchmaker service profile 
annotations be an adequate implementation for a US policy obligating encryption, 
prioritizing the allocation of network bandwidth, or requiring the logging of certain 
sorts of messages. 

Moreover, the semantics of these policies cannot currently be expressed in terms of 
the current OWL-S specification of conditional constraints. Even if they were 
expressible, organizations and individuals may prefer to keep policy stores, reasoners, 
and enforcement capabilities within their private enclaves. This may be motivated by 
both the desire to maintain secure control over sensitive components as well as to 
keep other coalition members from becoming aware of private policies. For example, 
coalition members may not want Gao to be aware that the offer of their helicopters to 
rescue the downed airman will be automatically filtered out by policy. 

4.3 Future Enhancements 

We have defined enforcers that intercept SOAP messages from the Matchmaker and 
filter results consistent with coalition policies. In our CoSAR-TS demonstration, these 
policies prevent the use of Gaoan resources. Now we are actively working on the 
SOAP-enabled enforcer to understand arbitrary Semantic Web Service invocations so 
it can apply appropriate authorization policies to them. Additionally, we plan to equip 
the enforcer with a mechanism to perform obligation policies, which will be in the 
form of other Web Service invocations. For instance, it can be imagined that some 
policy may require consultation or registration of performed transactions in some 
logging service available as a Web Service audit entity. 

Future work will also investigate how to take a context surrounding the atomic 
process in a given workflow into account—this means other processes and control 
constructs. 

Currently KAoS is able to analyze OWL-S encoded workflows, however it can be 
straightforwardly extended to understand other form of descriptions, for instance the 
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emerging WSMO standard1, as they share concept of process and basic workflow 
composition abstractions. 
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Abstract. First  responders  are  those  public  safety  personnel  that
immediately react to emergencies, whether natural or man-made. First
responder coalitions are formed from wide groups of fire rescue, law
enforcement, and related specialist personnel. This paper describes the
participants,  information  needs,  and  information integration needs  of
first responder coalitions in Gainesville, Florida. The large number of
municipal agencies and public utilities (16+) with information relevant
to  first  responders  is  seen  as  a  significant  impediment  to  effective
knowledge system support for coalition operations.

1 Introduction

Coalition formation and associated management problems exist routinely in non-
military  applications.  Examples  include  humanitarian  relief  [6],  design  and
construction  projects  [5],  and  emergency  management.  Emergency  management
contains  at  least  two  components:  First,  coordination  of  the  efforts  of  a  diverse
coalition  of  first  responders  (the  focus  of  this  paper),  and  second,  investigative
activities  and  longer-term  coordination  of  relief  efforts.  Emergency  management
activities  routinely  involve  diverse  local,  State,  and  Federal  agencies,  as  well  as
private resources. Coordination of these coalitions is a challenging problem as the
bulk of personnel on most incidents stem from local municipalities and hence tend to
have  diverse  operating  procedures  as  well  as  heterogeneous  information  systems.
Further,  while  pre-planning and  inter-agency drills  to  hone coalition  response  are
standard practice, any given emergency is likely to involve parties that have limited
experience  working with each  other.  As such, first  responders  could  benefit  from
knowledge systems that integrate diverse data and that improve operational response
for a given emergency. 

Impetus for knowledge system support for first responders also stems from new
developments in sensor technologies. In particular, there are visions for Smart Cities
where  sensors  are  deployed  across  the  built  infrastructure  and  connected  via  the
Internet to provide real-time data about building conditions,  location and status of
operations and emergency personnel, traffic conditions, etc. This comprehensive data
set  is  then  to  be  used  by  computer  models  to  determine  the  best  response  to
emergencies, provide directions for traffic control, and generally improve the level of
intelligence about a given city’s infrastructure [9]. While the presence of sensor data
provides  new opportunities  for  improving coalition activities,  it  also  presents new
challenges in assuring the quality of the information available to first responders who
must often make rapid and decentralized decisions. 
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2 Case Study: First Responder Emergency Management

This  section  presents  a  case  study of  first  responder  coalitions  in  Gainesville,
Florida, population 150,000, and home of the University of Florida (46,000 students,
20,000 employees). Specific information needs of first responders are presented in the
context of a hypothetical emergency on the Univ. of Florida campus. The supporting
information environment in terms of agencies and data sources is also detailed.

2.1 First Responder Coalition Composition and Information Needs
As  a  motivating  example,  consider  an  explosion  causing  a  fire  and  potential

chemical  leak in a  laboratory building at  the University of  Florida.  With such an
incident,  first  responders  include  fire  and  rescue  personnel,  law  enforcement,
University facilities personnel, and hazardous materials (hazmat) teams from both the
University and the fire rescue service. While the University maintains its own physical
plant and water and electrical distribution on campus, local utility personnel will also
respond.  As  an  explosion  with  a  potential  chemical  leak  qualifies  as  a  potential
terrorist attack, local FBI agents will respond quickly. Personnel from regional offices
of the FBI, ATF, and State Fire Marshal will respond in a few hours. Gainesville Fire
& Rescue will have jurisdiction for operational coordination of first responder efforts
until  State  or  Federal  agencies  choose  to  take  control.  Coordination  efforts  and
determination of the chain of command are pre-planned locally and increasingly will
be determined under guidelines from the National Incident Management System [2].
While  there  exist  guidelines  for  chain-of-command  (and  with  those  guidelines
opportunities for long-standing coordination plans) in response to an emergency, it is
important  to  note  that  any  given  emergency is  both  short  term in  nature  with  a
concrete objective and will likely involve a unique composition of personnel with a
great  deal  of  operational  autonomy.  As such,  first  responders  do  fit  more  formal
definitions of  coalition operations (e.g.,  [6]).  Some degree  of  formal definition of
responsibility may also aid knowledge system support for operations [1]. 

Information needs of this coalition of first responders are both broad and intensive.
Fire  and  rescue  personnel  have  the  most  demanding  immediate  needs  to  know
information  about  the  plan  of  the  building,  including  access  paths,  location  of
stovepipes, lockboxes, fire walls, and load bearing walls if possible. Information from
building  sensors  about  locations  of  heat  and  smoke  are  also  desirable.  The
approximate number and location of building occupants is also needed to coordinate
search  and  rescue  operations.  Surrounding the  building,  location  of  fire  hydrants,
utility shutoffs, and reports on water pressure are useful to the incident commander
when deploying resources.  As there  is  a  potential  chemical  leak,  an  inventory of
hazardous  materials  in  the  building  and  surrounding  facilities  must  be  quickly
determined. Hazmat personnel have increasing access to a variety of transportable and
mobile  sensors  to  detect  dangerous  airborne  chemical  and  biological  agents.
Information  from  these  sensors  must  be  relayed  to  on-scene  and  hospital  based
medical personnel. Information about building condition and volatile compounds is
also used by the incident commander to determine the scale of any evacuation and
cordon around the incident.

2.2 Information Environment
Fire rescue and police vehicles in Gainesville are equipped with laptops and a

limited  (19.2kbs)  data  channel  to  information  sources,  principally  a  countywide
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Emergency Computer Aided Dispatching (ECAD) system as well as some criminal
information  databases  maintained  by  the  police  department.  A  wireless  network
providing Internet  access  is  increasingly available  around critical  infrastructure  in
Gainesville (e.g., much of the University of Florida campus, and the downtown area as
part  of  a  community development plan).  An increasing array of  handheld/portable
sensors and data display devices are also commercially available to first responders
(particularly fire rescue personnel who have smoke sensors and GPS devices). Hence,
the basic infrastructure is in place to provide knowledge system support for the first
responder coalition. For example, in response to an explosion at the University, the
rescue  team could  locate  smoke  and  heat  sources,  track  field  personnel,  call  up
building plans, access data about likely building occupants and hazardous materials,
and communicate with utility personnel about water and electrical shutoffs. Other than
sensors  that  must  be  deployed,  most  of  this  information  is  currently  stored
electronically. However, almost none of it is readily available to the rescue team with
current systems, resulting in intensive manual communication and coordination. 

Unavailable to first responders are connections to the numerous computer systems
that hold relevant data. Gainesville is located in Alachua County, and the City and
County maintain separate agencies. Between the City, County and University, there
are  sixteen  operating  agencies  directly  involved  the  maintenance  of  the  physical
infrastructure  or  involved in  response  to  a  crisis  in  the  physical  infrastructure.  In
Alachua County: Emergency Management, Facilities Management, Information and
Telecommunications, Fire Rescue, Sheriff’s Office, Public Works, and Environmental
Protection.  In  Gainesville:  Police,  Fire  Rescue,  Public  Works,  and  Gainesville
Regional Utilities. At the University of Florida: Physical Plant Division, University
Police  Department,  Environmental  Health  and  Safety,  and  Office  of  Information
Technology.  Bell  South  also  maintains  the  physical  infrastructure  for
telecommunications in the region. These sixteen agencies are supplemented by dozens
of  other  agencies  and  departments  that  use  or  supply  information  pertinent  to
maintenance of the physical infrastructure or emergency response. 

Consider  that  each  of  the  sixteen  core  agencies  in  Gainesville  has  numerous
computer systems (the fire department has at  least four primary systems), some of
them bought commercially and some of them home grown. Each of these computer
systems is  customized to the standard operating procedures of its  primary agency.
Loosely each system will speak a different language and represent its information in a
different manner (see, for example, [4] for a description of the many ways similar or
related  information can  be  modeled  in  a  database).  Putting in  place  an integrated
query interface across even a subset of the relevant data sources is a formidable task.
As an example of current interoperability difficulties, information about residents is
stored in the property appraisal and utility customer records databases. These are not
searchable by fire rescue personnel from the field,  and hence the rescue personnel
have only a limited idea of the number of persons to search for in an emergency.

Related  issues  that  stem  from  multiple  data  sources  include  duplication  and
identification of relevant data. While Alachua County has a significant investment in
GIS systems, geocoding has not made its way to existing operations databases. In all
but  the  hydrants  database,  street  address  or  parcel  number  identifies  individual
records. Hydrants have lat/long coordinates as well as a street address approximation.
However, based on our experience with the above sources, the address information is
often inconsistent (e.g., Street vs. Str.) or simply incorrect making data merging
and sharing hard. For example, it is estimated that between 20-30% of the addresses in
the regional utilities and local phone directory do not match because of missing or
incorrect  information.  The  Alachua  Fire  Rescue  department  is  currently  manually
cleansing address data bases to create a master list for the county.
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3 Integration Issues
In the context described above, integration problems cover a wide range of issues.

At a minimum, the following problems must be overcome:
1. Identification  of  related information across sources. This so-called schema

matching is  required to  identify the exact  relationships  among the sources
containing  related  or  complimentary  information  in  preparation  for  the
subsequent  translation  and  merging  steps.  Given  the  wide  range  of
heterogeneities in the way similar information can be represented (e.g., haz-
mat vs.  hazardous-material),  schema  matching  requires  detailed
knowledge of the domain.

2. Translation of data and into a common format. After common structures and
data  values  from the  different  sources  have  been  identified,  they must  be
converted into a unified representation that is used for sharing. For example,
this may involve restructuring of database fields (e.g., from  owner_name
into  firstname,  middle  initial,  lastname)  or  arithmetic
conversions of values (e.g., square meters into square feet).  

3. Merging of related information in multiple sources. For example, in order to
augment the incident data from the ECAD system with hydrant, owner, and
building information,  one  must  find  links  across  sources  to  identify those
entities in the underlying databases that are logically related. In the case of the
fire emergency sources, this link is street address information, which connects
an  incident  to  hydrants,  building,  and  owner  information.  However,  using
street addresses to merge data from multiple sources is fraught with errors
since in many cases inconsistencies prevent accurate matches.

4. Removal  of  redundancies  and  inconsistencies  in  the  data.  As  a  final
integration  step,  once  the  data  has  been  translated  and  homogenized,
inconsistencies  and  duplicate  values  have  to  be  removed.  This  step  is
commonly  referred  to  as  the  data  cleaning  problem and  appears  in  data
coming from sources containing overlapping or complimentary information.
For  example,  the same building having different  owner information in the
databases  of  the  property appraiser  and  the  utilities  company indicates  an
inconsistency.  While the identification of inconsistencies can be automated,
removal most often requires human intervention. 

5. Integrating and querying sensor data. Sensors produce data in a continuous
stream, which has to be processed in real-time. The problem is best stated as
“you only get one good look at the data.” In most cases, it is not realistic to
cache the sensor data first before querying or integrating it with other data
sources for further analysis in order to respond in a timely manner (e.g., one
must  be  able  to  detect  and  respond  to  sudden  spikes  in  the  temperature
readings of heat sensors without the delay caused by first caching the data). 

Despite  the  continuous interest  in  developing effective  hardware  and  software
solutions  and  tools  to  support  integration,  existing  approaches  still  fall  short  in
providing the transparent, flexible, and secure sharing of data that is needed to support
public safety agencies and first responders in emergency management situations such
as the one described in Sec. 2. For example, current integration software works best
on sources exhibiting well-defined structures and domains that are of limited semantic
richness (e.g., purchase orders, procurement requests, electronic product catalogs). In
addition, most software tools for matching, translating, merging, and cleaning data
from heterogeneous sources require significant manual involvement and do not scale
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to data sharing problems involving a large number of sources, especially if the source
contents are dynamic (see, for example, the surveys [7] and [8]). 

4 Conclusions

Knowledge systems for  first  responder  coalitions  pose  numerous research  and
development  challenges,  including  issues  in  information  visualization  for  field
applications  and  in  decision  support  for  command and  control  given many semi-
autonomous actors. We suspect these challenges parallel those for coalitions in other
domains. However, in the authors’ view, an underlying issue in knowledge systems for
first responder coalitions is integration of relevant information from many sources.
Integration  is  a  precursor  to  other  applications  that  leverage  distributed  data.
Moreover,  even  without  advanced  visualization  or  decision  support  systems,  first
responders can immediately benefit from improved access to existing data sources.
Even relatively simple queries across sources, such as identification of residents at a
given address, can be a powerful aid to search and rescue operations. However, the
integration problems are large given the heterogeneity of data sources at the State and
local  level.  Despite  National  efforts  towards  development  of  interoperable  public
safety systems [2], the heterogeneity is likely to remain given the number of municipal
agencies that have relevant information for first responders. 
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Abstract. Stigmergy is a process by which local agents acting on the
environment change the environment in such a way as to change
another agent’s behavior. This form of indirect communication in the
form of local interactions between agents and the environment often
leads to the self-organization of system structures. We present an
experiment in which robot agents act independently to move objects
(blocks) about in their environment, and inspect the outcome of these
actions for clusters as an indication of increased organization. Results
indicate that the agents did not act stigmergically, regardless of
whether their behavior was fixed or random. However, the results
indicate that the starting location of the blocks did have a significant
effect on the final distributions. The effect initial conditions, types of
emergence, and self-organization have on the global product of swarm
behavior are discussed and future research is proposed. 

1 Introduction

Swarming insects appear to take advantage of indirect communication through
changes they and other agents make in the environment, a process referred to as
stigmergy. Groups of artificial autonomous agents may sometimes produce
behaviors reminiscent of the behavior of real world insect swarms (e.g., ants,
termites). Recently, there has been considerable interest by computer scientists,
engineers, biologists, and physicists in the study of swarm-based algorithms and
behavior [1]. These algorithms are typically based on the concept of self-organization
through decentralized control and are now being applied to autonomous vehicles
used as a swarm to aid in the attainment of coherent global goals. 

According to [2] stigmergy is an indirect form of communication between
multiple mobile organisms and a process by which ants and other swarm type
organisms produce cooperative swarm level behavior. Kennedy and Eberhart [7] also
mention that stigmergy, a variety of self-organization, presupposes indirect
communication, and is carried out by mobile agents that alter the environment in
such a way that the behavior of other agents is altered as a result. Stigmergy allows
environmental modifications made by individual agents to act as an external memory
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in a high-level context of the system as a whole. In this type of process agents are
able to sense and act on local information and follow simple behavior rules to
perform an action leading to global result. 

For example, an approach such as the use of robots in ‘blind bulldozing’ carried
out by Parker, Zhang, & Kube [11] showed that stigmergy can control the
construction process of building a nest. The nest (an open space in a field of gravel)
constructed by blind bulldozing reached an equilibrium that was primarily
determined by the properties of the materials to be plowed. Changes in the
environment brought about by the work of individual agents in turn changed other
agent’s behaviors through the modification of a shared environment. The robots are
normally in a plowing state. However, when the force required to move the gravel
being targeted by the robot reached a certain level, the robot switched to a finished
state. When in a finished state, the robot turns around for a random amount of time
and then begins plowing again. The robots also act as if in a finishing state if they
collide with another robot, triggering the robot to stop and then turn around for a
random amount of time before returning to the plowing state. Each robot was
capable of building a nest on its own. One, two and four robots were tested under
similar conditions. All nests constructed under these differing conditions appeared
similar, retaining their circular shape. The more agents that were used to build the
nest, the faster the construction occurred. The nest building ceased when the piled
gravel was large enough that the force exerted by the robots to move the gravel
became great enough to trigger the robots to switch to a finished state.        

Robotic swarm-like behavior experiments were also conducted by Maris and te
Boekhorst [10]. Normally, their robots were programmed to move forward in the
environment. If an agent encountered an obstacle, the agent would back up and turn
around approximately 180°. When the agents encountered a cube head on, the agent
pushed the cube foreword until encountering a cluster of cubes or another object that
was heavy enough or wide enough to activate an avoidance behavior. The
occurrence of cube clusters (2 or more cubes) created a greater likelihood that when
an agent pushed a cube in the vicinity of a cluster, the cube would be deposited in a
cluster. The robots thus changed their environment which in turn influenced their
own and other agents’ behavior, increasing the likelihood of the formation of
clusters. The agents through a simple individual behavior directed towards avoidance
of obstacles managed to create several clusters of cubes within a restricted
environment. Maris and te Boekhorst tested for both the number of cubes and
number of agents to see which scenario resulted in the best clustering behavior. A
single cluster never emerged when only one robot was used. If there were more than
four robots, the robots spent too much time avoiding each other and the clustering
process was slowed down. It seemed three robots were optimal for clustering and
pushing behavior. As a test, Maris and te Boekhorst also added four blocks in a
cluster formation to the arena in some trials to “seed” and aid the clustering process. 

In nature, ants sort larvae by clustering them according to their various stages
of development. Holland and Melhuish ([4]) set out to determine if a similar
phenomenon could be carried out by robots acting under a simple pullback behavior
protocol. They conducted 10 different experiments of sorted clustering under
multiagent conditions with 6 robots. In their experiments, typically the different
colored discs (Frisbees) to be sorted were placed in an octagon shaped arena in a
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uniform and regularly distributed manner. While both plain Frisbees and ringed
colored Frisbees had an equal chance to be moved by a robot into a cluster, only the
ringed Frisbees were allowed to remain in a tight cluster. This discrepancy occurred
because when the plain Frisbees were detected and moved toward a cluster their
color triggered an optimal pullback and deposit behavior in the robot. Disallowing
the plain Frisbees to form as tight of clusters as the ringed Frisbees in turn facilitated
sorting. The pullback behavior employed on plain Frisbees seemed to produce the
desired sorting effect similar to that of a typical task involving stigmergic
self-organization that takes place when ants sort larvae. It was determined that the
sorting problem could be solved by robots with no spatial orientation or memory by
simply employing a pullback behavior protocol for certain colored Frisbees. 

Cybernetician, Heinz von Foerster (1960; as cited in [3]) formulated the
principle of “order from noise,” meaning that larger random perturbations typically
lead to faster system self-organization. Self-organization can be characterized as the
autonomous adaptation to a changing environment or the spontaneous creation of
globally coherent novel structures out of local interactions between agents and the
environment. Presumably, however, there is a limit to the amount of noise a system
can endure.  

The current experiment attempted to replicate and extend the work of Maris
and te Boekhorst [10]. Quasi-replication came by constructing robots that were as
close to those described by Maris and te Boekhorst as possible. The extension was to
compare deterministic agents to stochastic agents. If the clusters that form during the
robots’ activity are due to self-organization, then increased noise should result in
increased clustering. The current experiment in some ways also resembles
experiments 2, 7 and 8 Holland and Melhuish [4] carried out on sorting and /or
clustering. However, the current experiment does not attempt to sort objects, utilized
1 or 2 agents vs. 6, and tested for differences in noise in the agent’s behavior.
Additionally, the agents in the current experiment simply pushed rather than carried
objects, and were programmed with a simple avoidance not color detection and pull
back behavior. In addition, in our experiment ecological validity was increased by
the random distribution of objects within the environment. This, again, is in direct
contrast to Holland and Melhuish, who, in most experiments distributed objects
evenly and regularly within the environment - as has been commonly done in many
other studies of real world multiagent systems 
 

2 Methods

A two, number of agents (one vs. two) by two, type of behavior (nonrandom vs.
random), factorial research design was employed. Two Lego Mindstorms Robotics
Invention System™ CRX’s were used to build the robots, which were programmed
using the Lego RIS v2.0 language. The robot design utilized was that of a simple
two-motor driven rover. The front of the rover was fitted with a pair of bumpers,
each equipped with a touch sensor. The two bumpers were spaced 1.3 inches apart.
The environment consisted of rectangular 53 inches by 60 inches aluminum
enclosure with a plastic base. The building blocks consisted of 26, 1.25 inches x 1.25
inches squares weighing approx. 1.5 oz each. Each condition: one vs. two robots,
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random vs. nonrandom behavior was run 8 times with a different set of random
placements for both the building blocks and the robots within the cellular
environment. Each 8 within-condition runs were run under the same random starting
positions across conditions. Robot orientation was also randomly determined and
utilized. Each run of the robot or robots in the environment lasted approximately 4
minutes. During pretrial runs 4 minutes was determined to be approximately the
amount of time it took for the system to settle into a stable state once the robots were
activated to interact with the environment. The random vs. nonrandom algorithms
were the same except for when an agent's touch sensor was activated, triggering the
agent to back up and turn. A nonrandom agent was programmed to turn for 1 second
and to make approximately a 180° turn each time, the same behavior of the
multiagent autonomous robots reported by Maris and te Boekhorst (1996). In
contrast, when the touch sensors of the agent running under the random behavior
protocol were activated, the agent would back up and turn around for a random
(between 0-2 seconds) amount of time and would turn to the greatest degree allowed
by the amount of time allotted. Manual recordings were taken of block finishing
positions for later analysis. Statistical analyses were conducted on the average
interblock distance, the distance of one block to all other blocks.  

3 Results

The dependent measure was the average interblock distance; lower interblock
distances are indicative of increased clustering. The effects of two main factors were
studied. The influence of the number of agents and the influence of randomness in
the agent’s turn around behavior when in avoidance mode. Each combination of
factors was replicated eight times, accumulating to 2x2x8 = 32 trials. A two-way
factor analysis or variance was used to determine the effects of noise in an agent’s
behavior and the effects that the number of agents had on clustering and any
statistical interactions on the measurements mentioned above, � = 0.05. 

At question was which behavioral condition (random vs. nonrandom) and
number of agents condition (one vs. two) would be most effective in clustering
behavior and if there would be an interaction between type of behavior (random vs.
non random) and number of robots (one vs. two). Results do not indicate that a
change of an agent’s behavior from nonrandom to random produced a significant
difference in clustering. Specifically, the average interblock distance (clustering)
under the nonrandom behavior condition (M = 8.078) was nearly identical to that in
the random behavior condition (M = 7.976). A 2 (type of behavior) by 2 (number of
agents) ANOVA confirmed that this difference was not significant, F (1, 28) =.129
ns. There was a slight trend for there to be more clustering in the two-agent condition
(interblock distances were M = 7.843) compared to the one agent condition (M
=8.211), but the difference was not significant F (1, 28) = 1.716, ns. There was also
no significant interaction between type of behavior and the number of robots used for
clustering F (1, 28) = .010, p> .05. 

The very low F ratio for the interaction suggested that a systematic effect might
have been classified as noise. We used the same set of eight random initial block
configuration for each of the four experimental conditions, and this factor could thus
be analyzed by a one-way ANOVA with trials as the independent variable. The
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initial configuration did have a significant impact on clustering F (1, 24) = 2.44,
p<.05. As initial conditions are known to be a very important factor in determining
the behavior of dynamical systems, this suggests that we may have been observing a
stigmergic process based upon initial conditions rather than the agents’ interaction
with the environment.

Anecdotally, we noticed that robots with random behavior were more likely
after an initial clearing stage to locate and deposit isolated building blocks. In
contrast, robots with nonrandom behavior, after clearing the initial environment to a
degree, simply continued to repeat their path movements, going to the same places
within the environment without the likelihood of running into and depositing isolated
building blocks into clusters. 

4 Discussion

For stigmergy to occur the system must be open, have decentralized control,
with mobile agents interacting in an environment that stays in the current state long
enough for the actions of one agent to effect the actions of another agent. Models that
do not include indirect communication are incomplete because it has been shown by
[12] that analog (e.g. continuous systems) can compute functions that cannot be
algorithmically computed. Therefore, it is important to continue research on models
that utilize continuous environments. 

While some methods such as simulations, mathematical models and analytical
models have been adopted in an attempt to predict and detect self-organization and
emergence, Kubík [8, 9] has used what he describes as a “language – theoretic and
grammar systems approach” to detect and predict emergent behaviors, or the lack
there of, in simulations of mobile and computational multiagent systems. However,
the question has been raised by Kubík [9] regarding whether or not there are differing
types of emergent behavior and if there could be behaviors that just look emergent to
the observer sometimes. Kubík [9] also made the distinction between multiagent
systems that produce primarily sequential behavior and systems that produce
primarily parallel behavior.

Consistent with Kubík [9] and for the purpose of this experiment, basic
emergence is defined as “behavior reducible to agent-to-agent interactions without
any evolutionary processes involved (i.e., agent’s behavioral set stays the same
during the modeling and the analysis of the system).” (pp. 46). Therefore, basic
emergence is produced through cooperation and interaction of agents and cannot be
produced by the simple summing of each individual agent’s behavior. According to
Kubík, the current conditions described in our experiment would be categorized as
agents interacting sequentially with a static environment where neither the agent nor
the environment evolves a different behavior over time. What is lacking is a
cooperative behavior amongst agents in this experiment. In keeping with Kubík,
sequential behavior upon the environment can be compared with sequential
computations carried out by a Turing machine on a tape, the environment being
analogous to the tape that computations take place on. Those multiagent systems that
work only in a sequential rather than in a parallel manner may not have the ability to
produce what Kubík describes as even a basic type of emergence. What appears to be
the most important variable according to Kubík, in creating basic emergence in
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sequential behavioral systems is the succession in time of one agent’s behavior to
another agent’s behavior. While the union of agent languages is a candidate for the
summation of agent behaviors, Kubík suggested a superimposition of agent
languages instead. So, rather then evaluating agent behavior, we would instead model
the conditions agents bring about when acting in the environment. So, succession in
time, a type of cooperative behavior, is this type of behavior which ultimately creates
an emergent language when superimposed that cannot be reduced to individual agent
behaviors.  

It may be beneficial in the future for these grammatical parameters to be used to
detect and predict when and if self-organization is occurring through a stigmergic
process both in the real world and in simulated environments based on real world
interactions to determine what type of emergent behavior is occurring in different
types of systems (e.g., sequential vs. parallel). This line of inquiry should be able to
determine the optimal parameters it will take to overcome the influence initial
conditions, time, noise, and number of agents may have on self-organizing behavior
of mobile autonomous multiagent systems. We suggest that research be carried out
that will use Kubík’s [9] grammar approach which can be syntactically associated
with each interaction between agents and the environment in a real world and that the
product of said grammar can be used to reveal if emergent behavior is likely to occur,
has occurred, even can occur, and if it did occur what type of emergence occurred.
The grammar approach can also be used on sequential and parallel software agent
behaviors to determine what types of emergent global structures are likely to occur
given the type of system and interactions in that system. Eventually, certain types of
grammars known to produce certain types of global behavior and structures might be
used effectively by syntactically embedding them in an agent or group of agent’s
behavior protocols in order to achieve specific, predetermined global results.
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Abstract. This paper presents an agent-oriented approach to policy-
based resource management for platforms in coalition. At each
platform, SW task agents perform services that have been requested
by on- and off-board operators and platform systems. Each task uses
a dynamic set of platform resources and sensors, and each resource
and sensor is typically scheduled for actions belonging to one or more
tasks, since it is assumed to be sharable between several tasks. A
local resource management policy mechanism controls the local
resource usage, prevents tasks to unwillingly interfere with each other
and restricts resource usage that is inconsistent with the currently
valid resource policy. The resource management policy RMP is
expressed as a set of constraints, and each request for new task is
filtered by the valid RMP by solving a constraint satisfaction
problem.

1 Introduction

One ideal in network centric warfare is to make all information processing
resources available to all users. Work is in progress to achieve parts of that, in on-
going programs aiming to produce Common (or Consistent) Operational Picture
COP. The Swedish work on this is mainly done in the LedSyst program to be
described elsewhere. The COP concept is a kind of information sharing, but it fails to
satisfy those information customers, e.g. platform operators, that require fast and
specific information collection, situation awareness and decision making.
Nevertheless such operators need lots of networked information processing, e.g.
sensors on different platforms, data fusion nodes and sensor management devices.

In a coalition operation multiple platforms of different types and nations are
engaged, and mechanisms are needed in order to enhance task cooperation, resource
sharing and information distribution among them. This paper describes a system that
has been used to identify mechanisms that distribute resources at a group of
platforms to all platforms in the group, in a way that is consistent with current
restrictions imposed for each individual platform. These mechanisms were originally
developed to support individual operators’ need of situational awareness, but they
can be used to manage tasks of all types. Each platform, that receives a request for
task execution, engages to the degree specified in its local resource management
policy [1, 2]. Engagement is then done if the local resource policy and the request for
task are consistent, which is checked by solving a constraint satisfaction problem. 
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At each platform, a task supervisor manages a set of resource-exploiting tasks,
each one of which uses one or more sensors or other resources to achieve its goal.
High-level and tactical restrictions on usage of the platform resources are managed
by a platform-level resource management policy mechanism. This mechanism
distributes local resources to tasks under the conditions given in the resource policy
selected by a platform operator. As an example, time-shared sensor exploitation is
achieved by a scheduler on each platform. A system has been built to test and
evaluate these mechanisms; it applies multitasking to achieve efficient and non-
contradictory use of multifunctional broadband sensor devices. Operator-oriented
services using resources on multiple platforms have been designed and implemented.
A sensor manager is used to do sensor management, data fusion and service
provision.

2 Resource sharing
The resources are assumed to be multifunctional devices i.e. each device has

capability to process multiple functions simultaneously. Each function is a part of a
task, and a scheduler distributes requested time slices to multiple tasks, in a way that
does not contradict the restrictions for resource exploitation issued by the local
resource manager. For each platform, such a set of restrictions forms a resource
management policy. This is a resource usage specification associated to each mission
phase, and it is typically selected by the operator. The policy document includes
details on task prioritization and resource conflict solutions [3].

The resource assignment task is done by a central device on each platform, here
called a fusioner, as one of its main tasks is to fuse information both from local and
external sensors. The fusioner dynamically assigns local sensors to the task run by
the platform, while considering individual sensor capabilities, task requirements and
priority relations between different tasks. It also performs sensor management for all
platform sensors, which gives it the role of a sensor manager. Sensor sharing is done
in time, space and frequency, so that different tasks may use the same sensor
simultaneously. Time sharing is done by using an explicit scheduling mechanism,
which controls all task actions. For multifunctional devices, e.g. broadband antennas,
this means, that each task is run is small time slices separated in time. When a task
uses such a device for information acquisition, it processes all data produced by it,
while fusing it with its internal knowledge about the scene; then it schedules the next
action. Thus each task is an autonomous and self-sufficient information agent, while
the scheduler is in charge of platform resources. 

Each manned platform has three kinds of processing agents, sensors, fusioners
and operators. These agents perform clear and distinctive parts of each task, and they
communicate in specified ways for each types of task. Cognitive methods are
applicable to this type of agent modelling. 

The sensor scheduling is done on a detailed level by the inherent scheduler. For
some sensors, it generates several sensors actions per second. It does detailed control
and parameter setting for each action, using knowledge about the world that the
corresponding task holds. The operator has high-level sensor control by selecting the
sensor policy which best expresses the constraints of the sensor usage in each
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mission phase - these constraints might be modified during flight. This operator-level
type of resource control is applicable to unmanned as well as to manned platforms. 

3 Tasks
A task is an autonomous software body that executes a perception-reaction loop

according to an existing task definition. At each loop, one or more sensors are
engaged for perception and information collection. The loop comprises processes for
tracking, fusion, target classification, situation analyses, threat assessment, user
interaction and high level sensor management. The task builds an information body
about the world observed. In fact, all information about the observed world that the
platform has is associated to tasks of the platform. Each task decides how to react to
the collected information, and decides if and how further information collection is to
be made. A task may issue requests for new tasks at the own or other platforms. Each
task can use information from one sensor to control another one. 

Multitasking is a required capability of the fusioner - it runs multiple
simultaneous tasks. This includes a capability to generate new tasks, on demands that
may come from on-board or off-board sources. A task is generated on reception of a
task request, if it is accepted by the RMP. Each received task request is primarily
filtered through the current resource usage restriction rule set. This process evaluates
the task request by applying the local resource management policy, which contains a
set of constraints on platform resource usage. Since the task request is specified as a
constraint set, the task request evaluation process is realized as a solution to a con-
straint satisfaction problem CSP. In the simplest form, this problem is a conjunction
of two logical formulas. One formula specifies the new task request; the other one
specifies the abilities, restrictions and allowances of the platform resources. If the
RMP problem yields a solution, then a new task is generated by the fusioner,
otherwise not. This is a secure and proof safe method, which warrants that the
platform operator stays satisfied even if his/her sensor devices are used by an
external user. 

This centralized and logical control of platform tasks realizes task coordination in
a way that solves some difficult and severe problems for example in ECM (electronic
counter measure) situations. For example, two tasks on one or more vehicles may
cause severe damage on each other, because one task may disturb another one
electronically or in other ways; this has caused severe accidents in the past. An
example is that in the Falkland war, a communication task in one ship prevented the
use of radar on another ship, causing a missile to approach it undetected and sink it.
Another application is friendly fire – this may be prevented by using the RMP to
prevent weapon usage towards specified locations. This requires a possibility for the
friendly groups out there to be able to update the RMP of the launchers with
positions not to shoot at.  

Resource sharing is thus converted to a constraint satisfaction problem. It avoids
usage of resources in unintended ways, and it divides the responsibility of resource
usage in two parts, one which focuses on the short-term task perspective and one
which focuses on the long-term resource perspective. This results in a clear and
reasonable way to solve the hard problem of shared resource exploitation, which
arises when multiple agents share a common set of resources. It leaves all involved
parties satisfied. The method is applicable both for sensor-requiring tasks and for
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other types of resource-requiring tasks, e.g. weapon engagement. The method is
being evaluated in the Data Fusion Node DFN which is a simulation system used for
evaluation of multifunctional devices and for evaluation of data fusion and sensor
management algorithms [4, 5].  

4 Platform coordination
For platform coordination a set of operator-level services and middleware

mechanisms have been developed. The main goal of this service development is to
evaluate the combined efficiency of the available resources. Operator-level services
enhance the operator´s situation awareness and action opportunities. The services are
located in different platforms, and might be requested anytime by any user. So far
some situation awareness-oriented services have been studied. 

The service requests are specified and generated by the user using his task
manager. They are then transformed to task requests, at the own and other platforms.
The task requests received are filtered by the sensor management policies of the
respective platforms, and converted to new tasks if accepted. Each platform has a
supply of task definitions which might be instantiated to execute the tasks requested.
So far services of the following kinds have been defined and developed: Search,
tracking and classification of air and sea targets in a specified area; Electronic attack;
Communication; ECM and electronic attack. 

The inter-platform requests are realized in a layer of middleware operator
services using CORBA-based coordination techniques. A multitasking mechanism
has been implemented and demonstrated in a simulator with 60k lines code.  

5 Conclusions
We have described an agent-based knowledge system for multiple-platform

sensor control and task management. It supports fast-time scheduling and
management of agile platform-based sensors, and includes a policy-based mechanism
for high-level resource management of the platform sensors. A low-level
multitasking ability is installed that allows simultaneous tasks to run using all
platform sensors. The high-level resource management is based on constraints
expressing current tactical restrictions concerning the sensor usage. These
mechanisms satisfy both the operators requirements for full control over the
resources of the own platform, and the more network-based requirement that all
operators should be able to use all resources in a group of cooperating platforms. To
facilitate such platform coordination, a set of net services have been defined that
allow operators to request information and actions at resources external to their own
platform. 

Apart from being used as a data fusion and sensor management test bed, the data
fusion node system has been used as a demonstrator for a multifunctional broadband
antenna. Currently it is being used in two simulation sites. At one site, it is used to
simulate and demonstrate functions using a broadband multifunction antenna, with
functions for communication, ECM and radar applications. In another site, the
Swedish Air Force Simulator Centre, DFN will be used to accomplish data fusion,
sensor management and network service administration.
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